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Material for ESSLLI’08 DEL Course

Put together by Hans van Ditmarsch and Jan van Eijck

1. ESSLLI'08 Course slides
(Hans van Ditmarsch)

2. Playing Cards with Hintikka
(Hans van Ditmarsch, Wiebe van der Hoek, Barteld
Kooi)

3. Logics of Communication and Change
(Johan van Benthem, Jan van Eijck, Barteld Kooi)

4. Propositional Dynamic Logic as a Logic of Belief
Revision
(Jan van Eijck and Yanging Wang)

5. DEMO — A Demo of Epistemic Modelling
(Jan van Eijck)
Useful links:

e Additional material (Haskell implementation): http:
//www.cwi.nl/~jve/courses/ess11i08

e The Haskell homepage: http://www.haskell.org

e The Hugs Haskell interpreter: http://haskell.org/
hugs

e The GHC Haskell interpreter and compiler: http:
//www.haskell.org/ghc



ESSLLIO8 Hamburg: Dynamic Epistemic Logic

lecturers: Hans van Ditmarsch & Jan van Eijck

Hans' part of the course: mornings & Friday
Monday morning: epistemic logic
Tuesday morning: public announcements
Wednesday morning: action models

Thursday morning: factual change

vV v.v. v Yy

Friday: logic puzzles & security

hans@cs.otago.ac.nz
http://www.cs.otago.ac.nz/staffpriv/hans/



Epistemic Logic

la: Epistemic Logic



Epistemic Logic

Anne draws one from a stack of three different cards 0, 1, and 2.
She draws card 0. She does not look at her card yet!

Card 1 is put back into the stack holder.

Card 2 is put (face down) on the table.

Anne now looks at her card.

What does Anne know?

» Anne holds card 0.

» Anne knows that she holds card 0.

» Anne does not know that card 1 is on the table.

» Anne considers it possible that card 1 is on the table.

» Anne knows that card 1 or card 2 is in the stack holder.

» Anne knows her own card.



Language

o = plop|(eAy)]| K



Descriptions of knowledge

There is one agent Anne: {a}
Propositional variables g, for ‘card g (0, 1,2) is held by Anne.’
K, expresses ‘Anne knows that ¢’

~

Kap (—Ka—¢p) expresses ‘Anne considers it possible that ¢'.

vV v v .Yy

» Anne holds card 0: 0,

» Anne knows that she holds card 0: K0,

» Anne does not know that card 1 is on the table: =K,1;

> énne considers it possible that card 1 is not on the table:
Ka_‘lt

» Anne knows that card 1 or card 2 is in the stack holder:
Ka(lh V 2h)

» Anne knows her own card: K,0,V K;1,V K,2,



Structures
A Kripke model is a structure M = (S, R, V'), where

» domain S is a nonempty set of states;
> R vyields an accessibility relation R, C S x S for every a € A,
» valuation (function) V : P — P(S).

If all the relations R, in M are equivalence relations, we call M an
epistemic model. In that case, we write ~, rather than R,, and we
represent the model as M = (S, ~, V).

Epistemic state (M, s): epistemic model M with designated state s.



Example

» S ={012,021,102, 120,201,210}
> ~, = {(012,012), (012,021), (021,021), ... }
» V(0,) = {012,021}, V(1,) = {102,120}, ...

@COZQ
GO2©12© 12— a—120
<:201 CZI(D 201 — a —?210

o

12— a —021



Truth

M,s=p
M,s (o A %)
M,s E —p
M.s = Ko

iff
iff
iff
iff

s€ V(p)
M,s = ¢ and M,s =9

not (M, s |= ¢)
for all t such that s ~, t it holds that M, t |= ¢



Example

012— a —Q21
12— a—120
201 — a —210

Hexal, 012 = K,0,

=

for all t: 012 ~, t implies Hexal,t |= 0,
=

Hexal, 012 =0, and Hexal,021 =0,

=
012 € V(0,) = {012,021} and 021 € V(0,) = {012,021}



Two agents

Anne and Bill draw 0 and 1 from the cards 0, 1, 2. Card
2 is put (face down) on the table.

012— a —021

\
b

12— —2a—120

\
b b

201— a —210

» Bill does not consider it possible that Anne has card 1: ﬁf(bla

» Anne considers itA pgssible that Bill considers it possible that
she has card 1: K;Kp1,

> Anrle knows Bill to consider it possible that she has card 0:
KaKb0a



Three agents: Anne, Bill, Cath draw 0, 1, and 2

012— a —21
/ \

c b
102/ — a —\120
\ \ /

b ¢ b ¢
N/  \/
201 — a —210

» Anne knows that Bill knows that Cath knows her own card:
KaKp(K0c VvV Kl VvV K:20)

» Anne has card 0, but she considers it possible that Bill
considers it possible that Cath knows that Anne does not have
card 0: 0; A K;Kp K0,



Example

012— a —021

\ \
201— 2 —210

Hexa, 012 = K,K,K.—0,

= because 012 ~, 021
Hexa, 021 = Ky, K0,

<= because 021 ~, 120
Hexa, 120 = K.—0,

& ~c(120) = {120,210}
Hexa, 120 |= =0, and Hexa, 210 = —0,

<~

Hexa, 120 |~ 0, and Hexa, 210 }~ 0,

=g

120,210 ¢ Vi, = {012,021}



Properties of knowledge

> Kap—
> KaSD - KaKaSO
> —|Ka¢ — K- 2

Realistic assumptions for knowledge?

veridicality / truth axiom
positive introspection

negative introspection



Axiomatization

all instantiations of propositional tautologies
Ka(p — ¥) — (Kap — Kat))

Kap — ¢

Kap — KaKyp

Ny — Ky~ aP

From ¢ and ¢ — 1, infer ¢

From ¢, infer K



History

» von Wright 1951: An Essay in Modal Logic

» Hintikka 1962: Knowledge and Belief

» Aumann 1976: Agreeing to Disagree

» Fagin, Halpern, Moses and Vardi 1995: Reasoning about
Knowledge

» Meyer and van der Hoek 1995: Epistemic Logic for Al and
Computer Science



Common knowledge

Ib: Common knowledge



General knowledge and common knowledge

You forgot if you already passed the Channel Tunnel...
When driving on a one-lane road, will you swerve to the
left or to the right when other traffic approaches? How
do you know that the other car knows that one is to drive

on the left?

You are celebrating Sinterklaas (St. Nicholas) with family
friends. How will you behave if its generally known that
your 8-year old niece does not believe in Sinterklaas?
And if it is common knowledge?



General knowledge and common knowledge

General knowledge:
Ecp = Kip A Kop A oo A Kiastp

Common knowledge:

Cep =pNEcpNEgEgp A ...

or

Cep =pNKipANKop N KiKip AN KiKop A ... KiK1 K. ..

Ceop < ¢ NEGgCgyp



Computing transitive closure

aeB

R* is the transitive and reflexive closure of a binary relation R:
points s and t are R*-related, if there is a path (of length 0 or
more) of R-links between them.

02— a —1f— a,b—22
c

b
0:1 11— a, b —21
a

00— ¢ —10—a,b—20

What is the partition on these nine states for a?
For group {a, b}? For group {a, c}? For group {a, b, c}?



Epistemic Logic with Common Knowledge

o = plop|(eAnp)]| Ko | Cayp

M,s = Cgp iff forallt:s~pgt implies Mt ¢



Example

012— a —0Q21
/ \

c b
102/— — a —\120
\ \ /

b c b c
N/ \/
201 — a —210

Hexa, 012 = Cape (K30, V Kil, V K32,)
(it is public knowledge that Anne knows her card)

Hexa = Capp — Cpetp
(a and b share the same knowledge as b and ¢)



Example

Of— a —1f— a,b—22

C

b
0:1 11— a,b—21
a

00— ¢ —10— a, b —20
Which of the following are true / false:

11 K (x=1)
11 }= Gae(y #0)
10 = Gop(x >1)
02 = Cp((y =2) — Cap(x > 0))



Axiomatization

Ce(yp — ¥) — (Cop — CB7)
Cey — (¢ N EgCpy)

Ce(p — Egp) — (¢ — Cay)
From ¢, infer Cgyp



History

» Lewis 1969: Convention
» Friedell 1969: On the structure of shared awareness
» Aumann 1976: Agreeing to disagree

» Barwise 1988: Three views of common knowledge



Public announcements

Il: Public announcements



Example

012— a —0Q21
/ \

c b
102/— — a —\120
\ \ /

b c b c
N/ \/
201 — a —210

» After Anne says that she does not have card 1, Cath knows
that Bill has card 1.

» After Anne says that she does not have card 1, Cath knows
Anne's card.

» Bill still doesn't know Anne's card after that.



Example

012— a —0Q21
/ \

c b
102/— — a —\120
\ \ /

b ¢ b
N/ \/

201— a —210

» After Anne says that she does not have card 1, Cath knows
that Bill has card 1.
[_‘la]Kclb

» After Anne says that she does not have card 1, Cath knows
Anne's card.
[-1.](K:0, V K1, V Ke2,)

» Bill still doesn’t know Anne’s card after that:
[_‘]-a]_‘(KbOa VvV Kpl, V Kan)



Public Announcements: language

o = ploe|(eAe)| Kip | Cee | [ele



Public Announcements: semantics

The effect of the public announcement of ¢ is the restriction of the
epistemic state to all states where ¢ holds. So, ‘announce ¢’ can
be seen as an epistemic state transformer, with a corresponding
dynamic modal operator [¢].

‘¢ is the announcement’ means ‘¢ is publicly and truthfully
announced'.

M,s = [e]y iff (M,s = ¢ implies M|y, s = 1)

M|p = (S§',~' V).

s’ = [elm
~, = ~a N ([elv x [elm)
Viip) = V(p)Nl¢lm



Example announcement in Hexa

012— a —021 012— a —021
/ \

c b

102/ \120
o a —
\ \ / \

b C b c C b
N/  \/
201 — a —?210 = 201 — a —?210

Hexa, 012 |= (—1,)K.0,

=

Hexa, 012 |= -1, and Hexa|—1,,012 = K0,

= ~c(012) = {012}
012 # V(1,) and Hexa|~1,,012 |= 0,



Muddy Children

A group of children has been playing outside and are called back
into the house by their father. The children gather round him. As
one may imagine, some of them have become dirty from the play
and in particular: they may have mud on their forehead. Children
can only see whether other children are muddy, and not if there is
any mud on their own forehead. All this is commonly known, and
the children are, obviously, perfect logicians. Father now says: “At
least one of you has mud on his or her forehead.” And then: “Will
those who know whether they are muddy please step forward.” If
nobody steps forward, father keeps repeating the request. What
happens?



Muddy Children

011 a 111
~ ~
_ C _ C
01— a —11
b b
b b
001l — a — 101
~ ~
C C
~ ~
000 a 100

Given: The children can see each other



Muddy Children

011 a 111
~ ~
_c ¢
010—————— a—110
b b
b
001 — a — 101
~
c
100

After: At least one of you has mud on his or her forehead.



Muddy Children

011 a 111
-
c
~
110
b
101

After: Will those who know whether they are muddy please step
forward?



Muddy Children

[y
—_
o

After: Will those who know whether they are muddy please step
forward?



Axiomatization

[¢lp < (v — p)

[p]=¢ < (¢ — —[e]¥)

[e](¥ A x) < ([ A e]x)

[PlKa® < (¢ — Kalply)

[el[W]x < [o A [e]¥]x

From ¢, infer [¢]p

From x — [¢] and x A ¢ — EgX, infer x — [¢]Cg1)

Every formula in the language of public announcement logic
without common knowledge is equivalent to a formula in the
language of epistemic logic.



Sequence of announcements

Anne does not have card 1, and Cath now knows Anne’s card.
Sequence of two announcements:

a1 (K0, V Kl Vv Ke2,)
Single announcement:

=1, A [15](K0, V Kels V Ke2,)

012—3—021 012— a —0Q21 012
102 \—3—120 \
/ \
c b b
\ / \ /

201— a —210 = 201—a—210 — 210



Unsuccessful updates

Postulate of success:
 — (p)Cap

Announcement of a fact always makes it public:

= [plCap

Announcements of non-facts do not have to make them public:

= [#]Cayp

It can be even worse:

= [p A =Kbp]=(p A =Kpp)

Ea—————
pA—Ksp

=



History

» Plaza 1989: Logics of Public Communications

» Gerbrandy & Groeneveld 1997: Reasoning about Information
Change

» Baltag, Moss & Solecki 1998: The Logic of Common
Knowledge, Public Announcements, and Private Suspicions

» van Ditmarsch, van der Hoek & Kooi 2007: Dynamic
Epistemic Logic



Action models

I1l: Action models



What we cannot do yet...

(Anne holds 0, Bill holds 1, and Cath holds 2.) Anne
shows (only) Bill card 0. Cath cannot see the face of the
shown card, but notices that a card is being shown.

012— a —0Q21
/ \

c b

105— [ a —\120
\ N

b ¢ b ¢
N/  \/ 7
201 — a —210 /




What we cannot do yet...

(Anne holds 0, Bill holds 1, and Cath holds 2.) Anne
shows (only) Bill card 0. Cath cannot see the face of the
shown card, but notices that a card is being shown.

012— a —0Q21
/ \

c b
105— [ a —\120
\ N
b ¢ b ¢
N/  \/

201 — a —210

012— a —021
/
C
102 ———/— a—120
C C/
201 — a —210



Epistemic modeling

» Given is an informal description of a situation

» The modeler tries to determine:

The set of relevant propositions

The set of relevant agents

The set of states

An indistinguishability relation over these worlds for each agent

vV vy vVvYy



Dynamic modeling

» Given is an informal description of a situation and an event
that takes place in that situation.

» The modeler first models the epistemic situation, and then
tries to determine:

» The set of possible events
» The preconditions for the events
» An indistinguishability relation over these events for each agent



Action models

An action model M is a structure (S, ~, pre)
» S is a finite domain of action points or events
> ~, is an equivalence relation on S

» pre: S — L is a preconditions function that assigns a
precondition to each s € S.



Showing a card

vVVvyvYyVvVYvYyVvYyy

(Anne holds 0, Bill holds 1, and Cath holds 2.) Anne
shows (only) Bill card 0. Cath cannot see the face of the
shown card, but notices that a card is being shown.

sh0— c—sh1

S = {sh0, sh1,sh2}
= {(s,5) | s € S}
~2={(s;s) | s € S}
~3= SxS
pre(sh0) = 0,
pre(shl) =1,
pre(sh2) = 2,



Whispering

Bill asks Anne to tell him a card that he (Bill) doesn’t have. Anne
whispers in Bill's ear “I don't have card 2”. Cath notices that the
question is answered, but cannot hear the answer.

wh0—c—wh1
\ /

» S = {whO,whl,wh2}
> ~1={(s,s) | s €S}
> o= {(5,5) | s€ S}
> ~3= SxS

> pre(sh0) = —|0

> pre( ):

>



What do you learn from an action?

» Firstly, if you can distinguish two actions, then you can also
distinguish the states that result from executing the action.

» Secondly, you do not forget anything due to an action. States
that you could distinguish before an action are still
distinguishable.



Product update

Given are an epistemic state (M, s) with M = (S,~, V) and an
action model (M,s) with M = (S, ~, pre). The result of executing
(M;s) in (M,s)is (M, (s,s)) where M = (S§',~', V') such that:

» S ={(s,s)|s€S,s€S, and M,s = pre(s)}

> (s,s) ~, (t,t) iff (s ~; t and s ~, t)

> (s,s) e V,iff sV,



Anne shows card 0 to Bill

012— a —021
/ \
c b
/ \ 012— a —021
102 ———/(—a —120 /
\ \ / c
b ¢ b /
\ / \ / 102 ——/— a—120
201 — a —210 /
¢ c
X 201— a —210
sh0) — c—shl
\ /
c C
\ /

sh2



Anne whispers ‘not 0’ to Bill




Language

@ = plop|(eAe)]| K| Cay | [M,s]e



Semantics

M.s k= p
M,s ):_'SO
M.sE=ony
M,s = Kyp
M,S):CBQO
M,s = [M,s]p

:iff
:iff
tiff
:iff
iff
:iff

seV,

M,s [~ ¢

M,s = ¢ and M,s =1

forall s’ €S :s~,s implies M,s' E ¢

foralls’ € S:s~gs' implies M,s' = ¢

if M,s = pre(s), then M@ M, (s,s) = ¢



Syntax and semantics

» Are syntax and semantics clearly separated?

YES



Axiomatization

M, s]p < (pre(s) — p)

[M,S]—!QO A (pre(s) - _'[M,S]QO)

[M; s](¢ A9p) = ([M,s]e A [M,s]e)

[M,s]Kap — (pre(s) — A, K[, tl)

[M, s][M', sl < [(M,s); (M, ") o

From ¢, infer [M,s]e

Let (M,s) be an action model and let a set of formulas y; for
every t such that s ~g t be given. From x; — [M,t]¢ and
(xt A pre(t)) — Kaxu for every t € S such that s ~gt, a€ B
and t ~, u, infer xs — [M,s]Cgo.

Every formula in the language of action model logic without
common knowledge is equivalent to a formula in the language of
epistemic logic.



Closing example: picking up cards
Three players Anne, Bill, Cath are each dealt one of cards 0, 1, 2.

» pickup,: Anne picks up her card and looks at it. It is card 0.
» pickupy: Bill picks up his card and looks at it. It is card 1.
» pickup.: Cath picks up her card and looks at it. It is card 2.

pu0— bc—pul
\ /



012- abc —-021

/ \
abc abc
/

102 Y abc —120
\ /
abc abc abc  gpc

\ / \ /
201- abc —210
012— a —0Q21
/ \
b
102/ 120
e a —
N \
c
\/  \/
201— a —210

pickup,

pickup,

012- abc —021
/
bc bc
/

102 KC abc —120
\ /
be bc bc be
\ / \ /
201 - abc —210

pickupy
012 — ac —021
/ \
c bc
10{ 120
ac —
\ \
be ¢  bc c
N/  \/
201 — ac —210



History

» Baltag, Moss & Solecki 1998: The Logic of Common
Knowledge, Public Announcements, and Private Suspicions



Factual change

IV: Factual change



Factual change — Muddy Children again

There are three children, Anne, Bill, and Cath. Anne and Bill have
mud on their foreheads. Father announces:

> At least one of you is muddy.
» If you know whether you are muddy, step forward. (Nobody
steps forward.)

» If you know whether you are muddy, step forward. (Anne and
Bill step forward.)



Cleaning Muddy Children

Splash!

There are three children, Anne, Bill, and Cath. Anne and Bill have
mud on their foreheads. Father announces:

» At least one of you is muddy.
» Splash! Father empties a bucket of water over Anne.
» If you know whether you are muddy, step forward. (...7)

» If you know whether you are muddy, step forward. (...?7)



Standard: Anne and Bill are muddy

_on a — 111 _on a — 11
C c C c
—~ ‘ — = ‘ -
010 ‘ a—110 010 ‘ a—110
b b b b
b b b
001— a —| 101 001— a —| 101
~ ~ ~
c C c
~ ~ ~
000 a 100 —_— 100

» At least one child is muddy.
» Nobody steps forward.
» Anne and Bill step forward.

011




Non-standard: Anne and Bill are muddy, Anne is cleaned

101 001 — a —|
~
- splash!
—_—

» At least one child is muddy.
» Father empties a bucket of water over Anne (splash!)
» If you know whether you are muddy, step forward. (...7)

» If you know whether you are muddy, step forward. (...?7)



Public factual change

Language

o = ploe| (@A) | Kap | Cap | lel | [p:= ol

Semantics

M,s = [p:=¢ly iff Mp—y,s =1

Mp.—, is as M except that V(p) = [¢]m.

reduction principle: [p := ¢]|p < ¢.



011 a 111 011 a 111 011 a 011
c -~ ‘ c - C -~ ‘ c - c -~ ‘ c -
—~ —~
010 | a—110 010= | a—110 010= | a—010
b b b b b b
b b ‘ b b
001— a —| 101 001 — a —| 101 001 — a —| 001
~ ~ ~
c c c c
—~ —~ —~ —~
000 a 100 —_ 100 —_ 000
myV mpV me B
/011 011 a /0 1
_ c _ c
010 010
b b =(Kpmp V Kp=mp) A =(Keme V Kemme)
b b
001 ‘ 001
~ ~
c c
~ ~
000 000

~(Komp V Kp=mp) A =(Keme V Keme)

At father’s second request, Cath learns that Anne knows that she
was initially clean



Factual change

Factual change with action models, more technique, and history:
Jan



Logic puzzles

V: Logic puzzles and security protocols

» Russian Cards

» One hundred prisoners and a lightbulb



Public communication of secrets: Russian Cards

From a pack of seven known cards 0,1,2,3,4,5,6 Alice
(a) and Bob (b) each draw three cards and Eve (c) gets
the remaining card. How can Alice and Bob openly
(publicly) inform each other about their cards, without
Eve learning of any of their cards who holds it?

Suppose Alice draws {0,1,2}, Bob draws {3,4,5}, and Eve 6.



Public communication of secrets: Russian Cards

From a pack of seven known cards 0,1,2,3,4,5,6 Alice
(a) and Bob (b) each draw three cards and Eve (c) gets
the remaining card. How can Alice and Bob openly
(publicly) inform each other about their cards, without
Eve learning of any of their cards who holds it?

Suppose Alice draws {0,1,2}, Bob draws {3,4,5}, and Eve 6.

Bad:

Alice says “l have 012, or Bob has 012, and

Bob then says “l have 345, or Alice has 345."

Good:

Alice says “l have one of 012, 034, 056, 135, 246,” and
Bob then says “Eve has card 6."



Card deals

Structures (interpreted system, Kripke model, state transition s.)

Players only know their own cards.
A hand of cards is a local state.
A deal of cards is a global state.

Logic (public announcement logic)

ga agent a holds card q.
ijka (ia A\ ja A ks) agent a's hand of cards is {/,j, k}.

Epistemic postconditions

Bob informs Alice aknowsbs N(ijkp — Kaijkp)
Alice informs Bob bknowsas N(ijka — Kbijka)
Eve remains ignorant cignorant N(=Kcqa A —Kceqp)



Public communication of secrets: bad
An insider says “Alice has {0,1,2} or Bob has {0,1,2}.”
012.345.6 = [012, V 012;]cignorant
Alice says “I have {0,1,2} or Bob has {0,1,2}.”
012.345.6 = [K,(012, Vv 012;)]cignorant

012.345.6 - ¢ -345.012.6
| |

a b

140 | |
012.?46.5 -c —346.(|)12.5

013.456.2 : b
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Public communication of secrets: bad
An insider says “Alice has {0,1,2} or Bob has {0,1,2}.”
012.345.6 |= [012, V 012, ]cignorant
Alice says “I have {0,1,2} or Bob has {0,1,2}.”
012.345.6 = [K,(012, Vv 012;)]cignorant

012.345.6 - ¢ -345.012.6
| |

a b
140 | |
012.3|346.5 -c —346.(|)12.5
013.456.2 ! b
012.345.6 012 ?|>56 4-c-356 (|)12 4
234.016.5 012, V 012, | 1|9
a

K3(012a \YJ 012b) 012.456.3- ¢ -456.012.3




Public communication of secrets: also bad

Alice says “l don't have card 6.”

012.345.6 = [K,—6,]cignorant
012.345.6 |~ [K;—6,]K,cignorant



Public communication of secrets: almost good

Alice says “I have {0,1,2}, or | have none of these cards.”
Eve is ignorant after Alice’s announcement.

Alice knows that Eve is ignorant.

Eve doesn’t know that Alice knows that Eve is ignorant.
But Eve may assume that Alice knows that Eve is ignorant.
That is informative for Eve!

012.345.6 |= [K,(012, vV —=(0, V 1, V 2,))]cignorant

012.345.6 = [K,(012, vV =(0, V 1, V 2,))] K,cignorant

012.345.6 }~ [K,(012, vV —=(0, V 1, V 2,))]K-K,cignorant
012.345.6 = [K,(012, vV =(0, V 1, V 2,))][K,cignorant]—cignorant

012.345.6 = [K,(012, vV =(0, V 1, V 2,))][K,cignorant] - K,cignorant

Alice reveals her cards, because she intends to keep them secret.



Public communication of secrets: almost good
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Public communication of secrets: almost good
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Public communication of secrets

Safe announcements guarantee public preservation of ignorance.

[¢] announcement of ¢ (by an observer)
[Ka¢] announcement of ¢ (by agent/Alice)
[Kap A [Kap] Capccignorant]  safe announcement of ¢
[Ka¢][Capccignorant]

Good protocols produce finite sequences of safe announcements s.t.

Capc(aknowsbs A bknowsas A cignorant)



One hundred prisoners and a lightbulb

A group of 100 prisoners, all together in the prison dining
area, are told that they will be all put in isolation cells
and then will be interrogated one by one in a room
containing a light with an on/off switch. The prisoners
may communicate with one another by toggling the
light-switch (and that is the only way in which they can
communicate). The light is initially switched off. There
is no fixed order of interrogation, or interval between
interrogations, and the same prisoner may be
interrogated again at any stage. When interrogated, a
prisoner can either do nothing, or toggle the light-switch,
or announce that all prisoners have been interrogated. If
that announcement is true, the prisoners will (all) be set
free, but if it is false, they will all be executed. While still
in the dining room, and before the prisoners go to their
isolation cells (forever), can the prisoners agree on a
protocol that will set them free?
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Abstract: This contribution is a gentle introduction to so-called dynamic epistemic log-
ics, that can describe how agents change their knowledge and beliefs. We start with a
concise introduction to epistemic logic, through the example of one, two and finally
three players holding cards; and, mainly for the purpose of motivating the dynamics,
we also very summarily introduce the concepts of general and common knowledge. We
then pay ample attention to the logic of public announcements, wherein agents change
their knowledge as the result of public announcements. One crucial topic in that set-
ting is that of unsuccessful updates: formulas that become false when announced. The
Moore-sentences that were already extensively discussed at the conception of epis-
temic logic in Hintikka’s ‘Knowledge and Belief’ (1962) give rise to such unsuccessful
updates. After that, we present a few examples of more complex epistemic updates.

*Professor Jaakko Hintikka kindly gave permission to use his name in the title. He also
observed that “My late wife Merrill was one of the best female blackjack players in the world
and a championship level bridge player. Hence twenty years ago you would have been well
advised to specify which Hintikka you refer to in your title!” Section § is partly based on a
chapter of [vDvdHKo06], and Section 6 is partly based on a section of [vDKos}. We thank an
anonymous referee for very detailed helpful comments.
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Our closing observations are on recent developments that link the ‘standard’ topic
of (theory) belief revision, as in ‘On the Logic of Theory Change: partial meet con-
traction and revision functions’, by Alchourron et al. (1985), to the dynamic epistemic
logics introduced here.

I INTRODUCTION

Imagine three players Anne, Bill, and Cath, each holding one card from a stack
of three (known) cards clubs, hearts, and spades, such that they know their own
card but do not know which other card is held by which other player. Assume
that the actual deal is that Anne holds clubs, Bill holds hearts and Cath holds
spades. Now Anne announces that she does not have hearts. What was known
before this announcement, and how does this knowledge change as a result of
that action? Before, Cath did not know that Anne holds clubs, but afterwards
she knows that Anne holds clubs. This is because Cath can reason as follows:
“I have spades, so Anne must have clubs or hearts. If she says that she does not
have hearts, she must therefore have clubs.” Bill knows that Cath now knows
Anne’s card, even though he does not know himself what Anne’s card is. Both
before and after, players know which card they hold in their hands. Note that
the only change that appears to have taken place is epistemic change, and that
no factual change has taken place, such as cards changing hands. How do we
describe such an information update in an epistemic setting? We can imagine
various other actions that affect the knowledge of the players, for example, the
action where Anne shows her clubs card to Bill, in such a way that Cath sees
that Anne is doing that, but without seeing the actual card. How does that
affect the knowledge of the players about each other? After that action, Cath
still does not know whether Anne holds clubs or hearts. But Cath now knows
that Bill knows Anne’s card.

This contribution is a gentle introduction to so-called dynamic epistemic log-
ics, that can describe how agents change their knowledge and beliefs. We start
with a concise introduction to epistemic logic, through the example of one,
two and finally three players holding cards; and, mainly for the purpose of
motivating the dynamics, we also very summarily introduce the concepts of
general and common knowledge. We then pay ample attention to the logic of
public announcements, wherein agents change their knowledge as the result
of, indeed, public announcements. One crucial topic in that setting is that
of unsuccessful updates: formulas that become false when announced. The
Moore-sentences that were already extensively discussed at the conception of
epistemic logic in {Hin62} give rise to such unsuccessful updates. After that, we
present a few examples of more complex epistemic updates. Our closing ob-
servations are on recent developments that link the ‘standard’ topic of (theory)
belief revision [AGMSs] to the dynamic epistemic logics introduced here.
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2 ONE AGENT

We introduce epistemic logic by a simple example, even simpler than the one
in the introduction. Suppose there is only one player: Anne.

Anne draws one card from a stack of three different cards clubs, bearts, and
spades. Suppose she draws the clubs card—but she does not look at ber card
yet; and that one of the remaining cards is put back into the stack holder, sup-
pose that is the hearts card; and that the remaining card is put (face down)
on the table. That must therefore be the spades card! Anne now looks at ber
card.

What does Anne know? We would like to be able to evaluate system descrip-
tions such as:

e Anne holds the clubs card.

e Anne knows that she holds the clubs card.

e Anne does not know that the hearts card is on the table.

e Anne can imagine that the hearts card is not on the table.

e Anne knows that the hearts card or the spades card is in the stack holder.
e Anne knows her own card.

e The card on the table is not held by Anne.

e Anne knows that she holds one card.

Facts about the state of the world are in this case facts about card ownership.
We describe such facts by atoms such as Clubs, standing for ‘the clubs card is
held by Anne’, and similarly Clubsy, for ‘the clubs card is in the stack holder’,
and Clubs, for ‘the clubs card is on the table’, etc. The standard propositional
connectives are A for ‘and’, V for ‘or’, — for ‘not’, — for ‘implies’, and < for ‘if
and only if’. A formula of the form K¢ expresses that Anne knows that ¢’, and
a formula of the form K¢ (K is the dual of K) expresses that ‘Anne can imagine
that ¢’. The informal descriptions above become

e Anne holds the clubs card: Clubs,
e Anne knows that she holds the clubs card: KClubs,
e Anne does not know that the hearts card is on the table: ~KHearts,

e Anne can imagine that the hearts card is not on the table: K—Hearts;

Anne knows that the hearts card or the spades card is in the stack holder:
K(Heartsy, V Spades,,)

Anne knows her own card: KClubso V KHeartso V KSpades
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Figure 1: A pointed Kripke model, also known as an epistemic state, that rep-
resents Anne’s knowledge of the card deal where Anne holds clubs, hearts is in
the stack holder, and spades is on the table. The actual state is underlined.

e The card on the table is not held by Anne:
(Clubsy — —Clubso) N\ (Heartsy — —Heartsq) N\ (Spades, — —Spades )

e Anne knows that she holds one card:

K((Clubsa — (—Heartsq /\ —Spades ) /\
(Heartsq — (—Clubsq /\ —Spades ) /\
(Spades , — (—Heartsq /\ ﬁClubsa)))

So far, so good. Now how are we going to interpret these formulas? The
operator K can be interpreted as a modal operator, of the ‘necessity—or [—
type, on structures that are Kripke models. Formally, an epistemic state, or
information state, is a pointed relational structure consisting of a set of ‘states
of the world’, a binary relation of ‘accessibility’ between states, and a factual
description of the states—i.e., a valuation of facts on all states. In our example,
the states are card deals. The deal where Anne holds the clubs card, the hearts
card is in the stack holder and the spades card is on the table, we give the
‘name’ &V, etc. By identifying states with deals, we have implicitly specified
the evaluation of facts in the state with the name &V#. The binary relation of
accessibility between states expresses what the player knows about the facts.
For example, if deal &Va is actually the case, Anne holds the clubs card, and in
that case she can imagine that not 40 but 49 is the case, wherein she also
holds the clubs card. We say that state &4% is accessible from state &V4 for
Anne, or that (&V#, &40) is in the accessibility relation. Also, she can imagine
the actual deal &Va to be the case, so &Va is ‘accessible from itself’: the pair
(%O, 404) must also be in the accessibility relation.

Continuing in this way, we get the accessibility relation in Figure 1. This
structure can formally be described as a pointed Kripke model (Hexaq, $0b)
where the model Hexz, = (S, R, V) consists of a domain S, accessibility relation
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R and valuation V such that

S ={R0M, A0, Vhh, Vb, A0, AVR}

R ={(&0h, &0B), (&OM, SAO), (SAD, SAO), ...}
V(Clubsa) = {%Oh8, S8}

V(Heartsq) = {Odt, Qhd}

The states where a given atom is true are identified with a subset of the domain:
Clubs .—for Anne holds the clubs card—is only true in states {&0#, &40}, etc.
A standard modal language inductively defined by ¢ ==p | —¢ | (¢ A) | O¢
can now interpreted on this structure—let’s stick to the familiar (J for a little
while, before we write K for that. The crucial clause in the interpretation of
formulas is the one for the modal operator: M, s |= O if and only if for all t, if
R(s,t), then M, t = ¢@. For M, s = ¢ read ‘state s of model M satisfies formula
@’, or ‘@ is true in state s of model M’. For example, we can now compute that
in the epistemic state (Hexa, V) it is indeed true that Anne knows that she
holds the clubs card:

We have that Hexa ., &V& = OClubs, if and only if ( for all states
s, if R(&Vs,s) then Hexaq,s = Clubsq ). The last is implied by
Hexa,, %0 = Clubsq and Hexa,, &% = Clubs,, as the only states
that are accessible from &V# are &V itself and &4¥: we have
R(&Vs, &0a) and R(&Vs, &40). Finally, Hexz,, &O& = Clubs, be-
cause &VM € V(Clubsy) = {#0h, %4}, and, similarly, Hexaz o, 4% =
Clubs, because &40 € V(Clubsy,) = {04, $40}. Done! From now
on, we will always write K for CJ.

It turns out that Anne’s accessibility relation is an equivalence relation. If one
assumes certain properties of knowledge, this is always the case. The prop-
erties are that ‘what you know is true’, which is formalized by the schema
K¢ — @; that ‘you are aware of your knowledge’, which is formalized by the
schema K¢ — KK, and that ‘you are aware of your ignorance’, which is for-
malized by the schema —K¢ — K—K¢. These properties may be disputed for
various reasons, for example, without the requirement that what you know is
true, we get a notion of belief instead of knowledge. For now; also for the sake
of a simple exposition, we will stick to the properties of knowledge and see
where they get us. Together, they enforce that in epistemic logic the accessi-
bility relation is always an equivalence relation. This is somewhat differently
expressed, by saying that what a player / agent cannot distinguish between in-
duces a partition on the set of states, i.e., a set of equivalence classes that cover
the entire domain. For equivalence relations, we write ~ instead of R, and we
write this ‘infix’, i.e., we write 04 ~ &0 instead of R(&Vah, $4Q). In the case
of equivalence relations a simpler visualization is sufficient: we only need to
link visually the states that are in the same class. If a state is not linked to
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Figure 2: A simpler visualization of the epistemic state where Anne holds clubs,
hearts is in the stack holder, and spades is on the table. The actual state is
underlined.

others, it must be a singleton equivalence class (reflexivity always holds). For
(Hexa o, % #) we get the visualization in Figure 2.

One might ask: why not restrict ourselves in the model to the two deals
404 and &40 only? The remaining deals are inaccessible anyway from the
actual deal! From an agent’s point of view this is arguably right, but from a
modeller’s point of view the six-point model is preferable: this model works
regardless of the actual deal.

The dual of know’ is ‘can imagine that’ (or ‘considers it possible that’):
Ko := —K—¢, so that ‘can imagine that’ means ‘not knowing that not’. For
example, Anne can imagine that the hearts card is not on the table’ is described
by K—Hearts; which is true in epistemic state (Hexa,, %V4), because from deal
&0 Anne can access deal 04 for which —Hearts, is true, as the spades card is
on the table in that deal. There appears to be no generally accepted notation
for ‘can imagine that’. The ‘hat’ in the notation Kp—the notation we will keep
using—is reminiscent of the diamond in ¢¢. Other notations for K are M
and k.

3 MORE AGENTS

Many features of formal dynamics can be presented based on the single-agent
situation. For example, the action of Anne picking up the card from the table
that has been dealt to her, is a significantly complex epistemic action. But a
proper and more interesting perspective is that of the multi-agent situation.
This is because players may now have knowledge about each others’ knowl-
edge, so that for even a single fact the Kripke models representing that knowl-
edge can become arbitrarily complex. For a start, let’s move from one to two
players in the three cards situation:

Anne and Bill both draw one card from the cards clubs, bearts, and spades.
The remaining card is put (face down) on the table. Suppose Anne draws
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Figure 3: Anne and Bill both draw one card from the cards clubs, hearts, and
spades. The remaining card is put (face down) on the table. Anne draws the
clubs card and Bill draws the hearts card.

the clubs card and Bill draws the bearts card.

The epistemic operator K with corresponding access ~, to describe Anne’s
knowledge, now has to be different from an epistemic operator and corre-
sponding access for Bill. The distinction can easily be made by labelling an
operator, and access, with the agent that it is knowledge and access for. If we
take a for Anne, and b for Bill, this results in equivalence relations ~, and ~y,
and corresponding knowledge operators K and Ky,. Bill’s access on the domain
is different from Anne’s: whereas Anne cannot tell deals 404 and &4 apart,
Bill instead cannot tell deals V& and aV& apart, etc. The resulting model
Hexaqyv is depicted in Figure 3. We can now describe in the epistemic language
that, for example:

o Bill cannot imagine that Anne has the hearts card: ﬁf(bHeartsa

e Anne can imagine that Bill can imagine that she has the hearts card:
KoKy Heartsq

¢ Anne knows Bill can imagine that she has the clubs card: KoKp Clubsq

The formula KoKy, Hearts, is true in epistemic state (Hexaqy,, $V#)—formally,
(Hexaqp, V&) = K Ky Hearts,. This can be shown as follows.

We have that &0# ~, #40 and that &40 ~, Va&. In the last state,
we have (Hexa,v, V&&) = Hearts,. From that and &40 ~, Va&
follows (Hexaqp, #4%) = KyHeartsq, and from that and &0& ~4
&40 follows (Hexaqp, 08 = KoKy, Hearts,.

For three cards and three agents, we get the model Hex« pictured in Figure 4,
and we can now describe in the epistemic language that:

o Anne knows that Bill knows that Cath knows her own card

KoKy (K Clubs. V K Hearts. NV K Spades )
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Figure 4: The epistemic state (Hexa, %#) for the card deal where Anne holds
clubs, Bill holds hearts, and Cath holds spades.

e Anne has the clubs card, but Anne can imagine that Bill can imagine
that Cath knows that Anne does not have the clubs card: Clubs, N
KoKy Ke—Clubsq

The structures we will use throughout this presentation can now be intro-
duced formally as follows:

DEeFINITION I (EPISTEMIC STRUCTURES) An epistemic model M = (S,~,V)
consists of a domain S of (factual) states (or ‘worlds’), accessibility ~: N — P(SxS),
and a valuation V : P — P(S). For s € S, (M, s) is an epistemic state.

For ~ (n) we write ~,, and for V(p) we write V},. So, access ~ can be seen as
a set of equivalence relations ~, and V as a set of valuations V},. Relative to a
set of agents N and a set of atoms P, the language of multiagent epistemic logic
is inductively defined by ¢ ==p | ~¢@ | (¢ A1) | Kn@. We need some further
extensions of the language, but all these will be interpreted on the structures
presented in Definition 1.

4 COMMON KNOWLEDGE

The first extension of the language is with epistemic operators for groups of
agents. We will add common knowledge operators. As we aim to focus on dy-
namic epistemics in this contribution, and not on dynamic epzstemics, this will be
a lightning quick introduction to ‘common knowledge’. For more information,
see [FHMVo9s5, MvdHos}.

In the epistemic state (Hexaz, 404) of Figure 4 both Anne and Bill know
that the deal of cards is not a&©: both Ky—(Spades , N\ Clubsy, N\ Hearts.) and
Ky~ (Spades , N\ Clubsy, /\ Hearts.) are true. If a group of agents all individu-
ally know that ¢, we say that ¢ is general knowledge. The modal operator
for general knowledge of a group G is Eg. For an arbitrary subset G C N of
the set of agents N, we define Egp := A, cg Kn@. So in this case we have
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that Eqp—(Spades, N\ Clubsy, /\ Hearts.)—par ‘abus de langage’ we write Eqy
instead of E;y ). Now even though ¢ may be generally known, that does
not imply that agents know about each other that they know ¢. For example,
Ko Ko~ (Spades | N\ Clubsy, N\ Hearts.) is false in (Hexa, &04): Bill can imagine
Anne to have the spades card instead of clubs. In that case, Anne can imagine
that the card deal is #&%. So Kakb(Spddes o /\ Clubsy, N\ Hearts.) is true, and
therefore Ky K —(Spades , N\ Clubs, N\ Hearts.) is false. For other examples, one
can construct formulas that are true to some extent K Ky K. KKKy @ but no
longer if one adds one more operator at the start, e.g., Ky KqKpKcKqKqKy @
is false. A formula ¢ is common knowledge for a group G, notation Cg o, if it
holds for arbitrary long stacks of individual knowledge operators (for individ-
uals in that group). If, for example, G = {a,b,c}, we get something (involv-
ing an enumeration of all finite stacks of knowledge operators) like Cqpc @ =
PAKL@ AKp @ AKc @ AK KgAK Kp @ AKG K AL Ko KgKqo . ... Alter-
natively, we may see common knowledge as the conjunction of arbitrarily many
applications of general knowledge: Cg @ := @ AEG@AEGEG@A.... Such infini-
tary definitions are frowned upon. Therefore common knowledge C¢ is added
as a primitive operator to the language, whereas general knowledge is typi-
cally defined (for a finite set of agents) by the notational abbreviation above.
Instead, common knowledge is defined semantically, by an operation on the
accessibility relations for the individual agents in the group (namely transitive
closure of their union). By way of validities involving common knowledge, that
are mentioned at the end of this section, any single conjunct from the right-
hand side of the infinitary definition of common knowledge is then entailed,
and thus we avoid having to define it in an infinitary way:.

The semantics of common knowledge formulas is: Cg ¢ is true in an epis-
temic state (M, s) if @ is true in any state sy, that can be reached by a finite path of
linked states s ~n, S1 ~n, $2 ~n; " ~n, Sm, with all of ny,....,n;y € G (and
not necessarily all different). Mathematically, ‘reachability by a finite path’
is the same as ‘being in the transitive reflexive closure’. If we define ~g as
(Uneg)*—which is that reflexive transitive closure—then we interpret com-
mon knowledge as

M,s = Cgeifandonlyif forallt:s ~g timplies M, t = ¢

If all individual accessibility relations are equivalence relations, ~g is also
an equivalence relation {MvdHogs5]. Common knowledge for the entire group
N of agents is called public knowledge.

In the model Hexa, access for any subgroup of two players, or for all three,
is the entire model. For such groups G, Cg is true in an epistemic state
(Hexa,t) iff @ is valid on the model Hexa—a formula is valid on a model M,
notation M = ¢, if and only if for all states s in the domain of M: M,s = .
For example, we have that:

e It is public knowledge that Anne knows her card:
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Figure 5: On the left, the epistemic state (Hexz, V&) for the card deal where
Anne hold clubs, Bill holds hearts, and Cath holds spades. The actual deal is
underlined. On the right, the effect of Anne saying that she does not have
hearts.

Hexa = Copc(KqClubsq NV KoHeartsq NV K Spades )

e Anne and Bill share the same knowledge as Bill and Cath:
Hexa = Cap @ — Cpc@

Valid principles for common knowledge are Cg(¢ — 1) — (Cge — Cg)
(distribution of Cg over —), and Cgp — (@ N EgCge) (use of Cg), and
Cgle — Eg@) — (¢ — Cgo) (induction). Some grasp of group concepts
of knowledge is important to understand the effects of public announcements,
but we will not pay more attention here to these concepts.

5 PUBLIC ANNOUNCEMENTS

We now move on to the dynamics of knowledge. Suppose Anne says that she
does not have the hearts card. She then makes public to all three players that
all deals where Hearts, is true can be eliminated from consideration. This
results in a restriction of the model Hexa as depicted in Figure 5. The public
announcement “I do not have hearts” can be seen as an epistemic ‘program’
with ‘precondition’ ~Hearts,, that is interpreted as a ‘state transformer’ of the
original epistemic state, exactly as a program in dynamic modal logic. Given
some program 7, in dynamic logic [7]\p means that after every execution of 7t
(state transformation induced by 7), formula 1 holds. For announcements we
want something of the form [¢]{), meaning that after (every) announcement of
@, formula { holds.

We appear to be moving away slightly from the standard paradigm of modal
logic. So far, the accessibility relations were between states in a given model
underlying an epistemic state. But all of a sudden, we are confronted with an
accessibility relation between epistemic states as well: “I do not have hearts”
induces a(n) (epistemic) state transition such that the pair of epistemic states
in Figure 5 is in that relation. The epistemic states take the role of the points or
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worlds in a seemingly underspecified domain of ‘all possible epistemic states’.
By lifting accessibility between points in the original epistemic state to acces-
sibility between epistemic states, we can get the dynamic and epistemic acces-
sibility relations ‘on the same level’ again, and see this as an ‘ordinary structure’
on which to interpret a perfectly ordinary multimodal logic. A crucial point is
that this ‘higher-order structure’ is induced by the initial epistemic state and
the actions that can be executed there, and not the other way round. So it’s
standard modal logic after all.

Anne’s announcement “I do not have hearts” is a simple epistemic action
in various respects. It is public, and therefore not private or even something
else. It is truthful, and not merely introspective or even weaker; in that sense
it describes change of knowledge only and not change of belief. It is determin-
istic, i.e. a state transformer; other actions, of which we will see an example,
are non-deterministic.

The eftect of the public announcement of @ is the restriction of the epistemic
state to all worlds where ¢ holds. So, ‘announce ¢’ can indeed be seen as an
information state transformer, with a corresponding dynamic modal operator
[¢]. We now formally introduce the language with all the operators we have
seen so far.

DEFINITION 2 (PUBLIC ANNOUNCEMENT LANGUAGE) Given a set of agents
N and a set of atoms P, let p € P,n € N, and G C N be arbitrary. The language
of public announcements is inductively defined as

e=p|[@ | (@AV) [ Kne|Cgo|lohp

DEFINITION 3 (SEMANTICS) Given an epistemic model M = (S, ~, V), we de-
fine:

M,sk=p Hiff se 'V,

M,s = —o (iff MsH @

M,sEeAY :iff M,skE@and M, s =1

M;sE=Kne :iff forall teS:s~, timplies Mtk ¢
M;s=Cge :iff forall te€S:s~g timplies M, tkE ¢
M;sk=[ohp  :iff M,;s = @ implies M|, s =1

where M| := (S’,~", V') is defined as follows:

S = {s'eS|M,;s' E o}
~= ~an (ST xS
V) = V,n§

In other words: the model M| is the model M restricted to all the states
where ¢ holds, including access between states. The interpretation of the dual
(@) of [@] will be obvious: M, s = () if and only if M, s = @ and M|, s = 1.
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Formula ¢ is valid on model M, notation M = ¢, if and only if for all states s
in the domain of M: M, s = ¢. Formula ¢ is valid, notation = ¢, if and only
if for all models M (of the class of models for the given parameters of N and
P): M k= @. A proof system for this logic originates with and is proved sound
and complete in {[BMS98}, with precursors (namely completeness results for
the logic wsth announcements but wzthout common knowledge) in [Pla89} and
[GGo7l

After Anne’s announcement that she does not have hearts, Cath knows that
Anne has clubs (see Figure 5). We can verify this with a semantic computation
as follows:

In order to prove that Hexa, &V# = [—Hearts,|K.Clubs,, we have
to show that Hexa, &0# = —Hearts, implies Hexa|~Hearts,, V& =
KcClubsy. As it is indeed the case that Hexz, &0& = —Hearts, it
only remains to show that Hexa|~Hearts,, V& = K Clubs,. The
set of states that is equivalent to &V for Cath, is the singleton
set {#0VA}. So it is sufficient to show that Hexa|—Hearts,, Ok =
Clubs o, which follows trivially from &Va € \ %o 5. = {&0ON, S}

The semantics of public announcement is actually slightly imprecise. Consider
what happens if in “M, s = [@] if and only if M, s = ¢ implies M|, s = 1)”
the formula ¢ is false in M, s. In that case, M|, s = 1 is undefined, because s
is now not part of the domain of the model M|¢. Apparently, we ‘informally’
use that an implication ‘antecedent implies consequent’ in the meta-language
is not just true when the antecedent is false or the consequent is true, in the
standard binary sense, where both antecedent and consequent are defined. But
we also use that the implication is true when the antecedent is false even when
the consequent is undefined. A more precise definition of the semantics of
public announcement, that does not have that informality, is: M,s = [ if
and only if for all (M’,t) such that (M, s)[@](M’,t): (M’ t) = . In this defi-
nition, (M, s)[¢](M’, t) holds if and only if M’ = M| and s = t. The general
definition of the interpretation of epistemic actions, of which ‘announcement’
is just an example, has a very similar form.

To give the reader a feel for what goes in this logic we give some of its valid
principles. In all cases we only give motivation and we refrain from proofs.
If an announcement can be executed, there is only one way to do it:

()b — [l is valid

This is a simple consequence of the functionality of the state transition se-
mantics for the announcement. Of course, the converse [P — (@) does
not hold. Take ¢ = = L (L is ‘falsum’). We now have that [L] L is valid (for
trivial reasons) but (L)L is, of course, always false, for the same trivial reason
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that no epistemic state satisfies ! Related to the functionality and partiality
of ‘announcement’ are that all of the following are equivalent:

e ¢ — ol
°* ¢ — (P
o [l

A sequence of two announcements can always be replaced by a single, more
complex announcement. Instead of first saying ‘¢’ and then saying )’ you may
as well have said for the first time ‘@ and after that 1. It is expressed in

[@ N [@hblx is equivalent to [@][Plx

This turns out to be a quite useful feature for analyzing announcements that
are made with specific intentions; or, more generally, conversational implica-
tures a la Grice. Those intentions tend to be postconditions 1 that supposedly
hold after the announcement. So the (truthful) announcement of ¢ with the
intention of achieving 1\ corresponds to the announcement ¢ A [@)).

For an example sequence of two announcements, consider the following
announcement, supposedly made by some outsider that has full knowledge of
the epistemic state (Hexa, &04) (alternatively, such an agent can be modelled
as a player with the identity relation for access):

An outsider says: “The deal of cards is neither #&9 nor Oak.”

This is formalized as —(Spades, /\ Clubsy, /\ Hearts.) N\ —(Heartsq /\ Spades,, /\
Clubs.). Abbreviate this announcement as one. See Figure 6 for the result of
the announcement of one. Observe that none of the three players Anne, Bill,
and Cath know the card deal as a result of this announcement! Now imagine
that the players know (publicly) that the outsider made the announcement one
in the happy knowledge of not revealing the deal of cards to anyone! For ex-
ample, he might have been boasting about his logical prowess and the players
might inadvertently have become aware of that. In other words, it becomes
known that the announcement one was made with the intention of keeping the
players ignorant of the card deal. Ignorance of the card deal (whatever the deal
may have been) can be described as some long formula that is a conjunction of
eighteen parts and that starts as —K (Clubs o /\Heartsy, \Spades . ) \—Ky, (Clubs . /\
Heartsy, N\ Spades_) \—K.(Clubsq /\ Heartsy, /\ Spades_) /\ ... and that we abbre-
viate as two. The formula two is false in all states (in the model resulting from
the announcement of one) that are a singleton equivalence class for at least
one player, and true anywhere else. So it’s only true in state &O#. For the
result of the announcement of two, see again Figure 6. Observe that in the
epistemic state resulting from two, all players now know the card deal! So in
that epistemic state two is false. Now what does it mean that the players have
become aware of the intention of the outsider? This means that although the
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one A [one]two

298 — 0 — 240 298 — 0 — 440 208
/ \
[¢ b
/ \ /
Vdd——N— a—Oae =  Ose _—
\ \ one two
b c b c b
\/ \/
A0 — a0 — A0S A0S

Figure 6: Two announcements in sequence, replaced by one.

outsider was actually saying one, he really meant ‘one, and after that two’, in
other words, he was saying one A [one]two. See again Figure 6. Unfortunately,
Hexa, %04 = [one /\ [one]two]—two. The outsider could have kept the card deal
a secret, but by intending to keep it a secret—and the assumption that this
intention is public knowledge—he was, after all, actually revealing the secret.

The relation of the announced formula to the pre- and postconditions of the
announcement is not trivial. To start with, [@]Kn 1 is not equivalent to Ky, [@].
This is a consequence of the fact that [@] is a partial function. A simple
counterexample is the following: in (Hexa, &V4) it is true that after ‘every’ an-
nouncement of Anne holds hearts’, Cath knows that Anne holds clubs. This is
because that announcement cannot take place in that epistemic state. In other
words, we have
Hexa, &0& |= [Hearts K. Clubs,

On the other hand, it is false that Cath knows that after the announcement of
Anne that she holds the hearts card (which she can imagine to take place), Cath
knows that Anne holds the clubs card. On the contrary: Cath then knows that
Anne holds the hearts card! So we have

Hexa, %08 - K. [Hearts)Clubs o

If we make [@]K,p conditional to the truth of the announcement, an equiva-
lence indeed holds:

[@]Kn is equivalent to ¢ — Kn [l

The relationship between announcement and knowledge can be formulated in
various ways. One or the other may appeal more to the intuitions of the reader.
Often, the ‘diamond’-versions of axioms correspond better to one’s intuitions
than the ‘box’-versions. It may sharpen the modeller’s wits to realize that all of
the following validities express the same equivalence:
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Z—e—2—c—z2

Figure 7: A state transition illustrating what a and b commonly know before
and after the announcement of p.

o [pIKnY < (@ — Knlolh)
¢ (Q)Knh <= (@ AKn(o — (@)V))
o (@)Knh = (@ AKn(@)h)

If we restrict ourselves to the logic of announcements wsthout common
knowledge, every formula is logically equivalent to one in the logic without
announcements. But for the logic of announcements wzth common knowledge,
this is no longer the case [BMS98]. Apart from conceptual reasons, such as
having a natural specification language for dynamics, zhat, one might say, is
the real validation of this logical tool. Let us take a closer look at a principle
relating announcements and common knowledge.

The simple generalization of the principle [@]Knp < (@ — Knlphh) re-
lating announcement and individual knowledge would be [¢]CnY « (@ —
Cn(@lhp). This happens to be invalid. The following countermodel M demon-
strates this clearly.

Consider a model M for two agents a and b and two facts p and q. Its
domain is {11,01, 10}, where 11 is the state where p and q are both true, 01
the state where p is false and ¢ is true, and 10 the state where p is true and q
is false. Agent a cannot tell 11 and 01 apart, whereas b cannot tell 01 and 10
apart. So the partition for a on the domain is {11,01},{10} and the partition for
b on the domain is {11},{01, 10}. See Figure 7.

Now consider the instance [p]Cqbq < (p — Cablplq) of this supposed
principle. The left side of the equivalence is true in state 11 of M, whereas the
right side is false in that state. We show that as follows. First, M, 11 = [p]Cqpq
is true in 11, because M, 11 = p and M|p, 11 & Cgpq. For the result of the
announcement of p in (M, 11), see Figure 7. The model Mp consists of two
disconnected states; obviously, MIp, 11 = Cq1q, because Mlp,11= ¢ and 11 is
now the only reachable state from 11.
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On the other hand, we have that M, 11 £ p — Cqplplg, because M, 11 = p
but M, 11 ¥ Caplplg. The last is because 11 ~,p 10 (because 11 ~, 01 and
01 ~ 10), and M, 10 = [plq. When evaluating q in M|p, we are now in the
other disconnected part of M|p, where q is false: M|q, 10 - q.

Fortunately there are also other ways to get common knowledge after an an-
nouncement. The general principle is: If x — [ and x A ¢ — Enx are valid,
then x — [@]Cn is valid as well.

6 UNSUCCESSFUL UPDATES

After announcing ¢, ¢ may remain true but may also have become false! This
will not come as a surprise to those familiar with so-called Moore-sentences,
that are already discussed in detail in the original presentation of epistemic
logic in [Hin62}. This states that you cannot know that some fact is true and
that you do not know that. In other words, K(p A —Kp) is inconsistent in
epistemic logic. This can easily be seen by the following argument: from K(p A
—Kp) follows Kp A K—Kp, so follows Kp. But also, from Kp A K—Kp follows
K—=Kp, and from that, with ‘truthfulness’, follows —Kp. Together, Kp and —Kp
are inconsistent.

Within the setting of the logic of public announcements this can be re-
described as follows: after the truthful announcement (in some given epistemic
state) of (p /A —Kp), this formula can no longer be true (in the resulting epis-
temic state). In [Gergog] this sort of announcement was called an unsuccessful
update: you say something “because it’s true,” but unfortunately, that was not a
very successful thing to do, because now it’s false!

For a different example, consider the result of Anne announcing in the
epistemic state (Hexz, &04): “I hold the clubs card and (at the time I am saying
this) Bill does not know that”. This is an announcement of Clubs, \—Ky, Clubs
(or of, equivalently, Ko (Clubsq N\ —Kyp Clubs . ); note that mixing epistemic oper-
ators for different agents does not make it ‘Moore’). After this announcement,
Bill now knows that Anne holds the clubs card, so Ky, Clubs, has become true,
and therefore —(Clubsq N\ —Ky,Clubs,) as well. The reader can simply check
in Figure 8 that after this announcement the formula —(Clubsq N\ —Ky Clubs )
indeed holds, and therefore Hexa, 0& & [Clubsq /\ —Ky, Clubso)—(Clubsq N\
—Kp Clubsy).

We appear to be deceived by some intuitive, but incorrect, communicative ex-
pectations. If an agent truthfully announces ¢ to a group of agents, it appears
on first sight to be the case that (s)he ‘makes ¢ common knowledge’ that way:
in other words, if ¢ holds, then after announcing that, Cx ¢ holds. In other
words, ¢ — [@]CN @ gppears to be valid. This expectation is unwarranted, be-
cause the truth of epistemic (non-propositional) parts of the formula may be in-
fluenced by its announcement. On the other hand—it’s not that our intuition

H. P. van Ditmarsch, W. van der Hoek and B. P. Kooi, “Playing Cards with Hintikka”, Australasian Journal of Logic (3) 2005, 108-134



http://www.philosophy.unimelb.edu.au/ajl/2005 124

408 — a—ui 204 — a — a0
/
[¢ b
/ \ Clubs g N\ —Ky, Clubs
Qb —/— a4 —Ohd
\ \

b ¢c b c
\/

A0 — 4 —A0K

Figure 8: Anne says to Bill: “( hold clubs and) You don’t know that I hold clubs.”

is that stupid—sometimes the expectation 7s warranted after all: the formulas
that always become common knowledge after being announced, can be called
successful. What are the possibilities?

After announcing ¢, ¢ sometimes remains true and sometimes becomes false,
and this depends both on the formula @nd on the epistemic state. Consider
an epistemic state for one atom p and two agents, Anne and Bill again, where
Anne knows the truth about p but Bill doesn’t. This epistemic state is formally
defined as (Letter, 1), where the model Letter has domain {0, 1}, where p is true
in state 1: V,, = {1}, and such that Anne can distinguish 1 from o but Bill
cannot, so access ~q for a is the identity {(0,0), (1, 1)} and access ~ for b is the
universal relation {(0,0), (1,1),(0,1),(1,0)}. The model is called Letter because
it can be seen as the result of Bill seeing Anne read a letter which contains the
truth about p. If in this epistemic state Anne says, truthfully: “I know that p,”
then after this announcement of Kp it remains true that K op:

Letter,1 = [KoplKap

This is, because in Letter the formula Kp is true in state 1 only, so that the
model LetterKqp consists of the singleton state 1, with reflexive access for
a and b. It also becomes common knowledge that Anne knows p: we have
that Letter,1 = [Kqp]CnKqap; although in this particular case of a singleton
model, that is not very informative. We therefore also have Letter = Kqp —
[KaplCnKap and Kgp — [Kop]CnKep is indeed valid.

But it is not always the case that announced formulas remain true. In the
given epistemic state (Lezter, 1), Anne could on the other hand have said as well,
to Bill: “You don’t know that p.” The actual implicature in this case is “Fact p
is true and you don’t know that.” After this announcement of K4 (p A —Kyp),
that also only succeeds in state 1, Bill knows that p, therefore Ky (p A —Kpp) is
now 7o Jonger true

Letter,1 = [Kq(p A —Kpp)l=Ka(p A —Kpp)
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Ka(p A—Kpp)
0 b 1 > 1
(Kap)

Figure 9: A simple unsuccessful update: (p and) you don’t know that p. The
annoucement ‘I know that p—between brackets—induces the same state tran-
sition.

and so it is certainly not commonly known.
Letter,1 = [Ka(p A =Kpp)I=CnKa(p A —Kpp)

So Ka(p A=Kpp) = [Ka(p A—=Kpp)]CnKa(p A—Kpp) is definitely not valid.

The epistemic state transition induced by this announcement is depicted
in Figure 9. The announcement of K, p induces the same state transition. In-
cidentally, like here, for a given state transition there is always a formula that
induces it and remains true, an interesting result by van Benthem {vBoz}.

In this case, we not only have that K,p remains true after being announced
and that K, (p A —Kyp) becomes false, but also that [K p]Kqp is valid, and
[Ka(p A—Kpp)]=Ka(p A —Kpp) is valid. In between these extremes of ‘always
successful’ and ‘always unsuccessful’ there are also formulas that sometimes
remain true, and at other times—given other epistemic states—become false
after an announcement. A typical example is ‘not stepping forward’ in the well-
known Muddy Children problem [FHMVgs]. The ‘announcement’ (implicitly,
by not stepping forward) that none of the children know whether they are
muddy, remains true in all epistemic states for this problem except the last one,
in which it is an unsuccessful update: after that the muddy children know that
they are muddy, and step forward. The following terminology describes all
those nuances.

DEFINITION 4 (SUCCEsS) A formula ¢ in the language of public announce-
ments is successful if and only if [¢]¢ is valid. A formula is unsuccessful if and only
if it is not successful. Given an epistemic state (M, s), @ is a successful update in
(M, s), if and only if M, s = (@)@; and @ is an unsuccessful update in (M, s), if
and only if M, s = (@)—o.

In the definitions, the switch between the ‘box’ and the ‘diamond’ versions
of the announcement operator may puzzle the reader. In the definition of a
successful formula we need the ‘box’-form: (@) ¢ is invalid for all ¢ except T (T
stands for ‘verum’, ‘truth’). But in the definition of a successful update we need
the ‘diamond’-form: otherwise, whenever the announcement formula is false
in an epistemic state, [@]—¢ would therefore be true, and we would be forced
to call that ¢ an unsuccessful update. That would not capture the intuititive
meaning of ‘unsuccessful update’, which is a property of an epistemic state
transition. We must therefore assume that the announcement formula can
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indeed be truthfully announced. This explains the difference between the two
definitions.

Announcements of (therefore true) successful formulas (the validity of [ L] L
is considered atypical) are always successful updates, but sometimes successful
updates are on formulas that are unsuccessful. The first will be obvious: if
a successful formula ¢ is true in an epistemic state (M, s), then (@)@ is also
true in that state, so it is also a successful update. The last is less obvious: for-
mulas may be successful updates in one epistemic state, but unsuccessful up-
dates in another, and from the latter follows that they are unsuccessful formulas
[vDKos].

We can link our intuitions about ‘success’ to the definition of a successful
formula in a surprisingly elegant way: A formula [¢]¢ is valid, if and only if
[@]Cn o is valid, if and only if ¢ — [@]Cn @ is valid. So the successful formu-
las ‘do what we want them to do’: if true, they become common knowledge
when announced. What formulas are successful? An answer to this question
is not obvious, because some inductive ways to construct the class of success-
ful formulas fail: even if ¢ and { are successful, ~¢, ¢ A, or ¢ — P may
be unsuccessful. For example, both p and —Kp are successful formulas, but,
as we have seen, p A —Kp is not. A partial answer to that question and fur-
ther information on unsuccessful updates, including examples, can be found in
[vDKosl.

7 EPISTEMIC ACTIONS

Some epistemic actions are more complex than public announcements, where
the effect of the action is always a restriction on the epistemic model. Let
us reconsider the epistemic state (Hexa, $04) for three players Anne, Bill and
Cath, each holding one of clubs, hearts, and spades; and wherein Anne holds
clubs, Bill holds hearts, and Cath holds spades. And consider again one of the
example actions in the introduction:

Anne shows (only) to Bill ber clubs card. Cath cannot see the face of the
shown card, but notices that a card is being shown.

As always in this epistemic (and not doxastic) setting, it is assumed that it
is publicly known what the players can and cannot see or hear. Call this action
showclubs. The epistemic state transition induced by this action is depicted
in Figure 10. Unlike after public announcements, in the showclubs action we
cannot eliminate any state. Instead, all b-links between states have now been
severed: whatever the actual deal of cards, Bill will know that card deal and
cannot imagine any alternatives. Let us show the intuitive acceptability of the
resulting epistemic state. After the action showclubs, Anne can imagine that
Cath can imagine that Anne has clubs. That much is obvious, as Anne has
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Figure 10: On the left, the Kripke model for three players each holding one card. On
the right, the effect of Anne showing her clubs card to Bill.

clubs anyway. But Anne can also imagine that Cath can imagine that Anne has
hearts, because Anne can imagine Cath to have spades, and so not to know
whether Anne has shown clubs or hearts; so it might have been hearts. It is
even the case that Anne can imagine that Cath can imagine that Anne has
spades, because Anne can imagine Cath not to have spades but hearts instead,
in which case Cath would not have known whether Anne has shown clubs or
spades; so it might have been spades. Note that, even though for Cath there
are only two ‘possible actions’—showing clubs or showing hearts—none of the
three possible actions can apparently be eliminated ‘from public consideration’.
The descriptions of the action showclubs and of the other ‘possible actions’,
where Anne shows hearts or spades to Bill instead, should obviously be related:
in Figure 10, this merely means shifting the point from one state to another.

But it can become even more complex. Imagine the following action, rather
similar to the showclubs action:

Anne whispers into Bill’s ear that she does not have the spades card, given
a (public) request from Bill to whisper into his ear one of the cards that she
does not have.

This is the action whispernospades. Given that Anne has clubs, she could have
whispered “no hearts” or “no spades”. And whatever the actual card deal was,
she could always have chosen between two such options. We expect an epis-
temic state to result that reflects that choice, and that therefore consists of
6 x 2 = 12 different states. It is depicted in Figure 11. The reader may ascertain
that the desirable postconditions of the action whispernospades indeed hold.
For example, given that Bill holds hearts, Bill will now have learnt from Anne
what Anne’s card is, and thus the entire deal of cards. So there should be no
alternatives for Bill in the actual state (the underlined state &V ‘at the back’
of the figure—for convenience, different states for the same card deal have
been given the same name). But Cath does not know that Bill knows the card
deal, as Cath can imagine that Anne actually whispered “no hearts” instead.
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Figure 11: Anne whispers into Bill’s ear that she does not have the spades card,
given a (public) request from Bill to whisper into his ear one of the cards that
she does not have.

That would have been something that Bill already knew, as he holds hearts
himself—so from that action he would not have learnt very much. Except that
Cath could then have imagined him to know the card deal... Note that in Fig-
ure 11 there is also another state named &Vs, ‘in the middle’, so to speak, that
is accessible for Cath from the state &04 ‘at the back’, and that satisfies that
Bill doesn’t know that Anne has clubs.

From the point of view of dynamic epistemics, a public announcement is a
simple form of epistemic action: it results in a restriction of the domain. The
showhearts action results in a refinement of accessibility relations given the
same domain. The whispernospades action results in increased complexity of
the underlying epistemic model, reflecting non-deterministic choice. To be
able to model such actions a generalization of the approach used in the pub-
lic announcement logic of [Pla89} was needed. Plaza’s work was more fully
appreciated in the latter half of the 1990s, when subsequent, partially indepen-
dent, developments took place. A stream of publications appeared around
the year 2000 [GG97, Gergg, LR9gb, BMS98, Balgg, vDoo, vBoi, BMo4,
vDoz2, tCoz2, Kooo3s, vDvdHKo3]. Gerbrandy was unfamiliar with the work
of Plaza at the time of his seminal publication {GG97]. It models the dynam-
ics of introspective agents, and therefore in particular changes in belief (and,
as a special case, knowledge). Its basis is a different insight into dynamics,
namely along the lines of work in dynamic semantics by {Velg6}. The ap-
proach in [vDoo, vDoz2, vDvdHKo03} might be called a relational action lan-
guage, wherein epistemic states resulting from computing the effects of ac-
tions for subgroups (such as ‘Anne and Bill’ in the case of three cards) are used
in the computations of the effects of the action for larger groups that contain

H. P. van Ditmarsch, W. van der Hoek and B. P. Kooi, “Playing Cards with Hintikka”, Australasian Journal of Logic (3) 2005, 108-134



http://www.philosophy.unimelb.edu.au/ajl/2005 129

that smaller group, and finally, the effects of the action for the public (such
as Anne, Bill, and Cath’). A different approach, and a conceptually very ap-
pealing solution, is to see a semantic action as some kind of Kripke model, an
‘action model’ so to speak, and action execution as a restricted modal product
(‘the next epistemic state’) of the current epistemic state and the action model.
This was first presented in [BMS98, Balgg} and its semantics recently appeared
in final version in [BMo4l].

A crucial concept in the [vDvdHKo03} approach is the ‘learn’ operator. This is a
dynamic variant of the ‘common knowledge’ operator. Let’s see what it means,
by paraphrasing the action showclubs in a way that brings this action closer to
its description as an epistemic action.

Anne and Bill learn that Anne holds clubs, whereas Anne, Bill and Cath
learn {that either Anne and Bill learn that Anne holds clubs, or
that Anne and Bill learn that Anne holds hearts, or that Anne and
Bill learn that Anne holds spades].

In other words: Anne, Bill and Cath learn that Anne and Bill learn which card
Anne holds, and, actually, Anne and Bill learn that Anne holds clubs. The
choice made from the three alternatives by subgroup {a, b} is known to them
only, and is hidden from ¢, who only knows what the three alternatives are.
The description of this action in the relational action approach is

Lave('Lap?Clubsq U Loy ?Heartsq U Loy ?Spades )

"7

In this description, ‘L’ stands for ‘learning’, the indicates which of the
three alternatives really happens, ‘U’ stands for non-deterministic choice, and
?’ stands for ‘a test on’ (the truth of the formula following it). The whisper-
nospades action is described as

Labe(Law?~Clubsq U Lap?—Hearts U 'L qp?—Spades )

Note that in this case the first option could not have been chosen, and that
instead the third option has been chosen. To explain this in reasonable detail,
or any of the other approaches, is beyond this introduction. For details see the
references.

Some rather simple actions cannot be modelled in any of the current dynamic
epistemic approaches. For example, given that the action descriptions in all
mentioned approaches are entirely based on the properties of the current epis-
temic state, one cannot distinguish between different ways in which that cur-
rent state came about. Anne may on/y want to show a clubs card if some past
action of Bill involved showing a spades card. But the action descriptions can-
not distinguish between epistemic states that have the same (bisimilar) epis-
temic description but different action histories! In view of modelling game
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strategies, such expanded expressive power is of course essential. For another
example, given the scenario where Anne receives a letter and Bill sees her read-
ing it, suppose that the letter did not contain the truth about a single fact but
contained a natural number. So instead of one fact we have infinitely many
facts. Before she reads the letter, the epistemic model for that consists of in-
finitely many points, with universal access for both Anne and Bill, no problem
at all. It is also clear what the model looks like after Anne reads the letter:
Anne’s access is now the identity, and Bill’s is still the universal relation. But
the action describing that Anne reads the letter, which transforms the former
into the latter, has an infinitely long description, because there are infinitely
many alternatives: a problem.

8 BELIEF, TIME, REVISION

This section presents different perspectives and other approaches. Instead of
knowledge change we may want to model belief change; knowledge change
can also be seen as emerging from the temporal progression of some epistemic
state, using temporal and epistemic operators instead; we can see knowledge
change as some kind of (deductively closed) theory change: a matter that has
been thoroughly investigated under the header of ‘belief revision’; and there
are logics that combine knowledge and belief, and degrees of belief, and prob-
ability, and changes to some or all of those.

BELIEF:  We discussed knowledge change only and not belief change—with
‘knowledge as true belief’. This was just for expository purposes. Belief change
can be modelled in the same way. With the exception of the approach origi-
nating in Van Ditmarsch PhD. thesis [vDool, that so far only applies to knowl-
edge, all mentioned approaches for dynamic epistemics only assume arbitrary
accessibility relations. They therefore apply as well to structures that satisfy
the properties of belief. A typical sort of epistemic action that can only be
modelled in this setting is the private announcement to a subgroup only: Suppose
that in epistemic state (Hexz, 404), Anne shows Bill her clubs card, as before,
but now without Cath noticing anything at all. In the state resulting from that
action, Bill knows the card deal, as before, but Cath incorrectly believes that
Bill does not know that. Such private announcements to groups are the main
topic of Gerbrandy’s PhD. thesis [Gerg9l.

TIME: Intemporal epistemic approaches we may express the information that
Bill knows that Anne holds clubs after she said that she does not have spades,
as, for example, XKy, Clubs, or K] Clubs,. We then assume an underlying struc-
ture of the corresponding epistemic state transitions, for example correspond-
ing to some such transitions in a run of an interpreted system. We cannot ex-
press the content of the action in the temporal operator. In XKy, Clubsq, X is the
(modal) temporal ‘next’ operator, which is interpreted as follows XKy, Clubs is
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true in the current state, if in the next state (as determined by the underlying
structure) Ky, Clubs, is true. In K%Clubsa we do something similar, only that in
this case K] is the operator describing what Bill knows at point 1 in time. Tem-
poral epistemic logics have been fairly successful. Their computational proper-
ties are well-known and proof tools have been developed. See for example—we
give just some arbitrary references here—{vdMo98, DFW098, HvdMVo4]. The
main difference with the dynamic epistemic approach is that the temporal epis-
temic description takes as models systems consisting of many epistemic states
together with their whole (deterministic) history and future development. In-
stead, in dynamic epistemics a single epistemic state—a point in that temporal
structure so to speak—is sufficient: its further development is induced by the
description of the action to be executed there. This may be seen as an advan-
tage of the dynamic epistemic approach. But there are also definite advantages
to the temporal epistemic approach. Consider again the Moore-sentences. Af-
ter Anne announces to Bill: “(I hold clubs and) You do not know that I hold
clubs,” there is nothing inconsistent in the truth of K{ (Clubsq A\ —K Clubs): at
point 1 in time, Bill knows that Anne holds clubs and that at point o in time
he did not know that Anne holds clubs.

BELIEF REVISION: In belief revision the emphasis is on theories of objective
(i.e., non-epistemic) beliefs that are changed due to expansions, contractions,
or revisions, typically from the point of view of a single agent. Let’s consider
the point of view of Bill in ‘three cards’. In this case his ‘beliefs’ are his justified
true beliefs: his knowledge. At the outset he knows that he holds hearts, but
he does not know the ownership of other cards. Therefore we may assume that
Heartsy, is part of his set of current beliefs T. General descriptions are also part
of that theory T of current beliefs, for example rules expressing that a card can
only be held by a single player: exclusive disjunction of Spades ,, Spades,, and
Spades.; and sentences describing single card ownership: Heartsy, — —Spades,,,

..; etc. Suppose the new information is ‘Anne does not hold spades’. As
Bill’s current beliefs were consistent with both Spades | and —~Spades ,, the belief
change taking place here is an expansion and not a revision. The revised theory
T+—Spades , should contain the ‘new information’ —Spades , and we also expect
Bill to be able to derive Clubs, from that.

A general framework to describe such belief expansion in an epistemic
setting, and also contractions and revisions, is given in [Segggbl. See also
[Seggga, LR9ga}. As far as the logical language is concerned, this follows more
or less the following pattern:

For the example just given, Bill’s beliefs ¢ are described by all Ky, ¢ that are
true in the current epistemic state. That Heartsy, is part of his beliefs corre-
sponds to the truth of KyHeartsy,. That both Clubsq, and —Clubs, are absent
from his beliefs, corresponds to the truth of both =Ky, Clubs, and —Ky,~Clubs,
in the current state of information, before Anne’s announcement. And that
Clubs, is believed by Bill after the announcement, is described by the truth of
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Ky Clubs o in the resulting epistemic state. The expansion with —Spades  corre-
sponds to Anne’s public announcement of —Spades _, after which Ky —Spades | is
indeed true.

A major difference between belief revision and dynamic epistemics is that
the latter, and not the former, allows higher-order belief change. In ‘three
cards’ we have that from Anne’s announcement that she does not have spades,
Cath does not gain any factual knowledge, but learns that Bill now knows
Anne’s card. So the revision of Cath’s beliefs should involve adding a non-
objective formula Ky, Clubs, V Ky Hearts o V Ky Spades , because in the new epis-
temic state it is true that K¢ (Ky Clubs V Ky Heartsq V Ky Spades ). This general
issue of updating ‘non-objective’ formulas was neglected by classical belief revi-
sion theory, partly because of complications in the form of ‘Moore’-problems.
An expansion with “(I hold clubs and) You do not know that I hold clubs,”
can never be successful; and ‘success’ happens to be a deeply entrenched pos-
tulate for acceptable theory revision. It was unclear how the standard AGM
postulates should be generalized to include such cases.

A second important difference between dynamic epistemics and belief re-
vision concerns not expansion but actual ‘revision’ of (possibly wrong) beliefs,
i.e. updating with a formula that is inconsistent with prior beliefs. This is typi-
cally analyzed in depth by belief revision, but neglected by dynamic epistemics.
Recent advances in that have been made in {[vDLo3, Auco3], motivated to an
important extent by seminal work from Spohn {Spo88}.

It suffices to give a simple example of where this comes in handy. Con-
sider, once again, but for the last time now, the action showclubs wherein
Anne shows clubs to Bill only, with Cath noticing that. Now imagine that
Cath considers it more likely that Anne shows hearts than that Anne shows
clubs. And assume that Cath’s beliefs—as is common within a ‘belief revi-
sion’ setting—are determined by the things she considers most normal / most
likely. With each agent we can associate a whole set of operators for all of
belief, and different degrees of belief, and knowledge, and interpret these on
‘doxastic epistemic’ models, that carry a set of accessibility relations per agent.
In the resulting state of information we can describe that: even though Bill
knows that Anne holds clubs—Ky Clubs,—Cath believes that Bill knows that
Anne holds hearts—B Ky, Hearts. Further actions, for example Anne putting
her clubs card face up on the table, then result in Cath retracting her belief in
Ky Hearts, and ‘expanding’ her beliefs with Ky Clubs, instead, so we then end up
with B.Ky Clubs, again. For details, see {vDos, Aucos]l. These approaches—
they may incorporate infinitely many degrees of belief—also suggest overlap
with approaches combining knowledge and probability [FH94, Halos}, and
the dynamics of that {Kooo3].
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1 Introduction

Epistemic logic deals with what agents consider possible given their current
information. This includes knowledge about facts, but also higher-order infor-
mation about information that other agents have. A prime example is common
knowledge. A formula ¢ is common knowledge if everybody knows ¢, every-
body knows that everybody knows that ¢, and so on. Common belief is an
important related notion. Indeed, although this paper is mainly written in
‘knowledge’ terminology, everything we say also holds, with minor technical
modifications, when describing agents’ beliefs, including common belief.

Dynamic epistemic logics analyze changes in both basic and higher-order in-
formation. One of the main attractions of such systems is their transparent
analysis of effects of communicative actions in the format of an equivalence be-
tween epistemic postconditions and preconditions. A typical example concerns
knowledge of an agent after and before a public announcement:

[]0a < (¢ — Oglelt).

This axiom says that after the announcement that ¢ agent a knows that ¢
iff o implies that agent a knows that after ¢ is announced ¢ will be true. We
call such principles reduction azxioms, because the announcement operator is
‘pushed through’ the epistemic operator, in such manner that on the right
hand side the complexity of the formula in the scope of the announcement
is less that the complexity of the formula in the scope of the announcement
on the left hand side. This reduction axiom describes the interaction between
the announcement operator and the epistemic operator. If there is a reduc-
tion axiom for each logical operator in the language, such a set of axioms
make logical systems particularly straightforward. For instance, the logic of
public announcements without common knowledge has an easy completeness
proof by way of a translation that follows the reduction axioms. Formulas
with announcements are translated to provably equivalent ones without an-
nouncements, and completeness follows from the known completeness of the
epistemic base logic. Thus, the dynamic logic of the announcement operator
is fully characterized by the reduction axioms.

This is the technical way of putting things. But more importantly, reduction
axioms like the one above also reflect a desirable methodology: they allow for
compositional analysis of the epistemic effects of informational events. This is
particularly helpful with more complex scenarios, where it is not at all easy to
describe just what agents should know, or not, after some communication has
taken place: say, a round of emails involving both public ‘cc¢’ and half-private
‘bee’ lines. A dynamic epistemic logic with a complete set of reduction axioms
has an ideal ‘harmony’ between its static and dynamic parts allowing for com-
plete compositional analysis. So, it is worth finding such systems whenever



they exist. Finally, more locally, specific reduction axioms also express inter-
esting assumptions about the interplay of events and knowledge. E.g., it has
often been observed that the above one for public announcement embodies a
form of ‘Perfect Recall’: the event of announcement does not add or delete
uncertainty lines for agents among those worlds which they consider possible.

In this light, there is a problem with common knowledge for groups in societies
of communicating agents. Understanding group knowledge as it is gained or
lost, is at the heart of analyzing epistemic update. But existing dynamic epis-
temic logics have no compositional reduction axioms for achieving common
knowledge, and this infelicity has been there from the start. Now, the seminal
paper [1] does treat common knowledge per se, but not on a reductive pattern,
and its completeness proof is correspondingly messy. Indeed, reduction axioms
are not available, as the logic with epistemic updates is more expressive than
the logic without them. We think this is an infelicity of design, and our main
aim in this paper is to show how compositional analysis is feasible by some
judicious language extension, restoring the proper harmony between the static
and dynamic features of the system.

In Section 2 we first look at examples of the general kinds of information
change that we are interested in. These include public announcement, but
also communication involving privacy and partial observation, and indeed,
observation of any sort of event that carries information. We also include real
physical actions changing the world. Before we give a system that deals with
all these phenomena, we first look at a pilot case that illustrates many issues
in a simpler setting, the logic PAL of public announcements. Section 3 gives
a new and complete set of reduction axioms for public announcement logic
with common knowledge, obtained by strengthening the base language with
an operator of relativized common knowledge, as first proposed in [3]. More-
over, since languages with model-shifting operators like [¢] are of independent
logical interest, we develop the model theory of PAL a bit further, using new
game techniques for epistemic languages with fixed-point operators for com-
mon knowledge to investigate its expressive power. Section 4, the heart of this
paper, then proposes a new dynamic epistemic LCC dealing with the general
case of updating with finite structures of events, generalizing the standard
reference [1] to include a much wider range of epistemic assertions, as well as
factual change. What the section demonstrates, in particular, is that PDL (the
well-known system of propositional dynamic logic), when interpreted epistem-
ically, can serve as a basis for a rich and expressive logic of communication
that allows for smooth compositional analysis of common knowledge after
epistemic updates. To avoid confusion with PDL in its non-epistemic uses for
analyzing actions, we will call our version here LCC.

A general approach that reduces dynamic epistemic logic to propositional dy-
namic logic was first proposed using finite automata techniques in [18], using a



variant of propositional dynamic logic called ‘automata PDL’. The new tech-
niques used in the present paper (cf. [11]) work directly in epistemic PDL,
using the idea behind Kleene’s Theorem for regular languages and finite au-
tomata to find the relevant reduction axioms inductively by means of ‘program
transformations’. This analysis does not just yield the meta-theorems of com-
pleteness and decidability that we are after. It can also be used in practice to
actually compute valid axioms analyzing common knowledge following specific
communicative or informational events. Section 5 analyzes some of our earlier
communication types in just this fashion, obviating the need for earlier labori-
ous calculations ‘by hand’ (cf. [27]). Finally, Section 6 draws conclusions, and
indicates directions for further research.

The broader context for this paper are earlier systems of dynamic epistemic
logic, with [26], [14], and [1] as key examples of progressively stronger systems,
while [8] is a source of inspiring examples. Reduction axioms were already used
to prove completeness for dynamic epistemic logics in [14] and [1]. Another
major influence is the work of [13] on common knowledge in computational
settings, using a more general temporal-epistemic framework allowing also
for global protocol information about communicative processes. Connections
between the two approaches are found, e.g., in [21]. Further references to the
literature on epistemic actions and to many challenging open problems in the
general landscape of update logics can be found in [5].

Even though the main thrust of this paper may seem technical, our proposal
is much more than just a trick for smoothing completeness proofs, or for find-
ing a new model-theoretic play-ground. It also addresses a significant design
issue of independent interest: what is the most convenient and transparent
epistemic language for describing information flow for groups of agents in a
compositional manner? Our main logic LCC in Section 4 is meant as a serious
proposal for a standard.

2 Modelling Effects of Communication and Change

Epistemic update logics are about the effects of general communication, and
indeed, they describe the logic of observing any kind of information-bearing
event. But in practice, it is helpful to look at more constrained scenarios. A
good source of examples are basic actions in card games. Game moves then
involve looking at a card, showing a card to someone (with or without other
players looking on), exchanging cards with someone (with or without other
players looking on), and perhaps even changing the setting in more drastic
ways (cf. [8]). This is not just a frivolous move toward parlour games. One can
think of ‘card events’ as a sort of normal form for any type of informational
activity — and one which has the additional virtue of evoking vivid intuitions.



Moreover, scenarios involving the interplay of information and ignorance are
not just logician’s puzzles for their own sake: managing the right mixtures of
information and ignorance is absolutely essential to human intelligence, and
to the functioning of civilized societies.

In this section we list some examples involving combinations of epistemic and
actual change that we think any full-fledged dynamic-epistemic logic should
be able to deal with. The simplest scenario here is public announcement of
some fact P, which merely requires elimination of all worlds in the current
model where P does not hold. But general communication can be much more
complex — just think of whispers in a lecture theatre. This requires updates
of the initial information model beyond mere elimination of worlds. Some
updates even make the current model bigger, as alternatives can multiply.
Since all these actions involve groups of agents, understanding both individual
and common knowledge following certain events is clearly essential.

Card Showing A simple card showing situation goes as follows. Alice, Bob
and Carol each hold one of the cards p ¢, . The actual deal is: Alice holds p,
Bob holds ¢, Carol holds r. Assuming all players looked at their own cards, but
have kept them hidden from the others, this situation is modelled as follows
(xyz represents the situation where Alice holds x, Bob holds y and Carol holds
z, xyz—a—2x'y'z" represents the fact that Alice cannot distinguish xyz from
x'y'z', and xyz* indicates that xyz is the situation that actually is the case):
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Now assume Alice shows her card p to the whole group. This public event
eliminates all worlds from the initial model that conflict with the new infor-
mation. Thus, out of the six given worlds only two remain: pgr and prq. In
the resulting model, Bob and Carol know all the cards, while Alice only knows
that she has p — and both these facts are common knowledge. Now consider
a ‘semi-public’ action of Alice showing her card to Bob, with Carol looking
on (Carol sees that a card is shown, but does not see which card). Here is a
major new idea, due to [1]. We first picture the new event itself as an update
model whose structure is similar to that of epistemic models in general:
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According to this picture, the card that Alice shows to Bob is card p, but for
all Carol knows, it might have been ¢ or . In actual fact it cannot be r, as that
is the card which Carol holds and has just inspected, but this information is
not part of the update action. Note that the events depicted cannot occur in
just any world. Alice can only show card p when she actually holds p, she can
show ¢ when she actually holds ¢ and she can show r when she actually holds
r. The latter information is encoded in so-called preconditions, and indeed,
the fundamental reason why occurrences of events carry information for us is
that we know their preconditions.

Now for the update from the preceding event. Intuitively, we want a new
information model arising from the initial one that the agents were in plus the
update model containing the relevant actions. The new worlds are then old
worlds plus the most recent event attached. Moreover, our intuitions tell us
what the desired result of this update should look like, viz.:
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Card Inspection Next, consider acts of observation. Suppose the three
cards are dealt to Alice, Bob and Carol, but are still face down on the table.
The following picture describes an update model for Alice’s inspecting her
own card and discovering it to be p, with the others just looking on.

/ \

r__—bc—q--

And here is the related update model of Alice picking up her card and showing
it to the others, without taking a look herself:



In all these cases we have clear intuitions about what the outcomes of the up-
dates should be, and these underlie the technical proposals made in Section 4.

Card Exchange Next, we add a case where real physical action takes place,
which is not purely informational. Suppose in the initial situation, where Alice
holds p, Bob holds ¢ and Carol holds r, Alice and Bob exchange cards, without
showing the cards to Carol. To model this, we need an update that also changes
the state of the world. For that, we need to change the valuation for atomic
facts. This may be done by using ‘substitutions’ which reset the truth values
of those atomic statements that are affected by the action:

Pq- e {pq_+ qp_}

qp- & {qp-— pq-}

Note that the diagram now indicates both the earlier preconditions for events
or actions, and postconditions for their successful execution. Here is the result
of applying this update model in the initial situation, where all players have
looked at their cards and the actual deal is pqr:

qpr”

/
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pgr

So far, we have looked at card examples, where actions are meant to be com-
municative, with some intentional agent. But it is important to realize that
dynamic epistemic logic can also serve as a system for analyzing arbitrary
observations of events that carry some information to observers, whether in-
tended or not. That is, it is a logic of perception as much as of communication,
and it is useful for modelling the essence of what goes on in very common ev-
eryday actions. We conclude with two illustrations in the latter mode.

Opening a window The precondition for opening a window is that the
window is closed. To make this into an update that can always be performed,



we specify different actions depending on the state of the window. If it is open,
nothing needs to be done; if it is closed, then open it. This much is standard
dynamic logic, as used in describing transition systems in computer science.
But now we are in a setting where agents may have different ‘epistemic access’
to what is taking place. E.g., assuming the relevant event is invisible to all
(Alice, Bob and Carol), it can be modelled as follows:

OT(Z)
abc
—\Ol{o»—>—|—}

Again, we see both pre- and postconditions, with the latter depending on
the former. Note that this action can make agents ‘out of touch with reality’,
perhaps through laziness in observation. Such a mismatch can also result from
being actively misled. If the window is opened in secret, its update model looks
as follows (o denotes an open window; o — T is the substitution making o
true).

abe
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Further variations on this update model are possible. E.g., the window is
in fact opened, while everyone is told that it was already open. Here is the
corresponding update:

o)
T
abc
|

—0e {o— T}

Fiddling with a light switch Fiddling with a light switch is an update
that depends on the actual situation as follows: if the light is on, then switch
it off, if it is off, then switch it on. If this fiddling is done in a way such that
the result is visible to all, then here is its update model:



T e {0 -0}

If the fiddling (and its result) are kept secret, the corresponding update model
looks like the above opening, but now with the new substitution.

Remark: Two Limitations The preceding examples suggest that we can
view an update model with several event as a disjunction of instructions under
conditions, i.e., as a kind of structured program ‘if the window is open then
do A or if the window is ajar, then do B, or, if the window is wide open, then
do C ....” This suggests a set-up where update models are built from simple
actions by means of the regular operations of choice, sequence and iteration —
and perhaps even concurrent composition of events. We will not pursue this
approach here. Indeed, natural though it is, it transcends the boundaries of our
analysis. E.g., Miller and Moss [23] show that just adding finite iteration * of
announcements already leads to an undecidable dynamic logic, not effectively
reducible to its decidable base.

Another boundary that we will not cross is the atomic form of our postcondi-
tions for world-changing actions. In more general scenarios, captured by logics
with operators in the spirit of ‘See To It That ¢’, one may want to define
some action as having some complex epistemic effect described by arbitrary
v, such as ‘make sure that only courageous people know the true state of af-
fairs’. Modeling complex postconditions raises some delicate technical issues,
orthogonal to our main concerns here.

3 Logics of Public Announcement

Many of the issues we want to deal with in the full-fledged logic of epistemic
updates are also present in the logic of the simplest form of communicative
action: public announcement logic. The corresponding update idea that an-
nouncing a proposition ¢ removes all worlds where ¢ does not hold goes back
far into the mists of logical folklore, and it has been stated explicitly since
the 1970s by Stalnaker, Heim, and others. The same idea also served as a
high-light in the work on epistemic logic in computer science (cf. [13]). Its
first implementation as a dynamic-epistemic logic seems due to Plaza [26].

Section 3.1 is a brief introduction to public announcement logic (PAL) as
usually stated. In Section 3.2 we give a new base logic of relativized common
knowledge, EL-RC. This extension was first proposed in [3], which analyzed up-
dates as a kind of relativization operator on models. Restricted or ‘bounded’
versions of logical operators like quantifiers or modalities are very common in



semantics, and we will provide further motivation below. The resulting epis-
temic logic with relativized common knowledge is expressive enough to allow
a reduction axiom for common knowledge. A proof system is defined in Sec-
tion 3.3, and shown to be complete in Section 3.4. The system is extended
with reduction axioms for public announcements in Section 3.5. The existence
of reduction axioms for public announcements and relativized common knowl-
edge suggests that this new logic is more expressive than the epistemic logics
with public announcements proposed elsewhere in the literature. Hence it is
interesting to investigate the expressive power of this new logic with charac-
teristic model comparison games. These games are provided in Section 3.6.
This technique is then used to investigate the expressive power of relativized
common knowledge in Section 3.7, settling all issues of system comparison in
this area. Finally, complexity issues are briefly discussed in Section 3.8.

Once again, our systems work for agents’ beliefs as well as knowledge in more
constrained models. In our informal explanations, we will use either notion,
as seems best for getting points across.

3.1 Language and Semantics of PAL

A public announcement is an epistemic event where all agents are told simul-
taneously and transparently that a certain formula holds right now. This is
modeled by a modal operator [¢p]. A formula of the form [y is read as ‘)
holds after the announcement of ¢’. If we also add an operator Czy to express
that ¢ is common knowledge among agents B, we get public announcement
logic with common knowledge (PAL-C). The languages Zpa. and Zpa.c are
interpreted in standard models for epistemic logic.

Definition 1 (Epistemic Models) Let a finite set of propositional variables
P and a finite set of agents N be given. An epistemic model is a triple M =
(W, R, V') such that

o W # 0 is a set of possible worlds,
o R: N — (W x W) assigns an accessibility relation R(a) to each agent a,
o V:P — o(W) assigns a set of worlds to each propositional variable.

In epistemic logic the relations R(a) are usually equivalence relations. In this
paper we treat the general modal case without such constraints — making
‘knowledge’” more like belief, as observed earlier. But our results also apply to
the special modal S5-case of equivalence relations. The semantics are defined
with respect to models with a distinguished ‘actual world’: M, w.

Definition 2 (Semantics of PAL and PAL-C) Let a model M,w with M =
(W, R, V) be given. Let a € N, B C N, and p,v € ZpaL. For atomic proposi-
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tions, negations, and conjunctions we take the usual definition. The definitions
for the other operators run as follows:

M,w = Q0 iff M,v |= ¢ for all v such that (w,v) € R(a)

Myw b= [l iff M,w b= implies Mlp,w b v
M,w = Cpyp iff M,v |= ¢ for all v such that (w,v) € R(B)*

where R(B) = Uyep R(a), and R(B)" is its transitive closure. The updated
model M|p = (W', R, V") is defined by restricting M to those worlds where ¢
holds. Let

[e] = {v e WIM, v = ¢}.
Now W' = [¢], R'(a) = R(a) N (W x [¢]), and V'(p) = V(p) N [¢].

Here, mostly for convenience, we chose to define common knowledge as a
transitive closure, as in [13]. In [22], common knowledge is defined as the
reflexive transitive closure. Our results will work either way, with minimal
adaptations.

A completeness proof for public announcement logic without an operator for
common knowledge (PAL) is straightforward.

Definition 3 (Proof System for PAL) The proof system for PAL is that for
multi-modal S5 epistemic logic plus the following reduction axioms:

Atoms F[plp < (¢ — p)
Partial Functionality & [p]= < (p — =[p])

]
(4]
Distribution t[p](1) A x) < ([]¥ A [p]X)
Knowledge Announcement + [p]0,1 < (@ — Oy

as well as the following rules of inference:
(Announcement generalization) From i, infer b [p].

The formulas on the left of these equivalences are of the form [p]i¢. In Atoms
the announcement operator no longer occurs on the right-hand side. In the
other reduction axioms formulas within the scope of an announcement are of
higher complexity on the left than on the right. Note that the Distribution
axiom is the well known K-axiom from modal logic. When applied successively,
these axioms turn every formula of the dynamic language into an equivalent
static one, thus showing the earlier ‘harmony’ between the static and dynamic
parts of the total system.

This system allows for compositional analysis of the epistemic effects of state-
ments made in groups of agents. In this light, even the technical reduction to
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the static part has a more general thrust worth pointing out. What it says
is that knowing the current knowledge of agents in some models suffices, in
principle, for knowing the effects of nay announcement actions that could oc-
cur. Thus, in the terminology of [6], the static language is rich enough to
pre-encode all dynamic effects. This is a powerful idea which also occurs in
conditional logic, and in reasoning with conditional probabilities. One way of
understanding our next topic is as a move towards achieving pre-encoding for
common knowledge, too. Here is why this requires work. For public announce-
ment logic with a common knowledge operator (PAL-C), a completeness proof
via reduction axioms is impossible. There is no such axiom for formulas of the
form [p]Cp, given the results in [1].

3.2 Relativized Common Knowledge: EL-RC

Even so, the semantic intuitions for achieving common knowledge by an-
nouncement are clear. If ¢ is true in the old model, then every B-path in
the new model ends in a 1 world. This means that in the old model every B-
path that consists exclusively of p-worlds ends in a [p]|¢ world. To facilitate
this, we introduce a new operator Cg((p, 1), which expresses that

every B-path which consists exclusively of ¢-worlds ends in a v world.

We call this notion relativized common knowledge. A natural language para-
phrase might be ‘if ¢ is announced it becomes common knowledge among
B that ¢ was the case before the announcement.” A shorter paraphrase of
Cg(p, 1) that we will use henceforth is ‘@) is @-relative common knowledge
among group B.” Henceforth we consider only such ¢-relative or p-conditional
common knowledge of agents, just as one does in logics of doxastic condition-
als, where A = B means something like “if I were to learn that A, I would
believe that B.” Yet another helpful analogy may be with the well-known
‘Until” of temporal logic. A temporal sentence ‘@ until ¢’ is true iff there is
some point in the future where 1 holds and ¢ is true up to that point. All
these readings show that the new notion has some concrete intuition behind
it. Its other virtue, as we shall see presently, is mathematical elegance.

Definition 4 (Language and Semantics of EL-RC) The language of EL-
RC is that of EL, together with the operator for relativized common knowledge,
with semantics given by:

M,w = Cp(e, )
uf
M,v E 1 for all v such that (w,v) € (R(B) N (W x [¢]))"
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where (R(B) N (W x [¢]))* is the transitive closure of R(B) N (W x [¢]).

Note that ¢-relative common knowledge is not what results from a public up-
date with ¢. E.g., [p|Cp<,—p is not equivalent to Cg(p, Cu—p), for [p|Cpd,—p
is always false, and C'z(p, ¢,—p) holds in models where every B path through
p worlds ends in a world with an a successor with —p. In Section 3.7 we will
show that Cg(p, ©,—p) cannot be expressed in PAL-C.

The semantics of the other operators is standard. Ordinary common knowledge
can be defined with the new notion: Cgp = Cp(T, ).

3.3  Proof System for EL-RC

Relativized common knowledge still resembles common knowledge, and so we
need just a slight adaptation of the usual axioms.

Definition 5 (Proof System for EL-RC) The proof system for EL-RC has
these axioms:

Tautologies  All instantiations of propositional tautologies
O Distribution FO,(¢ — 1) — (Oup — Oy0)
C Distribution = Cp(p,v — x) — (Cr(p,¥) = Cr(p, X))
Mizt-Cg(p,¢) < Ep(p — (¥ A Cplp, 1))
Induction & (Ep(p — ) ANCp(e, ¢ — Ep(¢ — ¥))) — Crlp,¥)

and the following rules of inference:

(Modus Ponens) Fromt ¢ andt ¢ — 1 infer - 1.
(O Necessitation) From b ¢ infer - Oy.
(C Necessitation) From b ¢ infer = Cg(¢, ).

In the Mix and the Induction aziom, the notation Egy is an abbreviation
of Nucg Dap (everybody believes, or knows, ¢).

These azxioms are all sound on the intended interpretation. In particular, un-
derstanding the validity of the relativized versions Mix and Induction pro-
vides the main idea of our analysis.

Next, a proof consists of a sequence of formulas such that each is either an

instance of an axiom, or it can be obtained from formulas that appear earlier
in the sequence by applying a rule. If there is a proof of ¢, we write = .
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Remark It may also be helpful to write Cg(p, %) as a sentence in propo-
sitional dynamic logic PDL: [(U,ecp @; ?¢)T]th. Our proof system essentially
follows the usual PDL-axioms for this formula. This technical observation is
the key to our more general system LCC in Section 4 below.

3.4  Completeness for EL-RC

To prove completeness for our extended static language EL-RC, we follow [16],
[13]. The argument is standard, and our main new point is just that the usual
proof in the literature actually yields information about a richer language than
is commonly realized.

For a start, we take maximally consistent sets with respect to finite fragments
of the language that form a canonical model for that fragment. In particular,
for any given formula ¢ we work with a finite fragment called the closure of .
This is the appropriate analogue of the Fisher-Ladner closure from the PDL
literature (see [16]).

Definition 6 (Closure) The closure of ¢ is the minimal set ® such that

(1) p€ @,
(2) ® is closed under taking subformulas,
(8) If v € ® and 1 is not a negation, then =) € ¥,

(4) If Cp(v, x) € @, then O,(¢v — (x ANCp(¥,x))) € ® for all a € B.

Definition 7 (Canonical Model) The canonical model M, for ¢ is the
triple (W, R, V,,) where

o W,={I' C®|TI is mazimally consistent in ®};
o (I'A) € R,(a) iff v € A for all ¢ with Ozp € T';
o Volp) ={l'|peT}.

Next, we show that a formula in such a finite set is true in the canonical model
where that set is taken to be a world, and vice versa.

Lemma 8 (Truth Lemma) For all € ®, ¢ € ' iff M,,T" = 1.

Proof By induction on . The cases for propositional variables, negations,
conjunction, and individual epistemic operators are straightforward. Therefore
we focus on the case for relativized common knowledge.

From left to right. Suppose Cg(1, x) € I'. If there is no A such that (I'; A) €
(R(B)N (W, x [¢]))*, then (M,,T) = Cp(, x) holds trivially.

Otherwise, take a A € W, such that (I';A) € (R(B) N (W, x [¢]))". We
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have to show that A = x, but we show something stronger, namely that
A | x and Cg(¢,x) € A. This is done by induction on the length of the
path from I" to A. The base case is a path of length 1. From our assumption
it follows that ¢» € A. Our assumption that Cg(¢,x) € T' implies that F
or — Ou(¥ — (X ACB(1, x))) by the Mix axiom. The formula x is also in .
Therefore x € A. By applying the induction hypothesis we get (M,, A) = x.
We already assumed that Cg(, x) € @, therefore also Cg(1), x) € A. So we
are done with the base case.

Now suppose that the path to A is of length n+ 1. There must be a path from
I' of length n to a © in (R(B) N (W, x [¢]))" such that (©,A) € R(a) for
some a € N and (M,,A) = 1. By the induction hypothesis Cg(¢, x) € ©.
Now we can apply the same reasoning as in the base case to conclude that

(My,, A) = x and Cg(¢, x) € A.
From right to left. Suppose (M,,,I') = Cp(¢, x). Now consider the set A:
A = {0al(I', A) € (R(B) N (W, x [0]))"}
Let 5 = Vaeca 0a We have to show that
= 0n — Ep(¢ — da) (1)

Observe that if A is empty, then it follows trivially, because an empty disjunc-
tion is equivalent to a contradiction.

Otherwise note that for every a € B, for every A € A and every A’ € A
(where A is the complement of A) either ¢ € A’, or there is a formula @aas
such that O,paar € A and paar € A’. From this it follows in both cases that

|_ 5/\ — EB(¢ — ﬁ(sx)

It can also be shown that - 0, V 5, and therefore we get (1). By necessitation
we get
= Cp(1,07 — Ep( — 04))

By applying the induction axiom we can deduce

= Ep() — dp) — Cp(v,6r)

Given that F dy — x, we get

F Ep(¢ — dr) — Cp(¥, x)

It is also the case that b dr — Ep(1) — ). Therefore Cp(v), x) € T. O
The completeness theorem follows in a straightforward way from this lemma.

Theorem 9 (Completeness for EL-RC) = ¢ iff - ¢.
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Proof Let I/ ¢, i.e. = is consistent. One easily finds a maximally consistent

set I' in the closure of = with —¢ € T, as only finitely many formulas matter.
By the Truth Lemma, M _,,I' = —p, ie., M., ' |~ ¢.

The soundness of the proof system can easily be shown by induction on the
length of proofs, and we do not provide its straightforward details here.  [J

3.5  Reduction Azioms for PAL-RC

Next, let PAL-RC be the dynamic epistemic logic with both relativized common
knowledge and public announcements. Its semantics combines those for PAL
and EL-RC. We want to find a reduction axiom for [p]Cp(v, x), the formula
that expresses that after public announcement of ¢, every ¢ path leads to
a x world. Note that [¢]Cp(%, x) holds exactly in those worlds where every
© A [¢]t path ends in a world where [p]y is true. This observation yields the
following proof system for PAL-RC:

Definition 10 (Proof System for PAL-RC) The proof system for PAL-RC
is that for EL-RC plus the reduction axioms for PAL, together with C-Red:

[0]CB(, x) < (¢ — Crle Alpl, [¢lx))  (common knowledge reduction)
as well as an inference rule of necessitation for all announcement modalities.

It turns out that PAL-RC is no more expressive than EL-RC by a direct trans-
lation, where the translation clause for [p]Cg(1, x) relies on the above insight:

Definition 11 (Translation from PAL-RC to EL-RC) The function t takes
a formula from the language of PAL-RC and yields a formula in the language
of EL-RC.

t(p) =p t([v]p) =t(p) —p

t(=p) = () t([]—v) = t() — —t([]¥)

tony) =te)nt) el ax)) = telv) Atle]x)

t(Oap) = Out() t[e]0ay) = t(p) — Dat([e]e)

t(Cplp,¥)) = Cp(t(w), t(¥)) t{[L]Cp(¥, X)) = Cr(t(p) At([elP), t([#]X))
([¢]

The translation induced by these principles can be formulated as an inside-
out procedure, replacing innermost dynamic operators first. To see that it
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terminates, we can define a notion of complexity on formulas such that the
complexity of the formulas is smaller on the right hand side. We have added
the final axiom here for its independent interest, even though it is not strictly
necessary for this procedure. As observed in [4], it describes the effect of se-
quential composition of announcements, something which can also be stated
as an independently valid law of public announcement saying that the effect of
first announcing ¢ and then v is the same as announcing one single assertion,
viz. the conjunction A [p]e. Standard programming styles for performing the
reduction (cf. [9]) do include the final clause in any case. As to its admissi-
bility, note that, when the last clause is called, the innermost application will
yield a formula of lesser complexity. The following theorems can be proved by
induction on this complexity measure.

Theorem 12 (Translation Correctness) For each dynamic-epistemic for-
mula ¢ of PAL-RC and each semantic model M, w,

M,w = ¢ iff M,w = t(p).

Theorem 13 (‘PAL-RC = EL-RC’) The languages PAL-RC and EL-RC have
equal expressive power.

Theorem 14 (Completeness for PAL-RC) E ¢ iff - ¢.

Proof The proof system for EL-RC is complete (Theorem 9), and every for-
mula in Zpairc is provably equivalent to its translation in Zg _rc, given the
reduction axioms. O

3.6 Model Comparison Games for EL-RC

The notion of relativized common knowledge is of independent interest, just as
irreducibly binary general quantifiers (such as Most A are B) lead to natural
completions of logics with only unary quantifiers. It is important to investi-
gate the relation between the logic of epistemic logic with relativized common
knowledge with public announcement logic with common knowledge. We pro-
vide some more information through characteristic games. Model comparison
games for languages with individual modalities are well-known, but dealing
with common knowledge: i.e., arbitrary finite iterations, requires some nice
twists. These games will be used in the next section to investigate the expres-
sivity of EL-RC relative to PAL-C.

Definition 15 (The EL-RC Game) Let two epistemic models M = (W, R,
V) and M' = (W', R', V') be given. Starting from each w € W and w' € W',
the n-round EL-RC game between Spoiler and Duplicator is given as follows. If
n = 0 Spoiler wins if w and w' differ in their atomic properties, otherwise Du-
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plicator wins. Otherwise Spoiler can initiate one of the following two scenarios
in each round:

O,-mowve Spoiler chooses a point x in one model which is an a-successor of
the current w or w'. Duplicator responds with a matching successor y in the
other model. The output is x,y.

RCg-mowve Spoiler chooses a B-path xq...x in either of the models with
xg the current w or w'. Duplicator responds with a B-path yq ...y, in the
other model, with yo = w'. Then Spoiler can (a) make the end points Ty, Y,
the output of this round, or (b) he can choose a world y; (with i > 0)
on Duplicator’s path, and Duplicator must respond by choosing a matching
world z; (with j > 0) on Spoilers path, and x;,y; becomes the output.

The game continues with the new output states. If these differ in their atomic
properties, Spoiler wins — otherwise, a player loses whenever he cannot per-
form a move while it is his turn. If Spoiler has not won after all n rounds,
Duplicator wins the whole game.

Definition 16 (Modal Depth) The modal depth of a formula is defined
by:
d(L) = d(p) =1
d(=p) = d(yp)
(e A1) = maX(d(sD% d(v))
(Cayp) = d(p) +
d(Cp(p,¢)) = max(d(p), d(¢)) + 1

If two models M,w and M',w" have the same theory up to depth n, we write
M,w=, M' v

U

d

The following result holds for all logical languages that we use in this paper.
Recall that our stock of propositional letters is finite.

Lemma 17 (Propositional finiteness) For every n, up to modal depth n,
there are only finitely logically non-equivalent propositions.

Theorem 18 (Adequacy of the EL-RC Game) Duplicator has a winning
strategy for the n-round game from M,w, M' w' iff M,w =, M', w'

Proof The proof is by induction on n. The base case is obvious, and all induc-
tive cases are also standard in modal logic, except that for relativized common
knowledge. As usual, perspicuity is increased somewhat by using the dual ex-
istential modality C B(p,1). From left to right the proof is straightforward.

From right to left. Suppose that M,w =,,; M',w'. A winning strategy for
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Duplicator in the (n + 1)-round game can be described as follows. If Spoiler
makes an opening move of type [d,-move|, then the usual modal argument
works. Next, suppose that Spoiler opens with a finite sequence in one of the
models: say M, without loss of generality. By the Lemma 17, we know that
there is only a finite number of complete descriptions of points up to logical
depth n, and each point s in the sequence satisfies one of these: say A(s,n). In
particular, the end point v satisfies A(v,n). Let A(n) be the disjunction of all
formulas A(s,n) occurring on the path. Then, the initial world w satisfies the
following formula of modal depth n+1: CB(A(n), A(v,n)). By our assumption,
we also have M’ w' = C(A(n), A(v,n)). But any sequence witnessing this
by the truth definition is a response that Duplicator can use for her winning
strategy. Whatever Spoiler does in the rest of this round, Duplicator always
has a matching point that is n-equivalent in the language. O

Thus, games for Zg _rc are straightforward. But it is also of interest to look
at the language Zpar.c. Here, the shift modality [p] passing to definable sub-
models requires a new type of move, not found in ordinary Ehrenfeucht games,
where players can decide to change the current model. The following descrip-
tion of what happens is ‘modular’: a model changing move can be added to
model comparison games for ordinary epistemic logic (perhaps with common
knowledge), or for our EL-RC game. By way of explanation: we let Spoiler
propose a model shift. Players first discuss the ‘quality’ of that shift, and
Duplicator can win if it is deficient; otherwise, the shift really takes place,
and play continues within the new models. This involves a somewhat unusual
sequential composition of games, but perhaps one of independent interest.

Definition 19 (The PAL-C Game) Let the setting be the same as for the
n-round game in Definition 15. Now Spoiler can initiate one of the following
scenario’s each round

O,-mowve Spoiler chooses a point x in one model which is an a-successor of
the current w or w', and Duplicator responds with a matching successor y
in the other model. The output of this move is x, .

Cg-move Spoiler chooses a point x in one model which is reachable by a B-
path from w or w', and Duplicator responds by choosing a matching world
y in the other model. The output of this move is x,y.

[¢]-move Spoiler chooses a number r < n, and sets S C W and S" C W',
with the current w € S and likewise w' € S’. Stage 1: Duplicator chooses
states s in SUS’, 5 in SUS’ (where S is the complement of S ). Then Spoiler
and Duplicator play the r-round game for these worlds. If Duplicator wins
this subgame, she wins the n-round game. Stage 2: Otherwise, the game
continues in the relativized models M|S,w and M'|S",w’ over n —r rounds.

The definition of depth is extended to formulas [¢]|¢ as d([p]) = d(p)+d(V).
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Theorem 20 (Adequacy of the PAL-RC Game) Duplicator has a winning
strategqy for the n-round game on M,w and M’ w' iff M,w =, M’ ,w' in
ZeALRC-

Proof We only discuss the inductive case demonstrating the match between
announcement modalities and model-changing steps. From left to right, the
proof is straightforward.

From right to left. Suppose that M,w and M’ w’ are equivalent up to modal
depth n+1. We need to show that Duplicator has a winning strategy. Consider
any opening choice of S, S’ and r < n + 1 made by Spoiler. Case 1: Suppose
there are two points s, § that are equivalent up to depth r. By the induction
hypothesis, this is the case if and only if Duplicator has a winning strategy for
the r-round game starting from these worlds and so has a winning strategy in
Stage 1. Case 2: Duplicator has no such winning strategy, which means that
Spoiler has one — or equivalently by the inductive hypothesis, every pair s, 3
is distinguished by some formula g of depth at most r which is true in s
and false in 5. Observe that d;, = A g g ¥ss 1s true in s and false in SuS.
Note that there can be infinitely many worlds involved in the comparison, but
finitely many different formulas will suffice by the Lemma 17, which also holds
for this extended language. Further, the formula Ag = \/ ¢4 d5 is true in S and
false in S U S’. A formula Ag is found likewise, and we let A be Ag V Ag.
It is easy to see that A is of depth r and defines S in M and S’ in M’. Now
we use the given language equivalence between M, w and M’ w" with respect
to all depth (n 4 1)-formulas (A)y where 1 runs over all formulas of depth
(n + 1) —r. We can conclude that M|A,w and M'|A,w’ are equivalent up
to depth (n + 1) — r, and hence Duplicator has a winning strategy for the
remaining game, by the inductive hypothesis. So in this case Duplicator has
a winning strategy in Stage 2. U

In the next section we will use this game to show that EL-RC is more expressive
than PAL-C. For now, we will give an example of how this game can be played.

Definition 21 Let the model M(n) = (W, R, V') be defined by

e W={zeN|0<z<n}
e R={(z,z—1)|1<z<n}
o Vip) =W

These models are simply lines of worlds. They can all be seen as submodels
of the entire line of natural numbers (where W = N). The idea is that Spoiler
cannot distinguish two of these models if the line is long enough. The only
hope that Spoiler has is to force one of the current worlds to an endpoint and
the other not to be an endpoint. In that case Spoiler can make a O-move in the
world that is not an endpoint and Duplicator is stuck. This will not succeed
if the lines are long enough. Note that a C-move does not help Spoiler. Also
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0<-—-—--——--———- M(x)
" For these Spoiler ) These must all be
must make the selected by Spoiler.

same choice in
both models.

Fig. 1. Illustration of the proof of Lemma 22.

a [p]-move will not help Spoiler. Such a move will shorten the lines, but that
will cost as many rounds as it shortens them, so Spoiler still loses if they are
long enough. The following Lemma captures this idea.

Lemma 22 For all m, n, and all x < m and y < n Duplicator has a winning
for the PAL-C game for M (m),x and M(n),y with at most min(x,y) rounds.

Proof If z = y, the proof is trivial. We proceed by induction on the number
of rounds. Suppose the number of rounds is 0. Then = and y only have to
agree on propositional variables. They must agree, since p is true everywhere.

Suppose that the number of rounds is k41 (i.e. min(z,y) = k+1). Duplicator’s
strategy is the following. If Spoiler chooses to play a O-move, he moves to z—1
(or to y — 1). Duplicator responds by choosing y — 1 (or z — 1). Duplicator has
a winning strategy for the resulting subgame by the induction hypothesis.

Suppose Spoiler chooses to play a C-move. If Spoiler chooses a z < min(z,y),
then Duplicator also chooses z. Otherwise, Duplicator takes just one step (the
minimum she is required to do). Duplicator has a winning strategy for the
resulting subgame by the induction hypothesis.

Suppose Spoiler chooses to play a [p]-move. Spoiler chooses a number of rounds
r and some S and S’. Observe that for all z < min(z,y) it must be the case
that z € S iff z € S’. Otherwise, Duplicator has a winning strategy by the
induction hypothesis by choosing z and z. Moreover for all z > r it must be
the case that z € SUS’. Otherwise, Duplicator has a winning strategy by the
induction hypothesis for min(z,y) and z. In Stage 2 the resulting subgame
will be for two models bisimilar to models to which the induction hypothesis
applies. The number of rounds will be (k+1) —r, and the lines will be at least
min(z,y) — r long (and (min(z,y) = k + 1). This is sketched in Figure 1. O
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Fig. 2. Expressive power of static and dynamic epistemic logics.

3.7 Ezpressivity Results

In this section we investigate the expressive power of the logics under con-
sideration here. Reduction axioms and the accompanying translation tell us
that two logics have equal expressive power. But our inability to find a com-
positional translation from one logic to another does not imply that those
logics have different expressive power. Here are some known facts. Epistemic
logic with common knowledge is more expressive than epistemic logic with-
out common knowledge. In [1] it was shown that public announcement logic
with common knowledge is more expressive than epistemic logic with common
knowledge. This can also be shown using the results on PDL in [15]. In this
section we show that relativized common knowledge logic is more expressive
than public announcement logic with common knowledge. The landscape of
expressive power is summarized in Figure 2. All arrows are strict.

In general one logic L is more expressive than another logic L' (L' — L in
Figure 2) if there is a formula in the language of L which is not equivalent
to any formula in the language of L' (and every formula in the language of
L" is equivalent to some formula in the language of L). So, in order to show
that EL-RC is more expressive than PAL-C we need to find a formula in Zg_rc
which is not equivalent to any formula in Zpa;.c. The formula

C(p, ~Op)
fits this purpose. This will be shown in Theorem 27.

We can show that this formula cannot be expressed in Zpai.c by using model
comparison games. We will show that for any number of rounds there are two
models such that Duplicator has a winning strategy for the model comparison
game, but C(p, —Op) is true in one of these models and false in the other.

In Definition 25 we provide the models that EL-RC can distinguish, but PAL-C
cannot. Since the model comparison game for PAL-C contains the [¢]-move,
we also need to prove that the relevant submodels cannot be distinguished by
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PAL-C. We deal with these submodels first in the next definition and lemma.

Definition 23 Let the model M(m,n) = (W,R,V) where 0 < n < m be
defined by

o W={s, |0<ax<m}U{t,|n<z<m}uU{u}

o R={(ss,5:-1) | 1 <ax<m}U{(ts,to1) |n+1<2x<m}U{(wu)|we
WA {ut) U{(u, sm), (u; tm)}

o V(p) =W\ {u}

The picture below represents M (2,1).

S0 «— S1 — S2

N
N\

tl <—t2

Let us call these models ‘hourglasses’. The idea is that Spoiler cannot dis-
tinguish the top line from the bottom line of these models if they are long
enough. Note that apart from wu this model consists of two lines. So if Spoiler
plays O-moves on these lines, Duplicator’s strategy is the same as for the
line models described above. If he moves to u, Duplicator also moves to wu,
and surely Duplicator cannot lose the subsequent game in that case. In these
models a C-move is very bad for Spoiler, since all worlds are connected by the
reflexive transitive closure of R. A [p]-move will either yield two lines which
are too long, or it will be a smaller hourglass model, which will still be too
large, since the [p]-move reduces the number of available moves. The Lemma
below captures this idea.

In what follows, w, is a variable ranging over s, and t,. And if ¢, does not
exist it refers to s,.

Lemma 24 For all m, n and all x < m and y < m Duplicator has a winning
strategy for the public announcement game for M(m,n),w, and M(m,n),w,
with at most min(z,y) — n rounds.

Proof We prove the case when w, = s, and w, = t, (the other cases are
completely analogous) by induction. Suppose the number of rounds is 0. Then
s, and t, only have to agree on propositional variables. They do agree, since
p is true in both.

Suppose that the number of rounds is k£ + 1. Duplicator’s winning strategy is
the following. If Spoiler chooses to play a O-move, he moves to s,_1 (or to
ty—1), or to u. In the last case Duplicator responds by also choosing u, and has
a winning strategy for the resulting subgame. Otherwise Duplicator moves to
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the t,_1 (or s;_1). Duplicator has a winning strategy for the resulting subgame
by the inductive hypothesis.

Suppose Spoiler plays a C-move. If Spoiler moves to w, then Duplicator moves
to the same w, and has a winning strategy for the resulting subgame.

Suppose Spoiler chooses to play a [p]-move. Spoiler chooses a number of rounds
r and some S. Since there is only one model, Spoiler only chooses one subset
of W. Moreover for all z > min(z,y) —n — r it must be the case that w, € S.
Otherwise, Duplicator has a winning strategy by the induction hypothesis for
s; and w,. In Stage 2 the result will be two models bisimilar to models to
which the inductive hypothesis applies, or to which Lemma 22 applies. O

Lastly consider the following class of models.

Definition 25 Let the model M*(m,n) = (W, R, V) where 0 < n < m be
defined by

e W={s, | n<x<m}U{t,|0<z<m}U{v,u}
* R= {($x73x—1)’n‘FlSQme}U{(tx’tx_l)|1§$§m}u

{(w,u) | we WA {v,up} U{(to,v)} U {(u, sm), (u; tm)}
o Vip) =W\ {u}

The picture below represents M™(2,0).

Sp «— S1 «— 59

N7

u

/1IN

U‘—t()(—tl <—t2

In these ‘hourglasses with an appendage’, the idea is that Duplicator cannot
distinguish the top line from the bottom line of these models when they are
long enough. Apart from v, the model is just like a hourglass. So the only new
option for Spoiler is to force one of the current worlds to v, and the other to
another world. Then Spoiler chooses a O-move and takes a step from the non-v
world and Duplicator is stuck at v. However if the model is large enough v is
too far away. Again a C-move does not help Spoiler, because it can be matched
exactly by Duplicator. Reducing the model with a [p]-move will yield either a
hourglass (with or without an appendage) or two lines, for which Spoiler does
not have a winning strategy. This idea leads to the following Lemma.

Lemma 26 For allm, n and all x < m and y < m Duplicator has a winning
strategy for the public announcement game for M*(m,n),w, and M*(m,n),
w, with at most min(x,y) — n rounds.
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Proof The proof is analogous to the proof of Lemma 24. [l
This Lemma now yields to the following theorem.
Theorem 27 EL-RC is more expressive than PAL-C.

Proof Suppose PAL-C is just as expressive as EL-RC. Then there is a formula
v € Zpearc with ¢ = C(p,—~Op). Suppose d(¢) = n. In that case we would
have M (n,0), s, = ¢ and M*(n,0),t, [~ ¢, contradicting Lemma 26. Hence,
EL-RC is more expressive. O

3.8 Complezity Results

Update logics are about processes that manipulate information, and hence
they raise natural questions of complexity, as a counterpoint to the expres-
sive power of communication and observation scenarios. In particular, all of
the usual complexity questions concerning a logical system make sense. Model
checking asks where a given formula is true in a model, and this is obviously
crucial to computing updates. Satisfiability testing asks when a given formula
has a model, which corresponds to consistency of conversational scenarios in
our dynamic epistemic setting. Or, stating the issue in terms of validity: when
will a given epistemic update always produce some global specified effect?
Finally, just as in basic modal logic, there is a non-trivial issue of model com-
parison: when do two given models satisfy the same formulas in our language,
i.e., when are two group information states ‘the same’ for our purposes? As
usual, this is related with checking for bisimulation, or in a more finely-grained
version, the existence of winning strategies for Duplicator in the above model
comparison games.

Now technically, the translation of Definition 11 combined with known al-
gorithms for model checking, satisfiability, validity, or model comparison for
epistemic logic yield similar algorithms for public announcement logic. But,
in a worst case, the length of the translation of a formula is exponential in
the length of the formula. E.g., the translation of ¢ occurs three times in
that of [p]Cp(1, x). Therefore, a direct complexity analysis is worth-while.
We provide two results plus some references.

Lemma 28 Deciding whether a finite model M,w satisfies ¢ € ZLeirc 1S
computable in polynomial time in the length of @ and the size of M.

Proof The argument is an easy adaptation of the usual proof for PDL or

common knowledge with common knowledge: see [16, p.202] and [13, p.91].
O
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This algorithm does not suffice for the case with public announcements. The
truth values of ¢ and ¢ in the given model do not fix that of [p]i). We must
also know the value of ¥ in the model restricted to ¢ worlds.

Lemma 29 Deciding whether a finite model M,w satisfies ¢ € ZLpaLrc 1S
computable in polynomaial time in the length of ¢ and the size of M.

Proof Again there are at most || subformulas of ¢. Now we make a binary
tree of these formulas which splits with formulas of the form [¢/]x. On the left
subtree all subformulas of 1) occur, on the right all those of x. This tree can be
constructed in time O(|¢|). Labeling the model is done by processing this tree
from bottom to top from left to right. The only new case is when we encounter
a formula [¢)]x. In that case we have already processed the left subtree for .
Now we first label those worlds where 1 does not hold as worlds where [¢]x
holds, then we process the right subtree under [¢)]x where we restrict the
model to worlds labeled as 1-worlds. After this process we label those worlds
that were labeled with y as worlds where [1)]x holds and the remaining as
worlds where it does not hold. We can see by induction on formula complexity
that this algorithm is correct.

Also by induction on ¢, this algorithm takes time O(| ¢ | x||M]|?). The only
difficult step is labeling the model with [¢)]x. By the induction hypothesis,
restricting the model to 1 takes time O(] ¢ | x||M]|?). We simply remove
(temporarily) all worlds labelled —¢ and all arrows pointing to such worlds.
Again by the induction hypothesis, checking x in this new model takes O(| |
X || M||?) steps. The rest of the process takes | M|| steps. So, this step takes
over-all time O(] [¢]x| x||M]?). O

Moving on from model checking, the satisfiability and the validity problem
of epistemic logic with common knowledge are both known to be EXPTIME-
complete. In fact, this is true for almost any logic that contains a transi-
tive closure modality. Satisfiability and validity for PDL are also EXPTIME-
complete. Now there is a linear time translation of the language of EL-RC to
that of PDL. Therefore the satisfiability and validity problems for EL-RC are
also EXPTIME-complete. For PAL-RC and even PAL-C, however, the com-
plexity of satisfiability and validity is not settled by this. Lutz [20] shows that
satisfiability in PAL is PSPACE-complete, using a polynomial-time translation
from dynamic-epistemic to purely epistemic formulas. The latter is unlike the
translation underpinning our reduction axioms, in that it is not meaning-
preserving. The same method probably extends to PAL-C and PAL-RC.

Finally, the complexity of model comparison for finite models is the same as
that for ordinary epistemic logic, viz. PTIME. The reason is that even basic
modal equivalence on finite models implies the existence of a bisimulation,
while all our extended languages are bisimulation-invariant.
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This completes our in-depth analysis of a redesigned dynamic logic of public
announcement. Having shown the interest of such a system, we now consider
more powerful versions, covering a much wider range of phenomena.

4 A New Logic of Communication and Change

The examples in the Section 2 set a high ambition level for a dynamic epis-
temic logic updating with events involving both communication and actual
change. As we explained, systems of this general sort were proposed in [1,2],
but without reduction axioms for common knowledge. We now proceed to a
version which can deal with common knowledge, generalizing the composi-
tional methodology for epistemic logic with announcements of Section 3.

In Section 4.1 we introduce update models and specify their execution on
epistemic models in terms of ‘product update’. The only difference with the
references above is our addition of fact-changing actions by substitutions.
In Section 4.2 we review propositional dynamic logic (PDL) under its epis-
temic/doxastic interpretation, written henceforth as E-PDL. In Section 4.3 we
then present our dynamic epistemic logic of communication and change LCC
as an extension of E-PDL with dynamic modalities for update models. In Sec-
tion 4.4 we show that LCC is in harmony with E-PDL through a semantic
analysis of epistemic postconditions, and in Section 4.5 we present a proof
system for LCC in terms of reduction axioms based on this insight [11,10].

From a technical perspective, the proofs to follow are not just simple general-
izations of those for public announcements. In [18] a correspondence between
update models and finite automata is used to obtain reduction axioms in
a dynamic epistemic logic based on so-called ‘automata PDL’, a variant of
E-PDL. Our main new idea here is that this can be stream-lined by analyzing
the automata inductively inside E-PDL itself [11], using the well-known proof
of Kleene’s theorem, stating that languages generated by nondeterministic
finite automata are regular [17]. The main theorems to follow use an induc-
tive ‘program transformation’ approach to epistemic updates whose structure
resembles that of Kleene’s translation from finite automata to regular expres-
sions. This technique for deriving compositional reduction axioms may be of
independent interest beyond the present setting.

4.1 Update Models and their Execution

When viewed by themselves, communicative or other information-bearing sce-
narios are similar to static epistemic models, in that they involve a space of
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possible events and agents’ abilities to distinguish between these. In [1] this
observation is used as the engine for general update of epistemic models un-
der epistemic actions. In particular, individual events come with preconditions
holding only at those worlds where they can occur.

Of course, events normally do not just signal information, they also change the
world in more concrete ways. Before describing the update mechanism, we en-
rich our dynamic models with postconditions for events that really change the
world. For this purpose we use ‘substitutions’ that effect changes in valuations
at given worlds, serving as postconditions for events to occur.

Definition 30 (Substitutions) & substitutions are functions of type £ —
£ that distribute over all language constructs, and that map all but a finite
number of basic propositions to themselves. £ substitutions can be represented
as sets of bindings

{p1—=o1,...., 00— 00}

where all the p; are different . If o is a £ substitution, then the set {p €
P | o(p) # p} is called its domain, notation dom(c). Use € for the identity
substitution. Let SUBg be the set of all £ substitutions.

Definition 31 (Epistemic Models under a Substitution) If M = (W,
V., R) is an epistemic model and o is a £ substitution (for an appropriate
epistemic language &), then Vi is the valuation given by Ap - [o(p)]M. In
other words, Vi assigns to w the set of worlds w in which o(p) is true. For

M = (W,V,R), call M the model given by (W,V{, R).

Definition 32 (Update Models) An update model for a finite set of agents
N with a language £ is a quadruple U = (E, R, pre, sub) where

E={ey,...,en_1} is a finite non-empty set of events,

R: N — o(E?) assigns an accessibility relation R(a) to each agent a € N.
pre : E — & assigns a precondition to each event,

sub : E — SUBg assigns a &£ substitution to each event.

A pair U, e is an update model with a distinguished actual event e € E.

In these definitions, .Z can be any language that can be interpreted in the
models of Definition 1. Note that an ‘action model’ in the sense of [1] is a
special update model in our sense, where sub assigns the identity substitution
€ to every event. Our substitutions then take the original action model philos-
ophy one step further. In particular, our notion of update execution will reset
both basic features of information models: epistemic accessibility relations, but
also the propositional valuation. Section 4.3 then presents a dynamic logic for
communication and real change based on these general update models.
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Remark: Information Change and Real Change Note that the world-
changing feature is modular here. Readers only interested in epistemic infor-
mation flow can think of models in the original dynamic epistemic style. All
of our major results hold in this special case, and proofs proceed by merely
skipping base steps or inductive steps involving the substitutions.

Executing an update is now modeled by the following product construction.

Definition 33 (Update Execution) Given a static epistemic model M =
(W,R,V), a world w € W, an update model U = (E, R, pre, sub) and an action
state e € E with M,w = pre(e), we say that the result of executing U, e in
M, w is the model M o U, (w,e) = (W', R, V"), (w,e) where

[ ] W, = {(ny) | M7U ): pre(f>};
e R(a) = {((v,9), (u,g)) | (v,u) € Ra) and (f,g) € R(a)},
e V(p) = {(0.7) | M. v = sub(f)(p)}

Once again, Definitions 32 (with all substitutions set equal to €) and 33 provide
a semantics for the logic of epistemic actions LEA of [1]. The basic epistemic
language A ga can then be extended with dynamic modalities [U, e]p, where
a U is any finite update model for £ ga. These say that ‘every execution of
U, e yields a model where ¢ holds’

M,w |= [U,e|p iff M, w = pre(e) implies that M o U, (w,e) | ¢

In [1] an axiomatic system for LEA is presented with a, somewhat complicated,
completeness proof, without reduction axioms for common knowledge. Our
analysis to follow will improve on this.

To see what is needed, observe that, again, the semantic intuition about the
crucial case M,w = [U,e]Cpyp is clear. It says that, if there is a B-path
Wo, - - ., Wy, (With wg = w) in the static model and a matching B-path ey, ..., e,
(with ey = e) in the update model with M, w; |= pre(e;) for all i < n, then
M, w, [ ¢. To express all this in the initial static model, it turns out to
be convenient to choose a representation of complex epistemic assertions that
meshes well with update models.

Now, the relevant finite paths in static models involve strings of agent accessi-
bility steps and tests on formulas. And these finite traces of actions and tests
are precisely the sort of structure whose study led to the design of propositional
dynamic logic (PDL). Initially, PDL was designed for the analysis of programs.
In what follows, however, we will give it an epistemic interpretation.
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4.2 Epistemic PDL

The language of propositional dynamic logic and all further information about
its semantics and proof theory may be found in [16], which also has references
to the history of this calculus, and its original motivations in computer science.
We briefly recall some major notions and results.

Definition 34 (PDL, Language) Let a set of propositional variables P and
a set of relational atoms N be given, with p ranging over P and a over N.
The language of PDL is given by:

pu=T[p|-p|p1Aps] e
mu=a |l | m;m | M Umg | T

We employ the usual abbreviations: L is shorthand for =T, ¢1Vs is shorthand
for =(—p1 A —a), w1 — ¢y is shorthand for = (@1 A ps), 1 <> @9 is shorthand
for (o1 — w2) A (2 — 1), and (m)¢p is shorthand for —[r]—p.

Definition 35 (PDL, Semantics) The semantics of PDL over P, N is given
in models M = (W,R,V) for signature P,N. Formulas of PDL are inter-
preted as subsets of W, relational atoms a as binary relations on W (with the
interpretation of relational atoms a given as R(a)), as follows:

[T =w
1" =V (p)
[—o]™ =W\ [o]™
[e1 A @a]™ = [iea]™ N [p]
[ [7]e]™ ={w € W | Vv if (w,v) € [x]" then v € [¢]™}
[a]" = R(a)
2ol = {(w,w) e W x W | w € [p]"}
[ry; ma] ™ = [m]™ o [ma]
[ U] = [m]™ U [mo]
[7*1" = ([=]"")*

Here ([7]™)* is the reflexive transitive closure of binary relation [x]™. If
w € W then we use M, w = ¢ for w € [p], and we say that ¢ is true at w.
A PDL formula ¢ is true in a model if it holds at every state in that model.
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These definitions specify how formulas of PDL can be used to make assertions
about PDL models. E.g., the formula (a) T says that the current state has an
R(a)-successor. Truth of (a)T in a model says that R(a) is serial.

Note that ? is an operation for mapping formulas to programs. Programs of
the form 7@ are called tests; they are interpreted as the identity relation,
restricted to the states s satisfying the formula ¢.

If o ={p1+— ¢1,...,0n — pn} is a PDL substitution, we use ¢ for o(y) and
77 for o(m). We can spell out ¢7 and 77, as follows:

TO =T a’ =a
P’ =olp) ()7 =797
(=) =" (mm)? = 77w
(D1 A p2)? = @7 Ap§ (m Umy)” = 7] Ung
([we)” = 1rle” (@) = (@)~

The following holds by simultaneous induction on the structure of formulas
and programs:

Lemma 36 (Substitution) For all PDL models M, all PDL formulas o, all
PDL programs m, all PDL substitutions o:

M,w = ¢ iff M?,w | .

(w,w') € [7°M iff (w,w') € [x]M".

This is just the beginning of a more general model-theory for PDL, which is
bisimulation-based just like basic modal logic.

One striking feature of PDL is that its set of validities is decidable, with a
perspicuous axiomatization. We display it here, just to fix thoughts — but no
details will be used in what follows.

Theorem 37 The following axioms and inference rules are complete for PDL:

(K) F [l — ) = ([nlp — [7])
(test) F [Tp1]p2 < (01 — p2)
(sequence) = [my;ma)p <= [m][ma]e
(choice) F [m Umsp < [mi]e A [ma]e
(miz) = [1]p < o A [r][7*]e
(induction) = (o A [7*](¢ — [7]@)) — [77]¢
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and the following rules of inference:

(Modus Ponens) From + @1 and - @1 — s, infer F .
(Modal Generalisation) From b ¢, infer b [n]e.

In the rest of this paper, we are going to use PDL for a very special purpose,
viz. as a rich epistemic language. This may be confusing at first sight, since
the objects in our update models are events, and hence one might naturally
think of a propositional dynamic logic for sequences of these. The latter use
would be close to describing operational structure on update models viewed
as programs, which we noted in Section 2, but then decided to forego. We ask
the reader to firmly resist this association henceforth, and focus instead on the
following epistemic perspective ([24,28]). To make the distinction even clearer,
we will often refer to propositional dynamic logic in this epistemic guise as

E-PDL.

Atomic relations will be epistemic accessibilities of single agents. Compositions
like by; by then express the ‘levels of knowledge” of Parikh: if ¢ expresses that
by wants by to pick up the children, then [by;by]p states that b; knows that
by knows what is expected of him (a precondition for being at ease about
the arrangement). Next, if B C N and B is finite, we use B as shorthand
for by U by U - - -. Under this convention, the general knowledge operator Epp
takes the shape [B]y, while the common knowledge operator Cgp appears as
[B*], i.e., [B]p expresses that it is general knowledge among agents B that
¢, and [B*]¢ expresses that it is common knowledge among agents B that .
In the special case where B = ), B turns out equivalent to 7L, the program
that always fails. In the same vein, common belief among agents B that ¢
can be expressed as [B; B*]p. But E-PDL is much richer than these notions, in
that it also allows for much more complex combinations of agent accessibility
relations, corresponding to some pretty baroque ‘generalized agents’. We have
found no practical use for these at present, but they are the price that we
cheerfully pay for having a language living in expressive harmony with its
dynamic superstructure — as will be described now.

4.8 LCC, a Dynamic Logic of Communication and Change

Now we have all the ingredients for the definition of the logic of communication
and change.

Definition 38 (LCC, Language) The language L cc is the result of adding
a clause [U, el for update execution to the language of E-PDL, where U is an
update model for L cc.

Definition 39 (LCC, Semantics) The semantics [p]™ is the standard se-

32



mantics of PDL, with the meaning of [U,elp in M = (W, R, V) given by:

[[U,ele]™ = {w e W | if M,w = pre(e) then (w,e) € [o]™°V}.

We have to check that the definition of execution of update models is well
behaved. The following theorems state that it is, in the sense that it preserves
epistemic model bisimulation and update model bisimulation (the correspond-
ing theorems for LEA are proved in [1]).

Theorem 40 For all PDL models M,w and N,v and all formulas ¢ € 2L cc

If M,w= N, v then w € []™ iff v € [p]™

This theorem must be proved simultaneously with the following result.
Theorem 41 For all PDL models M,w and N,v, all update models U, e:
If Mw<= N,v then M oU,(w,e) =N oU, (v,a).

Proof We prove both results simultaneously by induction on formulas ¢ and
the preconditions of the relevant update models.

e Proof of Theorem 40: the base case for propositional variables and the cases
for negation, conjunction, and program modalities is standard. The only
interesting case is for formulas of the form [U, e]p. Suppose w € [[U, e]p]M.
Therefore w € [pre(e)] implies (w,e) € [p]*°V. By the induction hypoth-
esis w € [pre(e)]M iff v € [pre(e)]" and MoU, (w,e)<=> NoU, (v,e). Then, by
applying the induction hypothesis to M oU, (w,a) and NoU, (v, e), we infer
v € [pre(e)]" implies (v, e) € [¢]V°Y. By the semantics this is equivalent to
v € [[U,e]p]". The other way around is completely analogous.

e Proof of Theorem 41: Let B be a bisimulation witnessing M, w<< N, v. Then
the relation C' between W), x Ey and Wy x Ey defined by

(w,e)C(v,f) iff wBv and e = f

is a bisimulation.

The induction hypothesis guarantees that (w,e) exists iff (v,f) exists.

Suppose (w,e)C(v,f). Then wBv and e = f. The only non-trivial check
is the check for sameness of valuation. By wBv, w and v satisfy Vi, (w) =
Vn(v). By e =f, e and f have the same substitution o. By the fact that w
and v are bisimilar, by the induction hypothesis we have that w € [¢]™ iff
v € [o]. Thus, by Vis(w) = Vi (s) and the definition of V7 and Vg, we
get Vi (w) = Vg (v).

O
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Theorem 42 For all PDL models M, w, all update models Uy,e and Usg, f:
If Ul, eﬁUg,f then M o Ul, (U}, e)@M o UQ, (w, f)

Proof Let R be a bisimulation witnessing U;,e< Uy, f. Then the relation C'
between W)y, x Ey, and Wy, x Ey, given by

(w,e)C(v,f) iff w = v and eRf
is a bisimulation.

Suppose (w,e)C(v,f). Then w = v and eRf. Again, the only non-trivial check
is the check for sameness of valuation. By eRf, the substitutions o of e and 7 of
f are equivalent. By w = v, Vi (w) = Vi (v). It follows that V7 (w) = V7 (v),
i.e., (w,e) and (v,f) have the same valuation. O

4.4 Fxpressive Power of LCC

Now, if we have designed things well, the dynamic system just defined should
be in harmony with its static substructure. In particular, we expect reduction
axioms for compositional analysis of the effects of arbitrary update models:
[U, e][m]¢. These will then, if one wants to phrase this somewhat negatively,
‘reduce LCC to E-PDL.” As before, the quest for such principles starts with an
attempt to describe what is the case after the update in terms of what is the
case before the update. In case of LCC, epistemic relations can take the shape
of arbitrary E-PDL programs. So we must ask ourselves how we can find, for
a given relation [r]*°Y a corresponding relation in the original model M, w.

A formula of the form (U, e;)(m)y is true in some model M, w iff there is a
m-path in M o U leading from (w, e;) to a ¢ world (v, e;). That means there is
some path w...v in M and some path e; . ..e; in U such that (M, w) = pre(e;)
and ...and (M,v) |= pre(e;) and of course (M,v) = (U,e;)p. The program
T (m), to be defined below, captures this. A T} (7)-path in the original model
corresponds to a m-path in the updated model. But in defining TU( ) we
cannot refer to a model M. The definition of the transformed program T ()
only depends on 7, U, e; and e;. These program transformers are used in the
reduction axiom, which can be formulated as follows:

U, e][m go<—>/\ U, ejle

The remainder of this section is directed towards showing that this axiom is
sound (Theorem 48). Our main new technical contribution in this paper lies
in the machinery leading up to this.
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The program transformer T}JJ is defined as follows:

Definition 43 (7;] Program Transformers)

Tpre(e;);a if e;R(a)ey,

TY(a) =
71 otherwise
‘7 . . . . — .
7’11[;(790) — ° (pre(el) /\ [U’ el]go) Zf ¢ j’

71 otherwise

n—1

T (m1;ma) = | (T (m1); Ty (72))
k=0

T (m U ma) = Tpj (m) U T (m2)
U/ _*x\ _ 17U
Tz’j (%)= Kijn(ﬂ-)

where KY

ijn

(m) is given by Definition 44.

We need the additional program transformer K, in order to build the paths
corresponding to the transitive closure of 7 in the updated model step by
step, where we take more and more worlds of the update model into account.
Intuitively, K, () is a (transformed) program for all the 7 paths from (w, e;)
to (v,e;) that can be traced through M o U while avoiding a pass through
intermediate states with events e; and higher (this is the thrust of Definition
44). Here, a 7 path from (w, €;) to (v, e;) is a path of the form (w, e;), (v, e;) (in
case i = j), or (w,e;)—— - (v, e;). Intermediate states are the states at
positions - - - where a 7 step ends and a 7 step starts. Note that the restriction
only applies to intermediate states. States passed in the execution of m may
involve events e,, with m > k. A given intermediate state e, may occur more
than once in a 7 path.

Just as the definition of Tll; () does not refer to a concrete model M, also
K3, () does not depend on a concrete model M. We only need to be concerned
about the paths from e; to e; that could be the event components in a m-path
in the updated model. Thus, Kgo(w) is a program for all the paths from e; to
e; that can be traced through U without stopovers at intermediate states that
could yield a 7w path in an updated model. If i = j it either is the skip action
or a direct 7 loop, and otherwise it is a direct Tg(ﬂ) step. This explains the

base case in the following notion:

Definition 44 (K, Path Transformers) K}, (r) is defined by recursing
on k, as follows:
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T UTY(m) i

Kz'Lj'()(Tr) =
T (m) otherwise
(Kllcjkk(ﬂ-»* ifi=k=j,
(Klchkk(W»*; Kllcjjk(ﬂ—) ifi=k#j,

KY (1) =

EOTY K, (o) () fitk=)

K (m) U (K ()5 (B gy, ()% Ky (7)) E’f@fré”iiej).

Concrete applications of Definitions 43 and 44 are found in Section 5. The
next theorem states that the program transformation yields all the paths in
the original model that correspond to paths in the updated model.

Theorem 45 (Program Transformation into E-PDL) For all update mo-
dels U and all E-PDL programs m, the following equivalence holds:

(w,v) € [T5(m); 2pre(e)]™ iff (w,e:), (v,e;)) € [x]*.

To prove Theorem 45 we need two auxiliary results.

Lemma 46 (Constrained Kleene Path) Suppose
(w,v) € [T5;(m); Tpre(ep)]" iff ((w, &), (v,e))) € [] ¥V

Then (w,v) € [KJ(m); ?pre(e;)]™ iff there is a m path from (w,e;) t (v,e;)

in M o U that does not have intermediate states --- ——(u,e,)——--- with
r>k.

Proof We use induction on k&, following the definition of KV, , distinguishing

ijk>
a number of cases.

(a) Base case k = 0, subcase i = j: A m path from (w,e;) to (v,e;) in M o U
that does not visit any intermediate states is either empty or a single 7 step
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from (w,e;) to (v,e;). Such a path exists iff

(w,e;).(v,e;)) € [7T U r]MeY
iff (assumption) (w,v) € [T (?T Un); ?pre(e;) ]V
iff (definition T77) (w,v) € [?(pre(e;) A [U,e;] T) U T (m); ?pre(e;)] "
iff (i = j, (w,v) € [?7T U T (r); 7pre(e;)[ ¥

so pre(e;) = pre(e;))
iff (definition KEO) (w,v) € [[KZ-L]J-O(W)§ ?pre(ej)]]M.

(b) Base case k = 0, subcase i # j: A 7 path from (w,e;) to (v,e;) in M o U
that does not visit any intermediate states is a single = step from (w,e;) to
(v,e;). Such a path exists iff

(w,e:).(v,¢5)) €[]
iff (assumption) (w,v) € [T} (m); ?pre(e;)]"
iff (definition K3y) (w,v) € [Kjy(m); ?pre(e;)]*M.

(c) Induction step. Assume that (w,v) € [K3,.(m); ?pre(e;]" iff there is a 7

path from (w, e;) to (v,e;) in M oU that does not pass through any pairs (u, e)
with e € {eg,...,e, 1}

We have to show that (w,v) € [[KU(,Hl (m); 7pre(e;]™ iff there is a 7 path
from (w,e;) to (v,e;) in M o U that does not pass through any pairs (u,e)
with e € {egy1,..., €01}

Case i = k = j. A m path from (w,e;) to (v,e;) in M o U that does not pass
through any pairs (u,e) with e € {ex41,...,€,_1} now consists of an arbitrary
composition of 7 paths from e, to e; that do not visit any intermediate states
with event component e, or higher. By the induction hypothesis, such a path
exists iff (w,v) € [(Kj(m))*; ?pre(e;]" iff (definition of Ky, ,)) (w,v) €

[[Kilj‘(k-i—l)(ﬂ-); Tpre(e;]".

Case i = k # j. A m path from (w,e;) to (v,e;) in M o U that does pass
through any pairs (u,e) with e € {egs1,...,€,-1} now consists of a m path
starting in (w,e;) visiting states of the form (u,e;) an arbitrary number of
times, but never visiting states with event component e, or higher in between,
and ending in (v, e;), followed by a 7 path from (u,e;) to (v,e;) that does
not visit any pairs with event component e € {eg,...,e,_1}. By the induc-
tion hypothesis, a 7 path from (w,e;) to (u,e) of the first kind exists iff
(w,u) € [(Kp(m))*; 7pre(ex)]™. Again by the induction hypothesis, a path
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from (u,e;) to (v,e;) of the second kind exists iff (u,v) € [K};; ?pre(e;)]*.
Thus, the required path from (w,e;) to (v,e;) in M o U exists iff (w,v) €

[(Kper (7)) s Ky ()5 ?pre(e;)] ", which, by the definition of K”(kﬂ) is the
case iff (w,v) € [[Kzg(kﬂ)( m); 7pre(e;)]M
The other two cases are similar. O

Lemma 47 (General Kleene Path) Suppose (w,v) € [T (r)); ?pre(e;)]"
iff there is a 7 step from (w,e;) to (v,e;) in M oU.

Then (w,v) € [K}),(m)); ?pre(e;)[" iff there is a m path from (w,e;) to (v, ;)
in M o U.

Proof Suppose (w,v) € [T}j(7); ?pre(e;)]" iff there is a 7 path from (w, e;) to
(v,ej) in M oU. Then, assuming that U has states ey, ..., e,_1, an application
of Lemma 46 yields that K () is a program for all the 7 paths from (w, e;)

igjn
to (v,e;) that can be traced through M o U, for stopovers at any (u,e;) with
0<k<n-—1 are allowed. O

Lemma 47 explains the use of K, in the clause for 7* in Definition 43. Now,
we can clinch matters:

Proof of Theorem 45. This time, we use induction on the structure of .

Base case a:

(w,v) € [Tj;(a); ?pre(e;)]"
iff (w,v) € [?pre(e;); a; ?pre(e;)]M and e;R(a)e,
iff M,w k= pre(e;), (w,v) € [a]™,e;R(a)e; and M,v = pre(e;)
i ((,e), (v,¢;)) € [7]V.

Base case 7, subcase i = j:

(1,0) € [TY(%): Tpre(e,) |
i (w,v) € [2(pre(e;) A U, e]); 7pre(e;)]
iff w=wvand M,w |= pre(e;) and M, w |= [U, e;]p
iff w=wvand M,w |= pre(e;) and M, w |= pre(e;) implies M o U, (w,¢;) = ¢
iff w=vand MoU, (w,e) ¢
iff ((w,e), (v,e5)) € [2]"Y.
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Base case 7, subcase i # j:

(w,v) € [TH(?p); ?pre(e;)]"
iff (w,v) e [?L]M
iff ((w7ei)’ (U’ej>> S [[?(p]]MoU‘

Induction step: Now consider any complex program 7 and assume for all com-
ponents 7’ of 7 that:

(w,v) € [T35(x"); Tpre(e)]" iff ((w, &), (v.e)) € [7].

We have to show:

(w,v) € [T35(m); 7pre(e))] " iff ((w,e:), (v, ;) € [7]"V.

Here are the three relevant program operations: m = 7; mo:

iff
iff
ifft

iff (ih)

ift

iff

iff (ih too)

iff

(w,v) € [T} (m1;m2); Ppre(e; ) ]M

(1.0) € UL (TY(m): T (2)): Ppre(e )]

for some k € {0,...,n — 1} (w,v) € [T(m); Ty (m2); 7pre(e;)]M
for some k € {0,...,n — 1} and some u € W

(w, u) € [T (m)]" and (u,v) € [Tyj(m2); ?pre(e;)]™

for some k € {0,...,n — 1} and some u € W

(w,u) € [Ti(m)[" and ((u,ex), (v,e;)) € [ma] "

for some k € {0,...,n — 1} and some v € W

(w,u) € [Ti(m)[", and

M, u [= pre(e) and ((u,ey), (v,e;)) € [mg]™°Y

for some k € {0,...,n — 1} and some u € W

(w,u) € [Tig(m); pre(ex)]" and ((u,er), (v,e;)) € [ra] M
for some k € {0,...,n — 1} and some u € W

((wye0), (1,00)) € 1]V and ((u,ex), (vse,)) € [ra] M

(w,e), (v, ¢;)) € [x]MV.
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(w,v) € [T (my U ma); 7pre(e;) [
iff (w,v) € [(Ti (m1) UT; (m2)); 7pre(e;)]™
iff  (w,v) € [(T(m); ?pre(e;)) U (T (m2) 7pre(e;)) [V
iff (w,v) € [T (m1); ?pre(e;) [ or (w,v) € [T} (m2); ?pre(e;) ]V
iff (ih) ((w, ), (v,e5)) € [m]"Y or ((w,e;), (v,¢;)) € [m] ¥
it ((we), (ve) € [T

(w,v) € [T3j(m); 7pre(e;)]"
iff (definition ng) (w,v) € [[K;jjn( ); 7pre(e;) M
iff (ih, Lemma 47) there is a w path from (w,e;) to (v,e;) in M o U
iff (w, &), (v,€5)) € [V
0

Theorem 48 (Reduction Equivalence) Suppose that the model U has n
states eq,...,e,_1. Then:

M, w = [U, e][r]e @ﬁMw):/\ U, &5]e.
Proof The result is derived by the following chain of equivalences:

M, w = [U, ei][mp
iff M, w = pre(e;) implies M o U, (w, &;) = [r]e
iff Yo e W,j€{0,...,n—1} with (w, &), (v,e;)) € [r]°Y,
MoU,(ve)) = ¢
iff (Thm 45) Yo € W,j € {0,...,n — 1} with (w,v) € [T}(7); ?pre(e;)]",
MoU, (v,e) = ¢

iff Vo e W,j €{0,...,n— 1} with (w,v) € [T}{(m)]",
M, v = pre(e;) implies M o U, (v,¢;) = ¢

iff Vo e W,j€{0,...,n—1} with (w,v) € [T (m)]",
M,v = [U,glp

i Mw = TSI, el
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O

What the Reduction Equivalence tells us is that LCC is equivalent to E-PDL,
and hence, that a proof system for LCC can be given in terms of axioms that
reduce formulas of the form [U, e]p to equivalent formulas ¢ with the property
that their main operator is not an update modality for U. First, we state the
former model-theoretic expressiveness result, which is the first main theorem
of this paper:

Theorem 49 (‘LCC = E-PDL’) The languages of LCC and E-PDL have equal
expressive power.

The earlier-mentioned similarity between finite automata and our current ap-
proach is most striking in the definition of the transformation for starred pro-
grams. The definition of transformed 7* paths in terms of operators K;;x ()
resembles the definition of sets of regular languages L; generated by moving
through a non-deterministic finite automaton without passing through states
numbered k or higher, in the well-known proof of Kleene’s Theorem. Textbook
versions of its proof can be found in many places, e.g., [19, Theorem 2.5.1].

Another, more technical, interpretation of Theorems 11, 12 is that they es-
tablish a strong closure property for propositional dynamic logic: not just un-
der the usual syntactic relativizations to submodels, but also under syntactic
counterparts for much more general model transformations.

4.5 Reduction Axioms and Completeness for LCC

The results from the previous section point the way to appropriate reduction
axioms for LCC. In the axioms below p**®(e) is sub(e)(p) if p is in the domain
of sub(e), otherwise it is p.

Definition 50 (Proof System for LCC) The proof system for LCC consists
of all axioms and rules of PDL, plus the following reduction axioms:

U,e] T T
[U,elp < (pre(e) — p™*©)
U, €] < (pre(e) — —[U, elp)
(U, e](¢1 A 2) < ([U, eJpr A [U, e]p2)

U elwle = A T, el

J=0

plus inference rules of necessitation for all update model modalities.
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The last, and most crucial, of the reduction axioms in the given list is based
on program transformation. Incidentally, if slightly more general updates with
so-called ‘multiple pointed update models’ (cf. [12]) are added to the language,
we would need this additional reduction axiom:

U W = A U, e

eeW

As before with logics for public announcement, these reduction axioms also
drive a translation procedure. The results of Section 4.4 tell us that LCC is
no more expressive than E-PDL; indeed, program transformations provide the
following translation:

Definition 51 (Translation) The function t takes a formula from the lan-
guage of LCC and yields a formula in the language of PDL.

t(T) =T r(a) =a

t(p) = r(B) =B

t(=p) = (i) r(?e) = "i(p)

t(p1 A p2) = (1) ANt(p2) r(mme) = r(m);r(me)
t([mle) = [r(m)]t(p) r(m Umg) = r(m) Ur(m)
t([U,e]T) =T r(m*) = (r(m))*.
t([U, elp) = t(pre(e)) — p**

t([U, e] ) = t(pre(e)) — t([U, €]p)

t([U, e](e1 A p2) = t([U, elp1) AL([U, elga)

t(U,ellmle = NS [T (r(m)]E([U, e5]p)

t([U,e][U, elp = t([U,eft([V",ep))

The correctness of this translation follows from direct semantic inspection,
using the program transformation corollary for the translation of [U,e;][n]¢
formulas. The clause for iterated update modalities gives rise to exactly the
same comments as those made for PAL-RC in Section 3.5.

As for deduction in our system, we note the following result:
Theorem 52 (Completeness for LCC) = ¢ iff - .

Proof The proof system for PDL is complete, and every formula in the lan-
guage of LCC is provably equivalent to a PDL formula. O
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5 Analyzing Major Communication Types

Our analysis of LCC has been abstract and general. But the program transfor-
mation approach has a concrete pay-oft! It provides a systematic perspective
on communicative updates that occur in practice. For public announcement
and common knowledge, it was still possible to find appropriate reduction
axioms by hand. Such axioms can also be generated automatically, however,
by program transformation, as we will now show. This method then allows us
to deal with much more complicated cases, such as secret group communica-
tion and common belief, or subgroup announcement and common knowledge,
where axiom generation by hand is infeasible. For a border-line case, see [27]
for a direct axiomatization of the logic of subgroup communication with com-
mon knowledge — a topic conspicuously absent from, e.g., [14]. Our analysis
obviates the need for this laborious, and error-prone, work.

The following generated axioms may look unwieldy, illustrating the fact that
E-PDL functions as an assembler language for detailed analysis of the higher
level specifications of communicative updates in terms of update models. But
upon closer inspection, they make sense, and indeed, for simple communicative
scenarios, they can be seen to reduce to EL-RC.

5.1  Public Announcement and Common Knowledge

The update model for public announcement that ¢ consists of a single state eq
with precondition ¢ and epistemic relation {(eg,eg)} for all agents. Call this

model P,.
)
GQQP

We are interested how public announcement that ¢ affects common knowledge
in a group of agents B, i.e., we want to compute [P,, eo][B*|. For this, we
need To? (B*), which equalled Ko (B).

To work out Kof (B), we need Ko (B), and for Ko (B), we need Té;‘”(B),
which turns out to be Upep(?p;b), or equivalently, 7¢; B. Working upwards
from this, we get:

Ko (B) =2T UTy? (B) =?T U (?¢; B),

and therefore:
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Kot (B) = (Ko (B))*
=(*TU(?p; B))
(7¢; B)*.

Thus, the reduction axiom for the public announcement update P, with re-
spect to the program for common knowledge among agents B, works out as
follows:

[Py, €0][B*J¢) = [Ty (B")][Py, e0]th
= [Kofi (B)][ P, el
< [(79; B) [Py, eo] .
This expresses that every B path consisting of ¢ worlds ends in a [P,, eyt

world, i.e., it expresses what is captured by the special purpose operator
Cp(p, 1) from Section 3.2.

5.2 Secret Group Communication and Common Belief

The logic of secret group communication is the logic of email ‘cc’ (assum-
ing that emails arrive immediately and are read immediately). The update
model for a secret group message to B that ¢ consists of two possible events
€9, €1, where ey has precondition ¢ and e; has precondition T, and where the
accessibilities T" are given by:

T = {eoR(b>eo | be B} U {eOR(a)e1 | a€eN \ B} U {elR(a)el | ac N}
The actual event is eg. The members of B are aware that ¢ gets communi-
cated; the others think that nothing happens. In this thought they are mis-

taken, which is why ‘cc’ updates generate KD45 models: i.e., ‘cc’ updates make
knowledge degenerate into belief.
)
€1
-
!

N\ B

()
B
We work out the program transformations that this update engenders for

common knowledge among a group of agents D. Call the update model CC? )
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ccB ccB ccB ccB
: @ @ @ @
We will have to work out Kyp* D, Ky5,” D, K{15° D, K53" D.
ccB ccB ccB ccB
For these, we need Kyy,” D, Ky;° D, Ki1,° D, K,5,” D.
ccB

For these in t A1 KD K p K°°p. k% p

For these, we need:

ccB
Too *D = U (7p;d) =79 (BN D)

deBND
ocy ? ?
To *D= |J (?¢;d) =7?¢;(D\ B)
deD\B
ccB
Tll LPD:D

B
T D=71
It follows that:

cchB
ccB
Ky10” D ="¢; (D \ B)
cch
B
Kot D=171

From this we can work out the K, as follows:

ccB .
Kop1* D= (T¢; (BN D))

ccs *
Ky," D= (?% (B N D)) ; (D \ B)
cce

B
KigfD=7L.

Finally, we get Ky and Kgio from this:
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Ko™ D =Koy D U Kyii D; (K1y5” DY Ko, D
= K&?ED (since the right-hand expression evaluates to 7.1)
=(?¢; (BN D))*
Koo’ D=Kg\* DU Kyss? Di (Kp” D)’
= Ky D; (Ky® D)
=(?p; (BN D)% (D\ B); D*.

Thus, the program transformation for common belief among D works out as
follows:

[CCZ, eo] [D*]0

(73 (BN D))][CCZ et A (3 (BN D))" (D \ B); DY][CCZ, el

This transformation yields a reduction axiom that shows that EL-RC also
suffices to provide reduction axioms for secret group communication.

5.8  Group Messages and Common Knowledge

Finally, we consider group messages. This example is one of the simplest cases
that shows that program transformations gives us reduction axioms that are
no longer feasible to give by hand.

The update model for a group message to B that ¢ consists of two states
€y, €1, where ey has precondition ¢ and e; has precondition T, and where the
accessibilities T are given by:

T = {egR(b)ey | b € B}U

{e1R(b)e; | b € B}U
{eoR(a)e; | a € N\ B}U
(a)ey | a € N\ B}.

This captures the fact that the members of B can distinguish the ¢ update
from the T update, while the other agents (the members of N \ B) cannot.
The actual event is ey. Call this model Gf.
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N
®
N{B

()
N
A difference with the ‘cc’ case is that group messages are S5 models. Since
updates of S5 models with S5 models are S5, group messages engender common
knowledge (as opposed to mere common belief). Let us work out the program
transformation that this update engenders for common knowledge among a
group of agents D.
) GB GB GB GB
We will have to work out Kyg5 D, Ky 5D, K15D, K05 D.
B B B B
For these, we need Kot D, Kot D, K2 D, K. D.

. GB GB GB GB
For these in turn, we need Ky D, Ky 5D, K150, KipD.

For these, we need:

GB
Too" D = U (?SOQ d) =70; D,

deD
GB
T D= |J (P¢;d) =7¢;(D\ B),
deD\B
GB
T11<P D= D7

GB
It follows that:

GB
Koo D ="7T U (?¢; D),
GB
Koo D ="p; (D \ B),
B
K{eD=?TUD,

B
@

KigD=D\ B.
From this we can work out the Kj;;;, as follows:
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Ko D= (%; D)",

K§i D= (7%, D)*;7¢; D\ B,
K{iD=2TUDU(D\ B;(?: D)";%; D\ B),
Ki5;D=D\ B;(?: D)"

Finally, we get Ky and Ko from this:

GB G GB GE ., ..GEB
Kooy D= Kyoi DU Ko D; (K11 D)*; K97 D
=(7¢; D) U
(7¢; D)*;?20; D\ B; (DU (D \ B; (?¢; D)*;7¢; D\ B))™;
D\ B; (?p; D)*,
GE GB GE .,
ngD:KoﬁD;(KnﬁD)
= D) 793 D\ B; (DU (D \ B; (T9; D)*; 793 D\ B))*.

Abbreviating DU (D \ B; (?¢; D)*; 7¢p; D\ B) as m, we get the following trans-
formation for common knowledge among D after a group message to B that
®:

[GZ el [D"]Y

[(?0; D)* U ((?9; D)*; 70; D\ B; ;D\ B; (7; D)*)||GE, el A
[(7¢; D)*;7¢; D\ B;W*][Gf, e1]1.

This formula makes it clear that, although we can translate every formula of
LCC to PDL, higher order descriptions using update models are more conve-
nient for reasoning about information change.

One interesting side-effect of this bunch of illustrations is that it demonstrates
the computational character of our analysis. Indeed, the above axioms were
found by a machine! Cf. [9] on the use of computational tools in exploring the
universe of iterated epistemic updates.

6 Conclusion and Further Research

Dynamic-epistemic logics provide systematic means for studying exchange of
factual and higher-order information. In this many-agent setting, common
knowledge is an essential concept. We have presented two extended languages
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for dynamic-epistemic logic that admit explicit reduction axioms for common
knowledge resulting from an update: one (PAL-RC) for public announcement
only, and one (LCC with its static base E-PDL) for general scenarios with
information flow. These systems make proof and complexity analysis for in-
formative actions more perspicuous than earlier attempts in the literature.
Still, PAL-RC and LCC are just two extremes on a spectrum, and many fur-
ther natural update logics may lie in between. We conclude by pointing out
some further research topics that arise on our analysis.

o Downward in expressive power from E-PDL. Which weaker language frag-
ments are in ‘dynamic-static harmony’, in the sense of having reduction
axioms for compositional analysis of update effects, and the corresponding
meaning-preserving translation? Our program transformer approach does
work also with certain restrictions on tests in our full logic LCC, but we
have not yet been able to identify natural intermediate levels.

o Upward in expressive power from E-PDL. Which richer languages are in
dynamic-static harmony? A typical candidate is the epistemic pu-calculus,
which allows arbitrary operators for defining smallest and greatest fixed-
points. Indeed, we have a proof that the results of Section 3 extend to the
calculus PAL-p for public announcements, which takes the complete epis-
temic p-calculus for its static language (allowing no binding into announce-
ment positions). Our conjecture is that our expressivity and axiomatization
results of Section 4 also extend to the full p-calculus version of LCC. Cf. [7]
for a first proposal.

e Other notions of group knowledge. Another test of our methodology via re-
duction axioms are further notions of group knowledge. For instance, instead
of common knowledge, consider distributed group knowledge D gy consist-
ing of those statements which are available implicitly to the group, in the
sense of ¢ being true at every world reachable from the current one by the
intersection of all epistemic accessibility relations. The following simple re-
duction holds for public announcements: [p]|Dptp < (¢ — Dpglp|t). We
have not yet investigated our full system LCC extended with distributed
knowledge.

e Program constructions over update models. One can add the usual regu-
lar operations of composition, choice, and iteration over update models, to
obtain a calculus describing effects of more complex information-bearing
events. It is known that this extension makes PAL undecidable, but what
about partial axiomatizations in our style? One can also look at such ex-
tensions as moving toward a still richer epistemic temporal logic with future
and past operators over universes of finite sequences of events starting from
some initial model. This would be more in line with the frameworks of
[13,25], to which our analysis might be generalized.

e Alternative questions about update reasoning. With one exception, our re-
duction axioms are all schematically valid in the sense that substituting
arbitrary formulas for proposition letters again yields a valid formula. The
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exception is the base clause, which really only holds for atomic proposition
letters p. As discussed in [4], this means that certain schematically valid laws
of update need not be derivable from our axioms in an explicit schematic
manner, even though all their concrete instances will be by our complete-
ness theorem. An example is the schematic law stating the associativity of
successive announcements. It is not known whether schematic validity is
decidable, even for PAL, and no complete axiomatization is known either.
This is just one instance of open problems concerning PAL and its ilk for
public announcement (cf. the survey in [5]), which all return for LCC, with
our program transformations as a vehicle for generalizing the issues.

e Belief revision. Even though our language can describe agents’ beliefs, the
product update mechanism does not describe genuine belief revision. New
information which contradicts current beliefs just leads to inconsistent be-
liefs. There are recent systems, however, which handle belief revision as
update of plausibility rankings in models [6]. But so far, these systems only
handle beliefs of single agents. Our analysis of common belief might be added
on top of these, to create a more richly structured account of ‘group-based
belief revision’.

e General logical perspectives. Languages with relativizations are very com-
mon in logic. Indeed, closure under relativization is sometimes stated as
a defining condition on logics in abstract model theory. Basic modal or
first-order logic as they stand are closed under relativizations [A]p, often
written (p)#. The same is true for logics with fixed-point constructions, like
PDL (cf. [3]) or the modal p-calculus. E.g., computing a relativized least
fixed-point [A]up.¢(p) works much as evaluation of up.p(p) A A — which ac-
tually suggests a corresponding dynamic epistemic reduction axiom (cf. [7]).
The setting of Section 4 lifts relativization to some sort of ‘update closure’
for general logical languages, referring to relative interpretations in defin-
able submodels of products. Languages with this property include again
first-order logic and its fixed-point extensions, as well as fragments of the
pu-calculus, and temporal UNTIL logics.
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Revision
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Abstract. This paper shows how propositional dynamic logic (PDL)
can be interpreted as a logic for multi-agent belief revision. For that we
revise and extend the logic of communication and change (LCC) of [9].
Like LCC, our logic uses PDL as a base epistemic language. Unlike LCC,
we start out from agent plausibilities, add their converses, and build
knowledge and belief operators from these with the PDL constructs. We
extend the update mechanism of LCC to an update mechanism that han-
dles belief change as relation substitution, and we show that the update
part of this logic is more expressive than either that of LCC or that of
doxastic/epistemic PDL with a belief change modality. It is shown that
the properties of knowledge and belief are preserved under any update,
and that the logic is complete.

Keywords: PDL, epistemic dynamic logic, belief revision, knowledge
update.

1 Introduction

Proposals for treating belief revision in the style of dynamic epistemic logic (see
Gerbrandy [15], van Ditmarsch [12], van Benthem [6,10], and Baltag, Moss and
coworkers [3,1,2], or the textbook treatment in [13]) were made in [8] and [7],
where it is suggested that belief revision should be treated as relation substi-
tution. This is different from the standard action product update from [3], and
it suggests that the proper relation between these two update styles should be
investigated.

We propose a new version of action product update that integrates belief
revision as relation substitution with belief update by means of action product.
We show that this allows to express updates that cannot be expressed with
action product only or with relation substitution only.

We graft this new update mechanism on a base logic that can express knowl-
edge, safe belief, conditional belief, and plain belief, and we show that the proper
relations between these concepts are preserved under any update. The complete-
ness of our logic is also provided.

Our main source of inspiration is the logic of communication and change (LCC)
from [9]. This system has the flaw that updates with non-S5 action models may

W. Hodges and R. de Queiroz (Eds.): WoLLIC 2008, LNAI 5110, pp. 136-148, 2008.
© Springer-Verlag Berlin Heidelberg 2008



Propositional Dynamic Logic as a Logic of Belief Revision 137

destroy knowledge or belief. If one interprets the basic relations as knowledge re-
lations, then updating with a lie will destroy the S5 character of knowledge; sim-
ilarly, if one interprets the basic relations as belief, the relational properties of
belief can be destroyed by malicious updates. Our redesign does not impose any
relational conditions on the basic relations, so this problem is avoided. Our com-
pleteness proof is an adaptation from the completeness proof for LCC. The treat-
ment of conditional belief derives from [11]. Our work can be seen as a proposal
for integrating belief revision by means of relation substitution, as proposed in [7]
with belief and knowledge update in the style of [3].

2 PDL as a Belief Revision Logic

A preference model M for set of agents Ag and set of basic propositions Prop
is a tuple (W, P, V) where W is a non-empty set of worlds, P is a function that
maps each agent a to a relation P, (the preference relation for a, with wP,w’
meaning that w’ is at least as good as w), and V' is a map from W to P(Prop)
(a map that assigns to each world a Prop-valuation). A distinctive preference
model is a pair consisting of a preference model and a set of distinctive states
in that model. The intuitive idea is that the actual world is constrained to be
among the distinctive worlds. This information is typically not available to the
agents, for an agent’s knowledge about what is actual and what is not is encoded
in her P, relation (see below).

There are no conditions at all on the P,. Appropriate conditions will be im-
posed by constructing the operators for belief and knowledge by means of PDL
operations.

We fix a PDL style language for talking about preference (or: plausibility).
Assume p ranges over Prop and a over Ag.

=T |pl=¢[d1A¢2|I[r]d

mu=al|a |?7¢ | myme | T Ume | T

We use PROG for the set of program expressions (expressions of the form 7) of
this language.

This is to be interpreted in the usual PDL manner, with 7™ giving the
relation that interprets relational expression w in M = (W, P, V). [r]¢ is true in
world w of M if for all v with (w,v) € [ it holds that ¢ is true in v. We
adopt the usual abbreviations of L, ¢ V¢, ¢ — ¢, ¢ < ¢ and (m)¢.

The following additional abbreviations allow us to express knowledge, safe
belief, conditional belief and plain belief:

Knowledge. ~, abbreviates (a Ua”)*.

Safe belief. >, abbreviates a*.

Conditional belief. [—¢]y abbreviates (~g)¢ — (~a)(¢ A [>a](¢ — ).

Plain belief. [—,]¢ abbreviates [—]]¢. (note: it follows that [—,]¢ is equiva-
lent to (~g)[>4]9).
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We will occasionally use <, for the converse of >,.

Safe belief is belief that persists under revision with true information (see Stal-
naker [20]). The definition of [=¢]1 (conditional belief for a, with condition ¢) is
from Boutillier [11] This definition, also used in [5], states that conditional to ¢,
a believes in 1) if either there are no accessible ¢ worlds, or there is an accessible
¢ world in which the belief in ¢ — 4 is safe. The definition of [—¢]t) matches the
well-known accessibility relations —Z for each subset P of the domain, given by:

—>5:: {(z,y) | z~qy Ny € MIN<_ P},
where MIN<_ P, the set of minimal elements of P under <,, is defined as
{seP:Vs'eP(s <,s=s5<,5)}

This logic is axiomatised by the standard PDL rules and axioms ([19,18]) plus
axioms that define the meanings of the converses a” of basic relations a. The
PDL rules and axioms are:

Modus ponens and axioms for propositional logic
Modal generalisation From + ¢ infer + [7]¢

Normality F [7](¢ — ¥) — ([7]¢ — [7]|¥)
Test [?¢] (¢ V)

Sequence = [m1;m2]¢ < [m1][m2]d

Choice F[m Ume]g = ([m1]o A [ma]¢)
Mix H[m*]¢ < (¢ A [x][7*]8)
Induction F (¢ A [7*](¢ — [7]p)) — [7*]¢

The relation between the basic programs a and a” is expressed by the standard
modal axioms for converse:

F¢—lafla)e  F¢—[a](a)¢

Any preference relation P, can be turned into a pre-order by taking its reflexive
transitive closure P,*. So our abbreviation introduces the >, as names for these
pre-orders. The knowledge abbreviation introduces the ~, as names for the
equivalences given by (P, U P,")*. If the P, are well-founded, MIN< P will be
non-empty for non-empty P. Wellfoundedness of P, is the requirement that there
is no infinite sequence of different wy,ws,... with ... PywsP,w;. Fortunately,
we do not have to worry about this relational property, for the canonical model
construction for PDL yields finite models, and each relation on a finite model is
well-founded.

This yields a very expressive complete and decidable PDL logic for belief
revision, to which we can add mechanisms for belief update and for belief change.

Theorem 1. The above system of belief revision PDL is complete for preference
models. Since the canonical model construction for PDL yields finite models, it
is also decidable.
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Knowledge is S5 (equivalence), safe belief is S4 (reflexive and transitive), plain
belief is KD45 (serial, transitive and euclidean). Note that the following is valid:

(~a)[Zald = [~al(Za)(~a) [Zald

This shows that plain belief is euclidean.

3 Action Model Update

We give the definition of action models A and of the update product operation
® from Baltag, Moss, Solecki [3]. An action model is like a preference model for
Ag, with the difference that the worlds are now called actions or events, and
that the valuation has been replaced by a map pre that assigns to each event e
a formula of the language called the precondition of e. From now on we call the
preference models static models.

Updating a static model M = (W, P, V) with an action model A = (E, P, pre)
succeeds if the set

{(w,e) |we W,ee E,M,w = pre(e)}

is non-empty. The update result is a new static model M @ A = (W', P, V")
with

- W ={(w,e) |weW,ee E;M,w |= pre(e)},
— P is given by {(w,e), (v, f)) | (w,v) € Pa, (e, f) € Pa},
- V'(w,e) =V (w).

If the static model has a set of distinctive states W, and the action model a set
of distinctive events Fjy, then the distinctive worlds of M ® A are the (w, e) with
w € Wy and e € Ej.

Below is an example pair of a static model with an update action. The static
model, on the left, pictures the result of a hidden coin toss, with three onlookers,
Alice, Bob and Carol. The model has two distinctive worlds, marked in grey; h
in a world means that the valuation makes h true, & in a world means that
the valuation makes h false in that world. The P, relations for the agents are
assumed to be equivalences; reflexive loops for a, b, ¢ at each world are omitted
from the picture.

abc abc

The action model represents a secret test whether the result of the toss is h.
The distinctive event of the update is marked grey. The P; relations are drawn,
for three agents a, b, c. The result of the update is shown here:
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abe abc

abc

This result can be reduced to the bisimilar model below:

0 - O

The result of the update is that the distinction mark on the A world has
disappeared, without any of a, b, ¢ being aware of the change.

4 Adding Factual Change and Belief Change

Factual change was already added to update models in LCC. We will now also
add belief change. Let an action model with both changes be a quintuple.

A= (E,P,pre,Sub, SUB)

where E, P, pre are as before, Sub is a function that assigns a propositional
binding to each e € E, and SUB is a function that assigns a relational binding
to each e € E. A propositional substitution is a map from proposition letters to
formulas, represented by a finite set of bindings.

{p1—¢1,....pn = On}

where the p; are all different, and where no ¢, is equal to p. It is assumed that
each p that does not occur in a left-hand side of a binding is mapped to itself.

Similarly, a relational substitution is a map from agents to program expres-
sions, represented by a finite set.

{ar =71, a0 = m}

where the a; are agents, all different, and where the m; are program expressions
from the PDL language. It is assumed that each a that does not occur in the
left-hand side of a binding is mapped to a. Use € for the identity propositional
or relational substitution.

Definition 1 (Update execution). The update execution of static model M =
(W, P, V) with action model A = (E,P,pre,Sub,SUB) is a tuple: M ® A =
(W', P, V') where:
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- W' ={(w,e) | M,w E pre(e)}.
— P! is given by

{((w1,€1), (w2, €2)) |
there is a SUB(e1)(a) path from (w1, e1) to (wa,e2) in M ® A}.
- V'(p) ={(w,e) e W' | M, w E Sub(e)(p)}.
Note: the definition of P/ refers to paths in the old style update product.

Consider the suggestive upgrade f,¢ discussed in Van Benthem and Liu [8] as
a relation changer (uniform relational substitution):

la® =det 7050579 UT=g;a;72¢ UT=¢;a;79.

This models a kind of belief change where preference links from ¢ worlds to —¢
worlds for agent a get deleted. It can be modelled as the following example of
public belief change.

Ezample 1 (Public Belief Change). Action model
G = ({e}, P, pre,Sub, SUB)

where:
— For all the i € Ag, P, = {(e, e)}.
— pre(e) =T.
— Sub(e) =e.

— SUB(e) ={a > fa0,b— o}
Note that our action model and its update execution implement the point-wise

relation substitutions which is more powerful than merely upgrading the relations
uniformly everywhere in the model, as the following example shows:

Ezample 2 (Non-public Belief Change). Action model
G’ = ({eo,e1}, P, pre,Sub, SUB)
where:

— For all i € Ay, if i # b then P; = {(eo, €0), (e1,€1)},
Py, = {(eo0,e0), (e1,€1), (o, €1), (e1,€0)}
— pre(eg) = pre(ey) =T.
— Sub(ep) = Sub(e;) =e.
— SUB(eg) = {a — t.¢}, SUB(e1) =e.
Assume e is the actual event.

This changes the belief of a while b remains unaware of the change.
Let PDL* be the result of adding modalities of the form [A, e]¢ to PDL, with
the following interpretation clause:
M,w = [A,e]¢ iff M,w = pre(e) implies M ® A, (w, e) = ¢.
Theorem 2 (Soundness and Completeness for PDL™). F ¢ iff - ¢.
Proof. Completeness can be proved by a patch of the LCC completeness proof

in [9] where the action modalities are pushed through program modalities by
program transformations. See the first Appendix.
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5 Expressivity of Action Update with Changes

Although PDL™ reduces to PDL, just like LCC, the new action update mech-
anism (the model transformation part) is more expressive than classic product
update and product update with factual changes, as we will show in this section.
Call a function on epistemic models that is invariant for bisimulation a model
transformer. Then each update can be viewed as a model transformer, and a set
of model transformers corresponds to an update mechanism. If U is an update
mechanism, let Tr(U) be its set of model transformers.

Definition 2. Update mechanism U, is less expressive than update mechanism
Us Zf T’I'(Ul) C T?”(UQ).

First note that the classical product update (with factual changes) has the elimi-
native nature for relational changing: according to the definition, the relations in
the updated model must come from relations in the static model. For example,
it is not possible, by product update, to introduce a relational link for agent a
to a static model where the a relation was empty. However, we can easily do this
with an uniform relation substitution a +—?T. Thus we have:

Proposition 1. Relational substitution can express updates that cannot be ex-
pressed with action product update(with factual changes) alone, so relational sub-
stitution is not less expressive than action product update.

On the other hand, relational substitution alone cannot add worlds into a static
model, while the classical product update mechanism can copy sets of worlds.
Therefore it is not hard to see:

Proposition 2. Action product update can express updates that cannot be ex-
pressed with relational substitution alone, so action product update is not less
expressive than relational substitution.

Our action update with both relational and factual changes combines the power
of product update and propositional/relational substitutions. Thus according
to Propositions 1 and 2, it is more expressive than relational eliminative prod-
uct update with factual changes in LCC, and more expressive than proposi-
tional /relation changing substitution simpliciter. Moreover, we can prove a even
stronger result for the case of S5 updates.

Theorem 3. In the class of S5 model transformers, action product update with
factual changes is less expressive than action update with both factual and rela-
tional changes.

Proof. Let A be the action model ({e}, P, pre, Sub, SUB) where P,={(e,e)} =
Py; pre(e) = T;Sub(e) = ¢; SUB(e) = {a — b}. It is easy to see that this action
model will change the relation a as b uniformly while keeping the updated model
being still S5, if the static model is indeed S5. We now show that it does not
have a corresponding action model in LCC style (only factual changes) which
can give the bisimilar updated result for every static model.



Propositional Dynamic Logic as a Logic of Belief Revision 143

First consider the following static S5 model M (left) and its updated model
M @ A (right) (reflexive loops are omitted):

For a contradiction, suppose there is a LCC action model A’ with distinctive
event e’ such that My ® A, (wp,e) & M ® A’ (wp, e'). Then according to the
definition of bisimulation, there must be an a—link from (wg,e’) to a p world
(s,¢’) in M ® A’. According to the definition of ®, (wg,s) € p, in M and
(e/,e") € Py in A’. Thus s = wg and M, wy F pre(e’) A pre(e’). Let us consider
the following S5 model M’ which consists of two copies of M with an a—link in
between:

where ¢ does not show up in pre(e’) and pre(e”). Thus it is not hard to see that
pre(e’) Apre(e’) holds on ¢y and t3. Then M/ ® A’ (to, ¢’) must has an a link from
a g world (to,€’) to a ¢ world (t3,€”), while in M’ ® A, (¢o, e) there is no such
link. Thus M’ ® A, (to,e) and M’ ® A’ (to, ') are not bisimilar. Contradiction.

An example illustrating the use of the new belief revision update mechanism is
worked out in the second Appendix. This example also shows the difference in
expressive power for the achievement of common knowledge between knowledge
update and belief revision.

6 Future Work

Several update mechanisms for dynamic epistemic logic have been proposed in
the literature. A very expressive one is the action-priority upgrade proposed
in [4,5]. Comparing the expressiveness of our update with factual and relation
change with that of their mechanism is future work.

The new update mechanism proposed above is grafted on a doxastic/epistemic
logic that does not impose any conditions on the basic preference relations. Thus,
any update will result in a proper epistemic model. This situation changes as
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soon as one imposes further conditions. E.g., if the basic preferences are assumed
to be locally connected, then one should restrict the class of update models to
those that preserve this constraint. For each reasonable constraint, there is a
corresponding class of model transformers that preserve this constraint. Finding
syntactic characterizations of these classes is future work.

We are interested in model checking with doxastic/epistemic PDL and up-
dates/upgrades in the new style, and we are currently investigating its complex-
ity. We intend to use the logic, and the new update/upgrade mechanism, in the
next incarnation of the epistemic model checker DEMO [14].
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Appendix 1: Soundness and Completeness of PDLT

To define the proper program transformation for PDL* we need a function

U]

that maps each PDL program to its converse (in the obvious sense that the
interpretation of 7 is the converse of that of 7):

(a7)” =a

(79)" =79
(mi3me)t = mimY
(7T1U7T2) =7T1UU7T2U
)P = ()

What is needed to get a completeness proof is a redefinition of the epistemic
program transformation operation Tl? used in the LCC completeness to push
an action model modality [A, e] through an epistemic program modality [r].

TA(a) _ ?pre(e;); SUB(e;)(a) if €; —gUB(e;)(a) €5 In A
=4 7L otherwise
TA(O,V) _ 7p7‘e(€l) (SUB(el)( ))U if €; H(SUB(ei)(a))U €j in A
- 7L otherwise
? A A ifi—
A Npre(e) N[A e]o) ifi=
Lij(79) = 7L otherwise
Th(mism) = UpZo(@h(m); Loy (m2))
Tf}(?‘l'lUTrQ) = TA(7T1)UT ( ))
TH(x*) = K{L}n( )
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where it is assumed that the action model A has n states, and the states are
numbered 0,...,n — 1. K{?‘n is the Kleene path transformer, as in [9].

The proof system for PDL* consists of all axioms and rules of LCC except
the reduction axiom:

n—1

(A eln]o = N\ [ (][A, e5]6.

=0
In addition, PDL* has the axioms for converse atomic programs as in section 2,
and reduction axioms of the form:

n—1

A, eillnle = N [T m)[A, ;)¢

=0

This is the patch we need to prove the completeness result (Theorem 2).

Appendix 2: Restricted Announcements Versus Restricted
Belief Changes

A restricted announcement of ¢ is an announcement of ¢ that is not delivered
to one of the agents i. Notation !¢—*. The action model for !¢—* has event set
{eo, €1}, with ey the actual event, where eg has precondition ¢ and e; precondi-
tion T, and with the preference relation given by

P; = {(eo, €0), (e1,€1), (eo, e1), (e1,€0)},

and P; = {(eo, €0), (e1,€1)} for all j # i.

i

60:¢ 612T

A protocol for restricted announcements, for epistemic situation M, is a set of
finite sequences of formula-agent pairs, such that each sequence

(¢07i0)7 ey (¢n»zn)

has the following property:
VkeN:0<k<n—3iedg:Muwl[1¢5"],..., 16 % [~ b

Intuitively, at every stage in the sequence of restricted announcements, some
agent has to possess the required knowledge to make the next announcement in
the sequence. We can now prove that such protocols can never establish common
knowledge of purely propositional facts.
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Theorem 4. Let C express common knowledge among set of agents Ag. Let M
be an epistemic model with actual world w such that M, w = =C¢, with ¢ purely
propositional. Then there is no protocol with

M,w E [lgg ], ..., [1é,"]Co.
for any sequence (¢o,10), - .., (dn,in) in the protocol.

Proof. We show that -C¢ is an invariant of any restricted announcement.

Assume M, w = ~C¢. Let (A, e) be an action model for announcement !4 ~¢,
the announcement of v, restricted to Ag — {i}. Then A has events e and ¢’,
with pre(e) = ¥ and pre(e’) = T. If M,w | —) then the update does not
succeed, and there is nothing to prove. Suppose therefore that M, w |= 1. Since
pre(e’) = T, the model M ® A restricted to domain D = {(w,e') | w € Wi} is
a copy of the original model M. Thus, it follows from M, w = ~C¢ that

M®A| D, (we) E-Céo.
Thus, there is an C-accessible world-event pair (w',e”) in D with
M®A| D, (v, e")E —¢.
Since ¢ is purely propositional, we get from this that:
M® A, (v, e") E —o.

Observe that since common knowledge is preserved under model restriction,
absence of common knowledge is preserved under model extension. The C-
accessible world-event pair (w’,e¢”) in M ® A | D will still be C-accessible in
M ® A. Therefore, it follows that M ® A, (w,e’) = —C¢. By the construc-
tion of M ® A, we get from this that M ® A, (w,e) | (i)=C¢, and therefore
M® A, (w,e) = ~C¢, by the definition of common knowledge.

It follows immediately that no protocol built from restricted announcements
can create common knowledge of propositional facts.

The case of the two generals planning a coordinated attack on the enemy, but
failing to achieve common knowledge about it [16,17] can be viewed as a special
case of this theorem.

If there are just two agents i, j, the only way for agent i to send a restricted
message is by allowing uncertainty about the delivery. If i, j are the only agents,
and i knows ¢ then the restricted message !¢~/ conveys no information, so
the only reasonable restricted announcement of ¢ is !¢~*. The upshot of this
announcement is that the message gets delivered to j, but ¢ remains uncertain
about this. According to the theorem, such messages cannot create common
knowledge. Initial situation:
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Update action for general a (left) and general b (right):

a b

€ P er: T € P e1: T

Situation after first message from general a:
‘ a ‘ b 6
Situation after update by a followed by update by b:
0 | ‘ a ‘ | 6
Andsoon ...
Now look at the case where restricted announcements are replaced by non-
public belief revisions. Then the power of restricted belief change turns up in the

following example. We start out from the initial situation again, and we update
using the action model for non-public belief change:

a

eo : {b— fp} €1:€

Here is the update result (after minimalisation under bisimulation):

b

The example shows that it is possible to achieve common safe belief in p in a
single step, by means of a non-public belief change.
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Abstract

This paper introduces and documents DEMO, a Dynamic Epistemic Modelling tool. DEMO allows
modelling epistemic updates, graphical display of update results, graphical display of action models,
formula evaluation in epistemic models, translation of dynamic epistemic formulas to PDL formulas.
Also, DEMO implements the reduction of dynamic epistemic logic [22, 2, 3, 1] to PDL given in [17] and
presented in the context of generic languages for communication and change in [6]. Epistemic models
are minimized under bisimulation, and update action models are simplified under action emulation (an
appropriate structural notion for having the same update effect, cf. [19]). The paper is an exemplar
of tool building for epistemic update logic. It contains the essential code of an implementation in
Haskell [27], in ‘literate programming’ style [28], of DEMO.

Keywords: Knowledge representation, epistemic updates, dynamic epistemic modelling, action models.
information change, logic of communication.
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Introduction

In this introduction we will demonstrate how DEMO, which is short for Dynamic Epistemic MOdelling,*
can be used to check semantic intuitions about what goes on in epistemic update situations.? For didactic
purposes, the initial examples have been kept extremely simple. Although the situation of message passing
about just two basic propositions with just three epistemic agents already reveals many subtleties, the
reader should bear in mind that DEMO is capable of modelling much more complex situations.

In a situation where you and I know nothing about a particular aspect of the state of the world (about
whether p and ¢ hold, say), our state of knowledge is modelled by a Kripke model where the worlds are
the four different possibilities for the truth of p and ¢ (0, p, g, pq), your epistemic accessibility relation ~,
is the total relation on these four possibilities, and mine ~y is the total relation on these four possibilities
as well. There is also ¢, who like the two of us, is completely ignorant about p and g. This initial model
is generated by DEMO as follows.

DEMO> showM (initE [P 0,Q 0] [a,b,c])

*Other affiliations: Uil-OTS, Janskerkhof 13, 3512 BL Utrecht and NIAS, Meijboomlaan 1, 2242 PR Wassenaar
1Or short for DEMO of Epistemic MOdelling, for those who prefer co-recursive acronyms.
2The program source code is available from http://www.cwi.nl/~jve/demo/.



==> [0,1,2,3]

[0,1,2,3]

(0,[1)(1,[p]) (2,[q]1) (3, [p,ql)
(a,[[0,1,2,3]])
(b,[[0,1,2,311)
(c,[[0,1,2,311)

Here initE generates an initial epistemic model, and showM shows that model in an appropriate form,
in this case in the partition format that is made possible by the fact that the epistemic relations are all
equivalences.

As an example of a different kind of representation, let us look at the picture that can be generated with
dot [30] from the file produced by the DEMO command writeP "filename" (initE [P 0,Q 0]).

This is a model where none of the three agents a, b or ¢ can distinguish between the four possibilities
about p and q. DEMO shows the partitions generated by the accessibility relations ~, ~p, ~.. Since
these three relations are total, the three partitions each consist of a single block. Call this model 0.

Now suppose a wants to know whether p is the case. She asks whether p and receives a truthful answer
from somebody who is in a position to know. This answer is conveyed to a in a message. b and ¢ have
heard a’s question, and so are aware of the fact that an answer may have reached a. b and ¢ have seen
that an answer was delivered, but they don’t know which answer. This is not a secret communication,
for b and ¢ know that a has inquired about p. The situation now changes as follows:

DEMO> showM (upd e0 (message a p))
==> [1,4]

[0,1,2,3,4,5]

(0,[1) (1, [pl) (2,[p]) (3, [q]) (4, [p,ql)
(5, [p,al)

(a, [[0,2,3,5],[1,4]1])
(b, [[0,1,2,3,4,5]])
(c,[[0,1,2,3,4,511)

>

Note that upd is a function for updating an epistic model with (a representation of) a communicative
action. In this case, the result is again a model where the three accessibility relations are equivalences,



but one in which a has restricted her range of possibilities to 1,4 (these are worlds where p is the case),
while for b and ¢ all possibilities are still open. Note that this epistemic model has two ‘actual worlds’:
this means that there are two possibilities that are compatible with ‘how things really are’. In graphical
display format these ‘actual worlds’ show up as double ovals:

abc

DEMO also allows us to display the action models corresponding to the epistemic updates. For the
present example (we have to indicate that we want the action model for the case where {a,b, ¢} is the set
of relevant agents):

showM ((message a p) [a,b,c])
==> [0]

[0,1]

(0,p) (1,T)

(a,[[0],011D

(v, [[0,11])

(c,[[0,11])

Notice that in the result of updating the initial situation with this message, some subtle things have
changed for b and ¢ as well. Before the arrival of the message, O,(—~0,p A ~0,—p) was true, for b knew
that a did not know about p. But now b has heard a’s question about p, and is aware of the fact
that an answer has reached a. So in the new situation b knows that a knows about p. In other words,
O, (0,pV O, —p) has become true. On the other hand it is still the case that b knows that a knows nothing
about ¢: Op—0,q is still true in the new situation. The situation for ¢ is similar to that for b. These
things can be checked in DEMO as follows:



DEMO> isTrue (upd e0 (message a p)) (K b (Neg (K a q)))
True
DEMO> isTrue (upd e0 (message a p)) (K b (Neg (K a p)))
False

If you receive the same message about p twice, the second time the message gets delivered has no further
effect. Note the use of upds for a sequence of updates.

DEMO> showM (upds €0 [message a p, message a pl)
==> [1,4]

[0,1,2,3,4,5]

0, ,ph@2,pl) 3, [q]) 4, [p,q])

(5, p,ql)

(a,[[0,2,3,5],[1,411)

(b, [[0,1,2,3,4,5]11)

(c,[[0,1,2,3,4,51])

Now suppose that the second action is a message informing b about p:

DEMO> showM (upds e0 [message a p, message b pl)
==> [1,6]

(0,1,2,3,4,5,6,7,8,9]

(0,11, [pl) (2, [p]) (3, [p]) (4, [p1)
(5,[q])(6,[p,ql) (7, [p,q]) (8,[p,ql) (9, [p,ql)

(a, [[0,3,4,5,8,9],[1,2,6,711)
(v, [[0,2,4,5,7,9],[1,3,6,8]1)
(c,[[0,1,2,3,4,5,6,7,8,9]11)

The graphical representation of this model is slightly more difficult to fathom at a glance. See Figure 1.
In this model a and b both know about p, but they do not know about each other’s knowledge about p.
c still knows nothing, and both a and b know that ¢ knows nothing. Both O,0,p and 0,0,p are false in
this model. O,—0,p and O,—0,p are false as well, but O,-0.p and O,—0O.p are true.

DEMO> isTrue (upds e0O [message a p, message b p]) (K a (K b p))

False

DEMO> isTrue (upds e0 [message a p, message b p]) (X b (K a p))

False

DEMO> isTrue (upds e0 [message a p, message b p]) (K b (Neg (K b p)))
False

DEMO> isTrue (upds e0O [message a p, message b p]) (K b (Neg (K c p)))
True

The order in which a and b are informed does not matter:

DEMO> showM (upds e0 [message b p, message a pl)
==> [1,6]

(0,1,2,3,4,5,6,7,8,9]

0,4, P2, [p]) (3, [p]) 4, [pD)
(5,[q1)(6,[p,ql) (7, [p,q]) (8,[p,ql) (9, [p,ql)

(a, [[0,2,4,5,7,9],[1,3,6,8]1)
(v, [[0,3,4,5,8,9],[1,2,6,711)
(c,[[0,1,2,3,4,5,6,7,8,9]1])
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Figure 1: Situation after second message

Modulo renaming this is the same as the earlier result. The example shows that the epistemic effects of
distributed message passing are quite different from those of a public announcement or a group message.

DEMO> showM (upd e0 (public p))
==> [0,1]

[0,1]

o, phHa,lp,qD)

(a,[[0,111)

(b, [[0,111)

(c,[[0,11]D

The result of the public announcement that p is that a, b and ¢ are informed that p and about each
other’s knowledge about p.

DEMO allows to compare the action models for public announcement and individual message passing:

DEMO> showM ((public p) [a,b,c])



==> [0]
[o]

(0,p)

(a, [[01])
(b, [[01])
(c,[[01])

DEMO> showM ((cmp [message a p, message b p, message c pl) [a,b,c])
==> [0]

[0,1,2,3,4,5,6,7]

(0,p) (1,p) (2,p) (3,p) (4,p)

(5,p) (6,p) (7,T)

(a,[[0,1,2,3],[4,5,6,711)

(v, [[0,1,4,5],[2,3,6,711)

(c,[[0,2,4,6]1,[1,3,5,711)

Here cmp gives the sequential composition of a list of communicative actions. This involves, among other
things, computation of the appropriate preconditions for the combined action model.

More subtly, the situation is also different from a situation where a,b receive the same message that p,
with a being aware of the fact that b receives the message and vice versa. Such group messages create
common knowledge.

DEMO> showM (groupM [a,b] p [a,b,c])
==> [0]

[0,1]

(0,p) (1,T)

(a,[[0],[11D)

(b, [[01,[111)

(c,[[0,11]D

The difference with the case of the two separate messages is that now a and b are aware of each other’s
knowledge that p:

DEMO> isTrue (upd e0 (groupM [a,b] p)) (K a (X b p))
True
DEMO> isTrue (upd e0 (groupM [a,b] p)) (K b (X a p))
True

In fact, this awareness goes on, for arbitrary nestings of O, and O, which is what common knowledge
means. Common knowledge can be checked directly, as follows:

DEMO> isTrue (upd e0 (groupM [a,b] p)) (CK [a,b] p)
True

It is also easily checked in DEMO that in the case of the separate messages no common knowledge is
achieved.

Next, look at the case where two separate messages reach a and b, one informing a that p and the other
informing b that —q:

DEMO> showM (upds e0 [message a p, message b (Neg q)1)
==> [2]



[0,1,2,3,4,5,6,7,8]

0,1, (2, pD (3, [p]) (4, [p1)
(5,[p1)(6,[q]1) (7,[p,q]) (8, [p,ql)
(a,[[0,1,4,5,6,8],[2,3,711)

(b, [[0,2,4],[1,3,5,6,7,8]1)
(c,[[0,1,2,3,4,5,6,7,8]1)

Again the order in which these messages are delivered is immaterial for the end result, as you should
expect:

DEMO> showM (upds e0 [message b (Neg q), message a pl)
==> [2]

(0,1,2,3,4,5,6,7,8]

0,1, 12, [p]) 3, [p]) (4, [p1)

(5,[pl)(6,[q]1) (7,[p,q]) (8, [p,ql)
(a,[[0,1,3,5,6,8],[2,4,711)
(b,[[0,2,3],[1,4,5,6,7,8]1)

(c,[[0,1,2,3,4,5,6,7,8]])

Modulo a renaming of worlds, this is the same as the previous result.

The logic of public announcements and private messages is related to the logic of knowledge, with [24] as
the pioneer publication. This logic satisfies the following postulates:

e knowledge distribution O,(¢ = ¥) = (Ogp = O,¢) (if a knows that ¢ implies ¢, and she knows
©, then she also knows ),

e positive introspection O, = O,0,¢ (if a knows ¢, then a knows that she knows ¢),

e negative introspection —O,p = O,-0,¢ (if a does not know ¢, then she knows that she does not
know),

e truthfulness O,p = ¢ (if a knows ¢ then ¢ is true).

As is well known, the first of these is valid on all Kripke frames, the second is valid on precisely the
transitive Kripke frames, the third is valid on precisely the euclidean Kripke frames (a relation R is
euclidean if it satisfies VaVyVz((zRy A xRz) = yRz)), and the fourth is valid on precisely the reflexive
Kripke frames. A frame satisfies transitivity, euclideanness and reflexivity iff it is an equivalence relation,
hence the logic of knowledge is the logic of the so-called S5 Kripke frames: the Kripke frames with an
equivalence ~, as epistemic accessibility relation. Multi-agent epistemic logic extends this to multi-S5,
with an equivalence ~y, for every b € B, where b is the set of epistemic agents.

Now suppose that instead of open messages, we use secret messages. If a secret message is passed to a, b
and c are not even aware that any communication is going on. This is the result when a receives a secret
message that p in the initial situation:

DEMO> showM (upd e0 (secret [al] p))
==> [1,4]

[0,1,2,3,4,5]

0, a,phH@,pl)E,lq]) 4, p,q])
(5,[p,ql)

(a, [([],[0,2,3,51),([1,[1,41D1)

(b, [([1,4],[0,2,3,51)1)
(c,[([1,4]1,[0,2,3,51)1)



This is not an S5 model anymore. The accessibility for a is still an equivalence, but the accessibility for
b is lacking the property of reflexivity. The worlds 1,4 that make up a’s conceptual space (for these are
the worlds accessible for a from the actual worlds 1,4) are precisely the worlds where the b and ¢ arrows
are not reflexive. b enters his conceptual space from the vantage points 1 and 4, but b does not see these
vantage points itself. Similarly for ¢. In the DEMO representation, the list ([1,4],[0,2,3,5]) gives
the entry points [1,4] into conceptual space [0,2,3,5].

The secret message has no effect on what b and ¢ believe about the facts of the world, but it has effected
b’s and ¢’s beliefs about the beliefs of ¢ in a disastrous way. These beliefs have become inaccurate. For
instance, b now believes that a does not know that p, but he is mistaken! The formula O,-0,p is true
in the actual worlds, but —~0,p is false in the actual worlds, for a does know that p, because of the secret
message. Here is what DEMO says about the situation (isTrue evaluates a formula in all of the actual
worlds of an epistemic model):

DEMO> isTrue (upd e0 (secret [a] p)) (K b (Neg (K a p)))
True

DEMO> isTrue (upd e0 (secret [a] p)) (Neg (K a p))

False

This example illustrates a regress from the world of knowledge to the world of consistent belief: the result
of the update with a secret propositional message does not satisfy the postulate of truthfulness anymore.

The logic of consistent belief satisfies the following postulates:

e knowledge distribution O, (¢ = ) = (O = Ou9),
e positive introspection O, = 0,00,
e negative introspection —0O,¢ = O,~0,¢,

e consistency O, = O (if @ believes that ¢ then there is a world where ¢ is true, i.e., ¢ is
consistent).

Consistent belief is like knowledge, except for the fact that it replaces the postulate of truthfulness
O, = o by the weaker postulate of consistency.

Since the postulate of consistency determines the serial Kripke frames (a relation R is serial if Vz3y xRy),
the principles of consistent belief determine the Kripke frames that are transitive, euclidean and serial,
the so-called KD45 frames.

In the conceptual world of secrecy, inconsistent beliefs are not far away. Suppose that a, after having
received a secret message informing her about p, sends a message to b to the effect that O,p. The trouble
is that this is inconsistent with what b believes.

DEMO> showM (upds e0 [secret [a] p, message b (K a p)])
==> [1,5]

[0,1,2,3,4,5,6,7]

(0,1 (1, [pl) (2, [p]) (3, [p]) (4, [q])

(5,[p,al)(6,[p,ql) (7,[p,ql)
(a,(01,0(1,[0,3,4,71),(01,[1,2,5,61)1))

(b, ([1,5],[([2,6],[0,3,4,71)1))
(c,(I1,[(I1,2,5,6],[0,3,4,71)1))

This is not a KD45 model anymore, for it lacks the property of seriality for b’s belief relation. b’s belief
contains two isolated worlds 1,5. Since 1 is the actual world, this means that b’s belief state has become
inconsistent: from now on, b will believe anything.



So we have arrived at a still weaker logic. The logic of possibly inconsistent belief satisfies the following
postulates:

e knowledge distribution O, (¢ = ) = (Oyp = 0,9),
e positive introspection O,¢p = O,0,¢,

e negative introspection —Ogp = O,—040.

This is the logic of K45 frames: frames that are transitive and euclidean.

In [16] some results and a list of questions are given about the possible deterioration of knowledge and
belief caused by different kind of message passing. E.g., the result of updating an S5 model with a public
announcement or a non-secret message, if defined, is again S5. The result of updating an S5 model with
a secret message to some of the agents, if defined, need not even be KD45. One can prove that the result
is KD45 iff the model we start out with satisfies certain epistemic conditions. The update result always
is K45. Such observations illustrate why S5, KD45 and K45 are ubiquitous in epistemic modelling. See
[7, 23] for general background on modal logic, and [9, 20] for specific background on these systems.

If this introduction has convinced the reader that the logic of public announcements, private messages
and secret communications is rich and subtle enough to justify the building of the conceptual modelling
tools to be presented in the rest of the report, then it has served its purpose.

In the rest of the report, we first fix a formal version of epistemic update logic as an implementation goal.
After that, we are ready for the implementation.

Further information on various aspects of dynamic epistemic logic is provided in [1, 2, 4, 5, 12, 20, 21, 29].

Design

DEMO is written in a high level functional programming language Haskell [27]. Haskell is a non-
strict, purely-functional programming language named after Haskell B. Curry. The design is modular.
Operations on lists and characters are taken from the standard Haskell List and Char modules. The
following modules are part of DEMO:

Models The module that defines general models over a number of agents. In the present implemenation
these are A through F. It turns out that more than five agents are seldom needed in epistemic
modelling. General models have variables for their states and their state adornments. By letting the
state adornments be valuations we get Kripke models, by letting them be formulas we get update
models.

MinBis The module for minimizing models under bisimulation by means of partition refinement.
Display The module for displaying models in various formats. Not discussed in this paper.

ActEpist The module that specializes general models to action models and epistemic models. Formulas
may contain action models as operators. Action models contain formulas. The definition of formulas
is therefore also part of this module.

DPLL Implementation of Davis, Putnam, Logemann, Loveland (DPLL) theorem proving [10, 11] for
propositional logic. The implementation uses discrimination trees or tries, following [33]. This is
used for formula simplification. Not discussed in this paper.



Semantics Implementation of the key semantic notions of epistemic update logic. It handles the mapping
from communicative actions to action models.

DEMO Main module.

Main Module

1 Main Module Declaration

module DEMO
(
module List,
module Char,
module Models,
module Display,
module MinBis,
module ActEpist,
module DPLL,
module Semantics
)

where

import List
import Char
import Models
import Display
import MinBis
import ActEpist
import DPLL
import Semantics

2 Version

The first version of DEMO was written in March 2004. This version was extended in May 2004 with an
implementation of automata and a translation function from epistemic update logic to Automata PDL.
In September 2004, I discovered a direct reduction of epistemic update logic to PDL [17]. This motivated
a switch to a PDL-like language, with extra modalities for action update and automata update. I decided
to leave in the automata for the time being, for nostalgic reasons.

In Summer 2005, several example modules with DEMO programs for epistemic puzzles (some of them
contributed by Ji Ruan ) and for checking of security protocols (with contributions by Simona Orzan )
were added, and the program was rewritten in a modular fashion.

In Spring 2006, automata update was removed, and in Autumn 2006 the code was refactored for the
present report.
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version :: String
version = "DEMO 1.06, Autumn 2006"

Definitions

3 Models and Updates

In this section we formalize the version of dynamic epistemic logic that we are going to implement.

Let p range over a set of basic propositions P and let a range over a set of agents Ag. Then the language
of PDL over P, Ag is given by:

o u= T[pl-e|pi A |
T = al|lo|mme | MUt | 7"

Employ the usual abbreviations: L is shorthand for =T, @1 V ¢y is shorthand for —(—p; A —p2),
©1 — 2 is shorthand for —(¢1 A 2), @1 < @2 is shorthand for (p; — @2) A (w2 — 1), and (m)p
is shorthand for —[n]-¢. Also, if B C Ag and B is finite, use B as shorthand for b, Uby U ---. Under
this convention, formulas for expressing general knowledge Fpp take the shape [B]p, while formulas for
expressing common knowledge Cpy appear as [B*|yp, i.e., [B]y expresses that it is general knowledge
among agents B that o, and [B*|p expresses that it is common knowledge among agents B that . In
the special case where B = (), B turns out equivalent to ?_L, the program that always fails.

The semantics of PDL over P, Ag is given relative to labelled transition systems M = (W, V, R), where
W is a set of worlds (or states), V : W — P(P) is a valuation function, and R = {SC W x W | a € Ag}
is a set of labelled transitions, i.e., binary relations on W, one for each label a. In what follows, we will
take the labeled transitions for a to represent the epistemic alternatives of an agent a.

The formulae of PDL are interpreted as subsets of Wy (the state set of M), the actions of PDL as binary
relations on Wy, as follows:

[TI™ = Wm
PIM = {weWnm|pe Vm(w)}
[el™ = Wy —[o]™
[er Apa™ = [oal™ N [02]™
[[7le]™ = {we Wy |Vo(if (w,v) € [x]™ then v € [p]™)}
[aI™ = “um
[2el™ = {(w,w) € Wy x Wam | w € []™}
[r;m]™ = [m]™ o [m]™
[mum™ = [m]™u [m]™

1" = (=™

If w € Wi then we use M =, ¢ for w € [p]™.

[3] proposes to model epistemic actions as epistemic models, with valuations replaced by preconditions.
See also: [4, 5, 12, 17, 20, 21, 29, 32].
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Action models for a given language £ Let a set of agents Ag and an epistemic language £ be
given. An action model for £ is a triple A = ([so,...,Sn—1],pre,T) where [sg,...,s,—1] is a finite list
of action states, pre : {sg,...,8,—1} — L assigns a precondition to each action state, and T : Ag —
P({s0,...,5n_1}>) assigns an accessibility relation % to each agent a € Ag.

A pair A = (A4, s) with s € {so,...,Sn—1} is a pointed action model, where s is the action that actually
takes place.

The list ordering of the action states in an action model will play an important role in the definition of
the program transformations associated with the action models.

In the definition of action models, £ can be any language that can be interpreted in PDL models. Actions
can be executed in PDL models by means of the following product construction:

Action Update Let a PDL model M = (W, V, R), a world w € W, and a pointed action model (4, s),
with A = ([sg,...,8,_1],pre,T), be given. Suppose w € [pre(s)]™M. Then the result of executing (A, s)
in (M, w) is the model (M ® A, (w, s)), with M® A = (W', V', R’), where
W = {(w,s)|s€{s0,. 801}, w € [pre(s)|M}
Vi(w,s) = V(w)
Ra) = {((w,s),(w's))](w,w') € R(a),(s,s") € T(a)}.

In case there is a set of actual worlds and a set of actual actions, the definition is similar: those
world/action pairs survive where the world satisfies the preconditions of the action. See below.

The language of PDLPEL (update PDL) is given by extending the PDL language with update constructions
[A, s, where (A, s) is a pointed action model. The interpretation of [A, s]¢ in M is given by:

[[A, s]e]™ = {w € Wi | if M =, pre(s) then (w, s) € [¢]M®4}.
Using (A, s)¢ as shorthand for —[A, s]—p, we see that the interpretation for (A, s)¢ turns out as:
[(A, s)pI™ = {w € W | M |5, pre(s) and (w,s) € [p]M}.

Updating with multiple pointed update actions is also possible. A multiple pointed action is a pair (4, .5),
with A an action model, and S a subset of the state set of A. Extend the language with updates [A, S|y,
and interpret this as follows:

[[A, Sle]™ = {we Wnm|Vse S(if M, pre(s) then M ® A =(,.6) 9)}-
In [17] it is shown how dynamic epistemic logic can be reduced to PDL by program transformation. Each

action model A has associated program transformers TZ-? for all states s;,s; in the action model, such
that the following hold:

Lemma 1 (Program Transformation, Van Eijck [17]) Assume A has n states sq,...,Sp—1. Then:
n—1
M [y [A sillrle iff Mo N\ 15 (m)][A, s5]e.
j=0

This lemma allows a reduction of dynamic epistemic logic to PDL, a reduction that we will implement
in the code below.
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4 Operations on Action Models

Sequential Composition If (A,S) and (B,7) are multiple pointed action models, their sequential
composition (A,S) ® (B, T) is given by:

(A,S)® (B, T):=((W,pre,R),S x T),
where
o W =Wxu x Wg,
e pre(s, ) = pre(s) A (A, S)pre(t),
e Ris given by: (s,t) % (s/,#') € Riff s % s’ € Ry and t > t' € Rp.
The unit element for this operation is the action model
1=(({0},0~ T,{0 =0 ae Ag}),{0}).
Updating an arbitary epistemic model M with 1 changes nothing.
Non-deterministic Sum The non-deterministic sum @ of multiple-pointed action models (A, S) and
(B, T) is the action model (A, S) @ (B,T) is given by:
(A, S)® (B, T) :=((W,pre,R),SWUT),
where @ denotes disjoint union, and where
o W =WxuuWs,

® pre = prep Wpreg,

e R=RAWYRg.

The unit element for this operation is called 0: the multiple pointed action model given by ((0,®,0), ).

5 Logics for Communication

Here are some specific action models that can be used to define various languages of communication.
Public announcement of ¢: action model (S, {0}), with
Ss ={0},ps =0 ¢, Rs ={0 %0 ac A}.
Individual message to b that ¢: action model (S, {0}), with
Ss=1{0,1},ps =0, 1 T,Rs={0-20,1211U{0~1]|ac A—{b}}
Group message to B that ¢: action model (S, {0}), with

SS:{0,1},]98:OH(P,]J—)T,RS:{ONQ]_‘(J,GA—B},

13



Secret individual communication to b that ¢: action model (S, {0}), with

Ss = {0,1},
ps = 0@l T,
Rs = {02500u{0%1|lacA—{p}}U{1S1]ac A}
Secret group communication to B that ¢: action model (S, {0}), with
Ss = {0,1},
ps = 0=l T,
Rs = {020[beBlU{0%1|acA—BYU{1%1]|ac A}

Test of : action model (S, {0}), with
Ss ={0,1},ps =0, 1— T, Rs={051]ac AJUu{l 51|ac A}.

Individual revelation to b of a choice from {y1,...,¢,}: action model (S, {1,...,n}), with
Ss = {l,...,n},
ps = Lo nie g,
Rs = {s>s|seSstU{sSs |s s €Ss,aecA—{b}}

Group revelation to B of a choice from {¢1,...,p,}: action model (S,{1,...,n}), with
Ss = {1,...,n},
ps = Ll i mi on,
Rs = {s>s|seSs,beBlU{s%s |ss €Ss,acA— B}

Transparant informedness of B about ¢: action model (S, {0,1}), with

SS = {Oal}a
ps = 0=, 1— -y,
Rs = {0%0]acA}u{051|acA-B}U{150|acA-B}U{l 51]ac A}.

Transparant informedness of B about ¢ is the special case of a group revelation ot B of a choice from
{¢, —p}. Note that all but the revelation action models and the transparant informedness action models
are single pointed (their sets of actual states are singletons).

The language for the logic of group announcements:

o u= Tlpl-g| At enl | Vet .00l | Dap | Enp | Coeo| [l

™ 1|0 | public B ¢ | ®[m1,...,m] | Br1, ..., 7]

Semantics for this: use the semantics of 1, 0, public B ¢, and the operations on multiple pointed action
models from Section 4.

The logic of tests and group announcements: as above, but now also allowing tests 7 as basic programs.
Semantics: add the semantics of 7¢ to the above repertoire.

The logic of individual messages: as above, but now the basic actions are messages to individual agents.
Semantics: start out from the semantics of message a ¢.

The logic of tests, group announcements, and group revelations as above, but now also allowing revelations
from alternatives. Semantics: use the semantics of reveal B {¢1,...,¢n}.
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Kripke Models

6 Module Declaration

module Models where

import List

7 Agents

data Agent = A | B | C | D | E deriving (Eq,0rd,Enum,Bounded)

Give the agents appropriate names:

a, alice, b, bob, c, carol, d, dave, e, ernie :: Agent
a = A; alice = A
b = B; bob =B
c =C; carol = C
d =D; dave =D
e = E; ernie = E

Make agents showable in an appropriate way:

instance Show Agent where
show A = "a"; show B = "b"; show C = "c¢"; show D = "d" ; show E = "e"

8 Model Datatype

It will prove useful to generalize over states. We first define general models, and then specialize to action
models and epistemic models. In the following definition, state and formula are variables over types.
We assume that each model carries a list of distinguished states.

data Model state formula = Mo
[state]
[(state,formula)]
[Agent]
[(Agent,state,state)]
[state]
deriving (Eq,0rd,Show)
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Decomposing a pointed model into a list of single-pointed models:

decompose :: Model state formula -> [Model state formula]
decompose (Mo states pre agents rel points) =
[ Mo states pre agents rel [point] | point <- points ]

It is useful to be able to map the precondition table to a function. Here is general tool for that. Note
that the resulting function is partial; if the function argument does not occur in the table, the value is
undefined.

table2fct :: Eq a => [(a,b)] -> a -=> b
table2fct t = \ x -> maybe undefined id (lookup x t)

Another useful utility is a function that creates a partition out of an equivalence relation:

rel2part :: (Eq a) => [a] -> (a -> a -> Bool) -> [[al]
rel2part [1 r = []
rel2part (x:xs) r = xblock : rel2part rest r

where

(xblock,rest) = partition (\ y -> r x y) (x:xs)

The domain of a model is its list of states:

domain :: Model state formula -> [state]
domain (Mo states _ _ _ _) = states

The eval of a model is its list of state/formula pairs:

eval :: Model state formula -> [(state,formula)]
eval (Mo _ pre _ _ _) = pre

The agentList of a model is its list of agents:

agentList :: Model state formula -> [Agent]
agentList (Mo _ _ ags _ _) = ags

The access of a model is its labelled transition component:

access :: Model state formula -> [(Agent,state,state)]
access (Mo rel _) = rel

The distinguished points of a model:
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points :: Model state formula -> [state]
points (Mo _ _ _ _ pnts) = pnts

When we are looking at models, we are only interested in generated submodels, with as their domain the
distinguished state(s) plus everything that is reachable by an accessibility path.

gsm :: Ord state => Model state formula -> Model state formula
gsm (Mo states pre ags rel points) = (Mo states’ pre’ ags rel’ points)
where
states’ = closure rel ags points
pre’ = [(s,f) | (s,f) <- pre,
elem s states’ ]
rel’ = [(ag,s,s’) | (ag,s,s’) <- rel,
elem s states’,
elem s’ states’ ]

The closure of a state list, given a relation and a list of agents:

closure :: O0Ord state =>

[(Agent,state,state)] -> [Agent] -> [state] -> [statel
closure rel agents xs

| xs’ == xs = xs
| otherwise = closure rel agents xs’
where
xs’ = (nub . sort) (xs ++ (expand rel agents xs))

The expansion of a relation R given a state set S and a set of agents B is given by {¢ | s Ste R,s €
S,b € B}. Implementation:

expand :: Ord state =>
[(Agent,state,state)] -> [Agent] -> [state] -> [statel
expand rel agnts ys =
(nub . sort . concat)
[ alternatives rel ag state | ag <- agnts,
state <- ys ]

The epistemic alternatives for agent a in state s are the states in sR, (the states reachable through R,
from s):

alternatives :: Eq state =>
[(Agent,state,state)] -> Agent -> state -> [state]
alternatives rel ag current =
[ s> | (a,s,s’) <- rel, a == ag, s == current ]

17



Model Minimization under Bisimulation

9 Module Declaration

module MinBis where

import List
import Models

10 Partition Refinement

Any Kripke model can be simplified by replacing each state s by its bisimulation class [s]. The problem
of finding the smallest Kripke model modulo bisimulation is similar to the problem of minimizing the
number of states in a finite automaton [26]. We will use partition refinement, in the spirit of [31]. Here
is the algorithm:

e Start out with a partition of the state set where all states with the same precondition function are
in the same class. The equality relation to be used to evaluate the precondition function is given
as a parameter to the algorithm.

e Given a partition II, for each block b in II, partition b into sub-blocks such that two states s, of b
are in the same sub-block iff for all agents a it holds that s and ¢ have —— transitions to states in
the same block of II. Update II to II’ by replacing each b in II by the newly found set of sub-blocks
for b.

e Halt as soon as IT = IT'.

Looking up and checking of two formulas against a given equivalence relation:

lookupFs :: (Eq a,Eq b) => a -> a -> [(a,b)] -> (b -> b -> Bool) -> Bool
lookupFs i j table r = case lookup i table of
Nothing -> lookup j table == Nothing
Just f1 -> case lookup j table of
Nothing -> False
Just f2 -> r f1 £2

Computing the initial partition, using a particular relation for equivalence of formulas:

initPartition :: (Eq a, Eq b) => Model a b -> (b -> b -> Bool) -> [[a]]
initPartition (Mo states pre ags rel points) r =
rel2part states (\ x y -> lookupFs x y pre r)

Refining a partition:
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refinePartition :: (Eq a, Eq b) =>
Model a b -> [[a]] -> [[all

refinePartition m p = refineP m p p

where

refineP :: (Eq a, Eq b) => Model a b -> [[al] -> [[al]l] -> [[al]

refineP m part [] = []

refineP m part (block:blocks) =

newblocks ++ (refineP m part blocks)
where
newblocks =
rel2part block (\ x y -> sameAccBlocks m part x y)

Function that checks whether two states have the same accessible blocks under a partition:

sameAccBlocks :: (Eq a, Eq b) =>
Model a b -> [[a]] -> a -> a -> Bool
sameAccBlocks m@(Mo states pre ags rel points) part s t =
and [ accBlocks m part s ag == accBlocks m part t ag |
ag <- ags ]

The accessible blocks for an agent from a given state, given a model and a partition:

accBlocks :: (Eq a, Eq b) =>
Model a b -> [[a]] -> a -> Agent -> [[al]
accBlocks m@(Mo states pre ags rel points) part s ag =
nub [ bl part y | (ag’,x,y) <- rel, ag’ == ag, x == s ]

The block of an object in a partition:

bl :: Eq a => [[al] -> a -> [a]
bl part x = head (filter (elem x) part)

Initializing and refining a partition:

initRefine :: (Eq a, Eq b) =>
Model a b -> (b -> b -> Bool) -> [[a]]
initRefine m r = refine m (initPartition m r)

The refining process:

refine :: (Eq a, Eq b) => Model a b -> [[al]l] -> [[al]
refine m part = if rpart == part
then part
else refine m rpart
where rpart = refinePartition m part
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11 Minimization

Use this to construct the minimal model. Notice the dependence on relational parameter r.

minimalModel :: (Eq a, Ord a, Eq b, Ord b) =>
(b => b -> Bool) -> Model a b -> Model [a] b
minimalModel r m@(Mo states pre ags rel points) =
(Mo states’ pre’ ags rel’ points’)

where

partition = initRefine m r

states’ = partition

f = bl partition

rel’ = (nub.sort) (map (\ (x,y,z) > (x, £y, £ 2z)) rel)
pre’ = (nub.sort) (map (\ (x,y) -> (£ x, y)) pre)
points’ = map f points

Converting a’s into integers, using their position in a given list of a’s.

convert :: (Eq a, Show a) => [a] -> a -> Integer
convert = convrt 0O
where
convrt :: (Eq a, Show a) => Integer -> [a] -> a -> Integer
convrt n [] x = error (show x ++ " not in list")
convrt n (y:ys) x | x ==y =n
| otherwise = convrt (n+l) ys x

Converting an object of type Model a b into an object of type Model Integer b:

conv :: (Eq a, Show a) =>
Model a b -> Model Integer b
conv (Mo worlds val ags acc points) =
(Mo (map f worlds)
(map (\ (x,y) > (f x, y)) val)
ags
(map (\ (x,y,z) > (x, £y, £ 2)) acc))
(map f points)
where f = convert worlds

Use this to rename the blocks into integers:

bisim :: (Eq a, Ord a, Show a, Eq b, Ord b) =>
(b => b -> Bool) -> Model a b -> Model Integer b
bisim r = conv . (minimalModel r)
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Formulas, Action Models and Epistemic Models

12 Module Declaration

module ActEpist
where

import List
import Models
import MinBis
import DPLL

Module List is a standard Haskell module. Module Models is described in Chapter 5, and Module
MinBis in Chapter 8. Module DPLL refers to an implementation of Davis, Putnam, Logemann, Loveland
(DPLL) theorem proving (not included in this document, but available at www.cwi.nl/~jve/demo).

13 Formulas

Basic propositions:

data Prop = P Int | Q Int | R Int deriving (Eq,0Ord)

Show these in the standard way, in lower case, with index 0 omitted.

instance Show Prop where
show (P 0) = "p"; show (P i) = "p" ++ show i
show (Q 0) = "q"; show (Q i) "q" ++ show i
show (R 0) = "r"; show (R i) = "r" ++ show i

Formulas, according to the definition:

0 Tlpl=¢ | Aler,- - enl | \ler,- - onl | [Tl | [Alp

a|B‘?SO|O[7T1,...,7Tn]|U[7T17..,77Tn]|77*

Here, p ranges over basic propositions, a ranges over agents, B ranges over non-empty sets of agents, and
A is a multiple pointed action model (see below) () denotes sequential composition of a list of programs.
We will often write O[n1, 2] as m1;me, and (J[m1, w2 as m1 U ma.

™

Note that general knowledge among agents B that ¢ is expressed in this language as [B]y, and common
knowledge among agents B that ¢ as [B*]¢. Thus, [B]y can be viewed as shorthand for [|J,c 5 ble. In
case B = (), [B]y turns out to be equivalent to [?L]ep.

For convenience, we have also left in the more traditional way of expressing individual knowledge O, ¢ ,
general knowledge Egp and common knowledge Cp.
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data Form

Top
Prop Prop
Neg Form

Conj [Form]

Pr Program Form

K Agent Form

EK [Agent] Form
CK [Agent] Form

|
|
|
| Disj [Form]
|
|
|
|
|

Up AM Form
deriving (Eq,0rd)

data Program

Ag Agent

Ags [Agent]

Conc [Program]

Sum

|
| Test Form
|
|
|

[Program]
Star Program

deriving (Eq,0rd)

Some useful abbreviations:

impl ::

Form -> Form -> Form

impl forml form2 = Disj [Neg forml, form2]

equiv ::

Form -> Form -> Form

equiv forml form2 = Conj [forml ‘impl‘¢ form2, form2 ‘impl‘ formi]

Xor ::

Form -> Form -> Form

xor x y = Disj [ Conj [x, Neg y], Conj [Neg x, yl]

The negation of a formula:

negation ::

Form -> Form

negation (Neg form) = form
negation form

= Neg form

Show formulas in the standard way:

show
show
show
show
show
show
show
show

instance Show Form where

Top = "T" ; show (Prop p)

(Conj fs)
(Disj fs)

(Pr p 1)

(K agent f)
(EK agents f)
(CK agents f)
(Up pam f)

18,
Ty
[
:[;:
E
’C:
A,

show
show
show
show
show
show
show

= show p; show (Neg f) = ’-’:(show f);
fs

fs

p ++ "]1" ++ show £

agent ++ "]" ++ show f
agents ++ show f
agents ++ show f
(points pam) ++ show f
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Show programs in a standard way:

instance Show Program
show (Ag a) =
show (Ags as) =
show (Test f) =
show (Conc ps) =
show (Sum ps) =
show (Star p) =

where
show a
show as
’??: show
’C’: show
’U’: show
>(’: show

f
ps

pPs
p ++ |I)*Il

Programs can get very unwieldy very quickly. As is well known, there is no normalisation procedure for

regular expressions. Still, here are some rewriting steps for simplification of programs:

Ol

77TkvO[7rk+17 ..

. 77Tk+m]7 Thk+m+1; - -

0
2p1U%02
71 Um
U7 L

cey Tk, U[ﬂk+17 e aﬂ-k+m]a 7Tk+m+17 L] ,7Tk:+m+n]

717
w71

. 7rk+m+n]

e bl

!

L T e e A A

71
2(¢1 V @2)

3

3

U[ﬂ-h s aﬂ.kerJrn]

71

3

(o1 A p2)

71

71
O[’/Tl, .
7T

™

T

*

. 7Tk:+m+n]

Simplifying unions by splitting up in test part, accessibility part and rest:
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splitU ::

splitU

[Program] ->

1= d,0,0

([Form], [Agent], [Program])

splitU (Test f: ps) = (f:fs,ags,prs)
where (fs,ags,prs) =
splitU (Ag x: ps) = (fs,union [x] ags,prs)
where (fs,ags,prs) =
splitU (Ags xs: ps) = (fs,union xs ags,prs)

splitU ps

splitU ps

where (fs,ags,prs) = splitU ps
splitU (Sum ps: ps’) = splitU (union ps ps’)
splitU (p:ps) = (fs,ags,p:prs)

where (fs,ags,prs) = splitU ps

Simplifying compositions:
comprC :: [Program] -> [Program]
comprC [1 = []
comprC (Test Top: ps) = comprC ps
comprC (Test (Neg Top): ps) = [Test (Neg Top)]
comprC (Test f: Test f’: rest) = comprC (Test (canonF (Conj [f,f’])): rest)
comprC (Conc ps : ps’) = comprC (ps ++ ps’)
comprC (p:ps) = let ps’ = comprC ps
in
if ps’ == [Test (Neg Top)]
then [Test (Neg Top)]
else p: ps’
Use this in the code for program simplification:

simpl :: Program -> Program
simpl (Ag x) = Ag x
simpl (Ags [1) = Test (Neg Top)
simpl (Ags [x]) = Ag x
simpl (Ags xs) = Ags xs
simpl (Test f) = Test (canonF f)

Simplifying unions:
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simpl (Sum prs) =
let (fs,xs,rest)
£

splitU (map simpl prs)
canonF (Disj fs)

in
if xs == [] && rest == []
then Test £
else if xs == [] && f
then (head rest)

= Neg Top && length rest ==

else if xs == [] && f == Neg Top
then Sum rest
else if xs == []
then Sum (Test f: rest)
else if length xs == && £ == Neg Top

then Sum (Ag (head xs): rest)
else if length xs ==

then Sum (Test f: Ag (head xs): rest)
else if f == Neg Top

then Sum (Ags xs: rest)
else Sum (Test f: Ags xs: rest)

Simplifying sequential compositions:

simpl (Conc prs) =
let prs’ = comprC (map simpl prs)
in
if prs’== [] then Test Top
else if length prs’ == 1 then head prs’
else if head prs’ == Test Top then Conc (tail prs’)
else Conc prs’

Simplifying stars:

simpl (Star pr) = case simpl pr of
Test £ -> Test Top
Sum [Test f, pr’] -> Star pr’
Sum (Test f: prs’) -> Star (Sum prs’)
Star pr’ -> Star pr’
pr’ -> Star pr’

Property of being a purely propositional formula:

pureProp :: Form -> Bool
pureProp Top = True
pureProp (Prop _) = True
pureProp (Neg f) = pureProp f

pureProp (Conj fs) = and (map pureProp fs)
pureProp (Disj fs) = and (map pureProp fs)
pureProp = False
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Some example formulas and formula-forming operators:

bot, pO, p, pl, p2, p3, p4, p5, p6 :: Form

bot = Neg Top

p0 = Prop (P 0); p = pO0; pl = Prop (P 1); p2 = Prop (P 2)

p3 = Prop (P 3); p4 = Prop (P 4); p5 = Prop (P 5); p6 = Prop (P 6)

q0, q, ql, 92, 93, g4, 95, g6 :: Form
q0 = Prop (Q 0); q = q0; q1 = Prop (Q 1); g2 = Prop (Q 2);
g3 = Prop (Q 3); g4 = Prop (Q 4); g5 = Prop (Q 5); g6 = Prop (Q 6)

r0, r, rl, r2, r3, r4, r5, r6:: Form
r0 = Prop (R 0); r = r0; r1 = Prop (R 1); r2 = Prop (R 2)
r3 = Prop (R 3); r4 = Prop (R 4); r5 = Prop (R 5); r6 = Prop (R 6)

u =7Up :: AM -> Form -> Form
nkap = Neg (K a p)

nkanp = Neg (K a (Neg p))
nka_p = Conj [nkap,nkanp]

14 Reducing Formulas to Canonical Form

For computing bisimulations, it is useful to have some notion of equivalence (however crude) for the
logical language. For this, we reduce formulas to a canonical form. We will derive canonical forms that
are unique up to propositional equivalence, employing a propositional reasoning engine. This is still
rather crude, for any modal formula will be treated as a propositional literal.

The DPLL (Davis, Putnam, Logemann, Loveland) engine expects clauses represented as lists of integers,
so we first have to translate to this format. This translation should start with computing a mapping from
positive literals to integers.

For the non-propositional operators we use a little bootstrapping, by putting the formula inside the
operator in canonical form, using the function canonF to be defined below. Also, since the non-
propositional operators all behave as Box modalities, we can reduce OT to T.
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mapping :: Form -> [(Form,Integer)]
mapping f = zip lits [1..k]

where

lits = (sort . nub . collect) f

k = toInteger (length lits)

collect :: Form -> [Form]

collect Top =[]

collect (Prop p) = [Prop p]

collect (Neg f) = collect f

collect (Conj fs) = concat (map collect fs)

collect (Disj fs) = concat (map collect fs)

collect (Pr pr f) = if canonF f == Top then [] else [Pr pr (canonF f)]
collect (K ag f) = if canonF f == Top then [] else [K ag (canonF f)]

collect (EK ags f)
collect (CK ags f)
collect (Up pam f)

if canonF f == Top then [] else [EK ags (canonF f)]
if canonF f == Top then [] else [CK ags (canonF f)]
if canonF f == Top then [] else [Up pam (canonF f)]

Putting in clausal form, given a mapping for the literals, and using bootstrapping for formulas in the
scope of a non-propositional operator. Note that OT is reduced to T, and —-OT to L.

cf :: (Form -> Integer) -> Form -> [[Integer]]

cf g (Top) =[]

cf g (Prop p) = [[g (Prop p)]]

cf g (Pr pr f) = if canonF f == Top then []
else [[g (Pr pr (canonF £))]]

cf g (X ag f) = if canonF f == Top then []
else [[g (K ag (canonF f£))]]

cf g (EK ags f) = if canonF f == Top then []
else [[g (EK ags (canonF f))]]

cf g (CK ags f) = if canonF f == Top then []
else [[g (CK ags (canonF £f))]]

cf g (Up am £) = if canonF f == Top then []
else [[g (Up am (canonF £))]]

cf g (Conj fs) = concat (map (cf g) fs)

cf g (Disj fs) = deMorgan (map (cf g) fs)

Negated formulas:
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ct g (Neg Top) = [[1]
ctf g (Neg (Prop p)) = [[- g (Prop p)]]
cf g (Neg (Pr pr £)) = if canonF f == Top then [[]]
else [[- g (Pr pr (canonF £))]]
cf g (Neg (K ag £)) = if canonF f == Top then [[]]
else [[- g (K ag (canonF £))]]
cf g (Neg (EK ags f)) = if canonF f == Top then [[]]
else [[- g (EK ags (canonF f))]]
if canonF f == Top then [[]]
else [[- g (CK ags (canonF f))]1]
if canonF f == Top then [[]]
else [[- g (Up am (canonF f£))]]
cf g (Neg (Conj fs)) = deMorgan (map (\ £ -> cf g (Neg £)) fs)
cf g (Neg (Disj fs)) = concat (map (\ £ -> cf g (Neg £)) fs)
cf g (Neg (Neg £)) =cfgf

ct g (Neg (CK ags £))

cf g (Neg (Up am £))

De Morgan’s disjunction distribution:
<PV(1/J1A"'/\¢n) - (@le)A"'A(@V¢n)~

De Morgan’s disjunction distribution, for the case of a disjunction of a list of clause sets.

deMorgan :: [[[Integer]]] -> [[Integer]]
deMorgan [1 = [[]]
deMorgan [cls] = cls
deMorgan (cls:clss) = deMorg cls (deMorgan clss)
where
deMorg :: [[Integer]] -> [[Integer]] -> [[Integer]]
deMorg clsl cls2 = (nub . concat) [ deM cl cls2 | cl <- clsl ]
deM :: [Integer] -> [[Integer]] -> [[Integer]]
deM cl cls = map (fuselists cl) cls

Function fuseLists keeps the literals in the clauses ordered.

fuselists :: [Integer] -> [Integer] -> [Integer]

fuseLists [] ys = ys

fuselists xs [] = xs

fuseLists (x:xs) (y:ys) | abs x < abs y
| abs x == abs y

x: (fuseLists xs (y:ys))
if x ==y
then x:(fuselists xs ys)
else if x > y
then x:y:(fuselists xs ys)
else y:x:(fuselLists xs ys)
y: (fuseLists (x:xs) ys)

| abs x > abs y

Given a mapping for the positive literals, the satisfying valuations of a formula can be collected from the
output of the DPLL process. Here dp is the function imported from the module DPLL.
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satVals :: [(Form,Integer)] -> Form -> [[Integer]]
satVals t £ = (map fst . dp) (cf (table2fct t) f)

Two formulas are propositionally equivalent if they have the same sets of satisfying valuations, computed
on the basis of a literal mapping for their conjunction:

propEquiv :: Form -> Form -> Bool
propEquiv f1 f2 = satVals g f1 == satVals g f2
where g = mapping (Conj [f1,£2])

A formula is a (propositional) contradiction if it is propositionally equivalent to Neg Top, or equivalently,
toDisj [J:

contrad :: Form -> Bool
contrad f = propEquiv f (Disj [])

A formula is (propositionally) consistent if it is not a propositional contradiction:

consistent :: Form -> Bool
consistent = not . contrad

Use the set of satisfying valuations to derive a canonical form:

canonF :: Form -> Form
canonF f = if (contrad (Neg £))
then Top

else if fs == []
then Neg Top

else if length fs ==
then head fs

else Disj fs

where g = mapping f
nss = satVals g £
g> =\ 1i ->head [ form | (form,j) <- g, i == j ]
h =\1i->if i < O then Neg (g’ (abs 1)) else g’ i

h> =\ xs -> map h xs
k =\ xs -> if xs == []
then Top
else if length xs == 1
then head xs
else Conj xs
fs = map k (map h’ nss)

This gives:
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ActEpist> canonF p

P

ActEpist> canonF (Conj [p,Topl)

P

ActEpist> canonF (Conj [p,q,Neg rl)
&[P’q,_r]

ActEpist> canonF (Neg (Disj [p, (Neg p)1))
-T

ActEpist> canonF (Disj [p,q,Neg r])
vip,&[-p,ql,&[-p,-q,-r]]

ActEpist> canonF (K a (Disj [p,q,Neg rl))
[alv[p,&[-p,ql,&[-p,-q,-r]l]

ActEpist> canonF (Conj [p, Conj [q,Neg r]l)

&[p,q,-rl

ActEpist> canonF (Conj [p, Disj [q,Neg (K a (Disj [1))11)
vi&[p,ql,&[p,-q,-[al-T1]

ActEpist> canonF (Conj [p, Disj [q,Neg (K a (Conj [1))11)
&[p,ql

15 Action Models and Epistemic Models

Action models and epistemic models are built from states. We assume states are represented by integers:

type State = Integer

Epistemic models are models where the states are of type State, and the precondition function assigns
lists of basic propositions (this specializes the precondition function to a valuation).

type EM = Model State [Prop]

Find the valuation of an epistemic model:

valuation :: EM -> [(State, [Propl)]
valuation = eval

Action models are models where the states are of type State, and the precondition function assigns
objects of type Form. The only difference between an action model and a static model is in the fact that
action models have a precondition function that assigns a formula instead of a set of basic propositions.

type AM = Model State Form

The preconditions of an action model:

preconditions :: AM -> [Form]
preconditions (Mo states pre ags acc points) =
map (table2fct pre) points
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Sometimes we need a single precondition:

precondition :: AM -> Form
precondition am = canonF (Conj (preconditions am))

The zero action model 0:

zero :: [Agent] -> AM
zero ags = (Mo [1 [1 ags [1 [1)

The purpose of action models is to define relations on the class of all static models. States with
precondition 1 can be pruned from an action model. For this we define a specialized version of the
gsm function:

gsmAM :: AM -> AM
gsmAM (Mo states pre ags acc points) =
let
points’ = [ | p <- points, consistent (table2fct pre p) ]
states’ = [ s | s <- states, consistent (table2fct pre s) ]
pre’ = filter (\ (x,_) -> elem x states’) pre
f =\ (_,s,t) -> elem s states’ && elem t states’
acc’ = filter f acc
in
if points’ == []
then zero ags
else gsm (Mo states’ pre’ ags acc’ points’)

16 Program Transformation

For every action model A with states sg,...,s,—1 we define a set of n? program transformers T, ZAJ (0 <
i<mn,0<j<n), as follows [17]:

A B ?pre(s;);a  if s; % Sjs
Tjla) = { 71 otherwise
2pre(s;) A[A, si]g)  ifi=j
Ao _ P(pre(s;) A [A,silp) i Js
T” (%) { 71 otherwise
n—1
T (myyme) = U (Tia(m1); T (m2))
k=0
T (mUm) = T/ (m) VT (m2)
T;j(n*) = K[, (x)

where K;‘]‘-k(w) is a (transformed) program for all the 7* paths from s; to s; that can be traced through

A while avoiding a pass through intermediate states s, and higher. Thus, KA

iin () is a program for all
the m* paths from s; to s; that can be traced through A, period.
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K;‘j‘k(w) is defined by recursing on k, as follows:

N MTUT () ifi=j,
KijO(ﬂ—) =
T{;—1 (m) otherwise
(Ko (m))* ifi=Fk=j,
M (K, (m)*5 Ky, () ifi=k 7,
K () A A (e o
o ()3 (K (7)) ifi # k=7,
Kf;“k(ﬂ) U (K (m); (K ()% K,fjk(w)) otherwise (i # k # 7).

Lemma 2 (Kleene Path) Suppose (w,w’) € [[Té—‘(ﬂ')}]M iff there is a m path from (w,s;) to (W', s;) in
M® A. Then (w,w') € [KA, (m)]M iff there is a ™ path from (w,s;) to (w',s;) in M ® A.

ijn

The Kleene path lemma is the key ingredient in the proof of the following program transformation lemma.

Lemma 3 (Program Transformation) Assume A has n states so,...,Sp—1. Then:
n—1
M o [4, sillle iff M Ew [\ [T (0][A, 55]p.
§=0

The implementation of the program transformation functions is given here:

32



transf :: AM -> Integer -> Integer -> Program -> Program
transf am@(Mo states pre allAgs acc points) i j (Ag ag) =

let
f = table2fct pre i
in
if elem (ag,i,j) acc && f == Top then Ag ag

else if elem (ag,i,j) acc && f /= Neg Top then Conc [Test f, Ag ag]
else Test (Neg Top)
transf am@(Mo states pre allAgs acc points) i j (Ags ags) =
let ags’ = nub [ a | (a,k,m) <- acc, elem a ags, k == i, m == j ]
agsl = intersect ags ags’

f = table2fct pre i
in
if agsl == [] || £ == Neg Top then Test (Neg Top)
else if f == Top && length agsl == 1 then Ag (head agsl)
else if f == Top then Ags agsl

else Conc [Test f, Ags agsl]
transf am@(Mo states pre allAgs acc points) i j (Test f) =

let

g = table2fct pre i
in
if i == j

then Test (Conj [g,(Up am £)])
else Test (Neg Top)
transf am@(Mo states pre allAgs acc points) i j (Conc [])
transf am i j (Test Top)
transf am@(Mo states pre allAgs acc points) i j (Conc [p]) = transf am i j p
transf am@(Mo states pre allAgs acc points) i j (Conc (p:ps)) =
Sum [ Conc [transf am i k p, transf am k j (Conc ps)] | k <= [0..n] ]
where n = toInteger (length states - 1)
transf am@(Mo states pre allAgs acc points) i j (Sum [])
transf am i j (Test (Neg Top))
transf am@(Mo states pre allAgs acc points) i j (Sum [p]l)
transf am@(Mo states pre allAgs acc points) i j (Sum ps)
Sum [ transf am i j p | p <- ps ]
transf am@(Mo states pre allAgs acc points) i j (Star p) = kleene am i j n p
where n = toInteger (length states)

transf am i j p

Implementation of K ;?k:

33



kleene :: AM -> Integer -> Integer -> Integer -> Program -> Program
kleene am i j O pr =
if 1 == j
then Sum [Test Top, transf am i j pr]
else transf am i j pr
kleene am i j k pr
| i == j && j == pred k

Star (kleene am i i i pr)

| i == pred k =

Conc [Star (kleene am i i i pr), kleene am i j i pr]
| j == pred k =

Conc [kleene am i j j pr, Star (kleene am j j j pr)]
| otherwise =

Sum [kleene am i j k’ pr,
Conc [kleene am i k’ k’ pr,
Star (kleene am k’ k’ k’ pr), kleene am k’ j k’ pr]l]
where k’ = pred k

Transformation plus simplification:

tfm :: AM -> Integer -> Integer -> Program -> Program
tfm am i j pr = simpl (transf am i j pr)

The program transformations can be used to translate Update PDL to PDL, as follows:

t(T) T
tp) = p
tmp) = —t(p)
tp1 Ap2) = tlp1) Nt(p2)
t(mle) = [r(m]tle)
t([A,8]T) = T
t([A, slp) = t(pre(s)) —p
t([A,s]mp) = t(pre(s)) — —t([4, slp)
t([A, s](p1 Ap2)) = U([A, s]p1) AL([A, s]p2)
n—1
(A sillrle) = NI @A, s5]e)
§=0
t([A, 8][4, s'lp) = t([A,s]t([A", 5']0))
1[4, 8p) = A tA sl
sES
r(a) a
r(B) = B
r(?e) = Tt(y)
r(my;me) = r(m);r(me)
r(mUme) = r(m)Ur(m)
r(r*) = (r(m)"

34



The correctness of this translation follows from direct semantic inspection, using the program transformation
lemma for the translation of [A, s;][7]¢ formulas.

The crucial clauses in this translation procedure are those for formulas of the forms [A, S]p and [A, s]¢,
and more in particular the one for formulas of the form [A, s][r]p. It makes sense to give separate
functions for the steps that pull the update model through program = given formula .

step0, stepl :: AM -> Program -> Form -> Form
step0 am@(Mo states pre allAgs acc []) pr £ = Top
step0 am@(Mo states pre allAgs acc [i]) pr f = stepl am pr £
step0 am@(Mo states pre allAgs acc is) pr f =

Conj [ stepl (Mo states pre allAgs acc [i]) pr f | i <- is ]
stepl am@(Mo states pre allAgs acc [i]) pr f =

Conj [ Pr (transf am i j (rpr pr))

(Up (Mo states pre allAgs acc [j]) £) | j <- states ]

Perform a single step, and put in canonical form:

step :: AM -> Program -> Form -> Form
step am pr f = canonF (stepO am pr f)

t :: Form -> Form

t Top = Top

t (Prop p) = Prop p

t (Neg f) = Neg (t f)

t (Conj fs) = Conj (map t fs)
t (Disj fs) = Disj (map t fs)

t (Pr pr f) = Pr (rpr pr) (t f)

t (K x £) Pr (Ag x) (¢t £)

t (EK xs f) = Pr (Ags xs) (t f)

t (CK xs £f) = Pr (Star (Ags xs)) (t f)

Translations of formulas starting with an action model update:

t (Up am@(Mo states pre allAgs acc [i]) f) = t’ am f
t (Up am@(Mo states pre allAgs acc is) f) =
Conj [ t’ (Mo states pre allAgs acc [i]) f | i <- is ]

Translations of formulas starting with a single pointed action model update are performed by t’:
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t’ :: AM -> Form -> Form

t’ am Top = Top

t’ am (Prop p) = impl (precondition am) (Prop p)
t’ am (Neg f) = Neg (t’ am f)

t’ am (Conj fs) = Conj (map (t’ am) fs)

t’ am (Disj fs) = Disj (map (t’ am) fs)

t’ am (K x f) = t’> am (Pr (Ag x) f)

t’ am (EK xs f) = t’ am (Pr (Ags xs) f)

t’ am (CK xs f) = t’> am (Pr (Star (Ags xs)) f)

t’ am (Up am’ f) =t’ am (¢t (Up am’ £))

The crucial case: update action having scope over a program. We may assume that the update action is
single pointed.

t’ am@(Mo states pre allAgs acc [i]) (Pr pr f) =
Conj [ Pr (transf am i j (rpr pr))
(t’ (Mo states pre allAgs acc [j]) £) | j <- states ]
t’ am@(Mo states pre allAgs acc is) (Pr pr f) =
error "action model not single pointed"

Translations for programs:

rpr :: Program -> Program

rpr (Ag x) = Ag x

rpr (Ags xs) = Ags xs

rpr (Test f) = Test (t f)

rpr (Conc ps) = Conc (map rpr ps)
rpr (Sum ps) = Sum (map rpr ps)
rpr (Star p) = Star (rpr p)

Translating and putting in canonical form:

tr :: Form -> Form
tr = canonF . t

Some example translations:

ActEpist> tr (Up (public p) (Pr (Star (Ags [b,cl)) p))

T

ActEpist> tr (Up (public (Disj [p,ql)) (Pr (Star (Ags [b,cl)) p))
[@Wl?T,Cl?vIp,ql,[b,c]11)*]vip,&[-p,-ql]

ActEpist> tr (Up (groupM [a,b] p) (Pr (Star (Ags [b,cl)) p))
[clcll?T,C[?p,[b,c11])*,C[?p, [c1]], (ULUL?T, [b,c]],Clc, (UL?T,CL?p, [b,c1]11)*,C[?p, [c]1]111)*]1]p
ActEpist> tr (Up (secret [a,b] p) (Pr (Star (Ags [b,cl)) p))

[clc[(u[?T,C[?p, [(bI]11)*,C[?p, [c1]],(ULUL?T, [b,c]],C[?-T, (U[?T,C[?p, [bI1]11)*,C[?p,[c1]111)*]1]p
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Semantics

We now turn to the implementation of the semantics module.

17 Semantics Module Declaration

module Semantics
where

import List
import Char
import Models
import Display
import MinBis
import ActEpist
import DPLL

18 Semantics Implementation

The group alternatives of group of agents a are the states that are reachable through (J,c 4 Ra-

groupAlts :: [(Agent,State,State)] -> [Agent] -> State -> [State]
groupAlts rel agents current =
(nub . sort . concat) [ alternatives rel a current | a <- agents ]

The common knowledge alternatives of group of agents a are the states that are reachable through a
finite number of R, links, for a € A.

commonAlts :: [(Agent,State,State)] -> [Agent] -> State -> [Statel
commonAlts rel agents current =
closure rel agents (groupAlts rel agents current)

The model update function takes a static model and and action model and returns an object of type
Model (State,State) [Prop]. The up function takes an epistemic model and an AM and returns an
EM. Its states are the (State,State) pairs that result from the cartesian product construction described
in [2]. Note that the update function uses the truth definition (given below as isTrueAt).

We will set up matters in such way that updates with action models get their list of agents from the
epistemic model that gets updated. For this, we define:

type FAM = [Agent] -> AM
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up :: EM -> FAM -> Model (State,State) [Prop]
up m@(Mo worlds val ags acc points) fam =

Mo worlds’ val’ ags acc’ points’

where

am@(Mo states pre _ susp actuals) = fam ags

worlds’ = [ (w,s) | w <- worlds, s <- states,
formula <- maybe [] (\ x -> [x]) (lookup s pre),
isTrueAt w m formula ]
val’ = [ ((w,s),props) | (w,props) <- val,
s <- states,
elem (w,s) worlds’ ]
acc’ = [ (agl, (wl,s1),w2,s2)) | (agl,wl,w2) <- acc,
(ag2,s1,s2) <- susp,
agl == ag2,

elem (wl,sl1l) worlds’,
elem (w2,s2) worlds’ ]
[ (p,a) | p <- points, a <- actuals,
elem (p,a) worlds’ ]

points’

An action model is tiny if is action list is empty or a singleton list:

tiny :: FAM -> Bool
tiny fam = length actions <=1
where actions = domain (fam [minBound..maxBound])

The appropriate notion of equivalence for the base case of the bisimulation for epistemic models is “having
the same valuation”.

sameVal :: [Prop] -> [Prop] -> Bool
sameVal ps gs = (nub . sort) ps == (nub . sort) gs

Bisimulation minimal version of generated submodel of update result for epistemic model and PoAM:

upd :: EM -> FAM -> EM
upd sm fam = if tiny fam then conv (up sm fam)
else bisim (sameVal) (up sm fam)

Non-deterministic update with a list of PoAMs:

upds :: EM -> [FAM] -> EM
upds = foldl upd

At last we have all ingredients for the truth definition.
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isTrueAt :: State -> EM -> Form -> Bool

isTrueAt w m Top = True

isTrueAt w m@(Mo worlds val ags acc pts) (Prop p) =
elem p (concat [ props | (w’,props) <- val, w’==w ])

isTrueAt w m (Neg f) = not (isTrueAt w m f)

isTrueAt w m (Conj fs) = and (map (isTrueAt w m) fs)

isTrueAt w m (Disj fs) = or (map (isTrueAt w m) fs)

The clauses for individual knowledge, general knowledge and common knowledge use the functions
alternatives, groupAlts and commonAlts to compute the relevant accessible worlds:

isTrueAt w m@(Mo worlds val ags acc pts) (K ag f) =

and (map (flip ((flip isTrueAt) m) f) (alternatives acc ag w))
isTrueAt w m@(Mo worlds val ags acc pts) (EK agents f) =

and (map (flip ((flip isTrueAt) m) f) (groupAlts acc agents w))
isTrueAt w m@(Mo worlds val ags acc pts) (CK agents f) =

and (map (flip ((flip isTrueAt) m) f) (commonAlts acc agents w))

In the clause for [M]yp, the result of updating the static model M with action model M may be undefined,
but in this case the precondition P(sg) of the designated state so of M will fail in the designated world wy
of M. By making the clause for [M]p check for M =, P(so), truth can be defined as a total function.

isTrueAt w m@(Mo worlds val ags rel pts) (Up am f) =
and [ isTrue m’ f |
m’> <- decompose (upd (Mo worlds val ags rel [w]) (\ ags -> am)) ]

Checking for truth in all the designated points of an epistemic model:

isTrue :: EM -> Form -> Bool
isTrue (Mo worlds val ags rel pts) form =
and [ isTrueAt w (Mo worlds val ags rel pts) form | w <- pts ]

19 Tools for Constructing Epistemic Models

The following function constructs an initial epistemic model where the agents are completely ignorant
about their situation, as described by a list of basic propositions. The input is a list of basic propositions
used for constructing the valuations.
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initE :: [Prop] -> [Agent] -> EM
initE allProps ags = (Mo worlds val ags accs points)
where
worlds = [0..(2°k - 1)]

k = length allProps
val = zip worlds (sortL (powerList allProps))
accs = [ (ag,stl,st2) | ag <- ags,

stl <- worlds,

st2 <- worlds ]

points = worlds

This uses the following utilities:

powerList :: [a] -> [[a]]
powerList [] = [[]]
powerList (x:xs) = (powerList xs) ++ (map (x:) (powerList xs))

sortL :: Ord a => [[a]] -> [[all

sortlL = sortBy (\ xs ys -> if length xs < length ys then LT
else if length xs > length ys then GT
else compare xs ys)

Some initial models:

e00 :: EM
e00 = initE [P 0] [a,b]

e0 :: EM
e0 = initE [P 0,Q 0] [a,b,c]

20 From Communicative Actions to Action Models

Computing the update for a public announcement:

public :: Form -> FAM
public form ags =
(Mo [0] [(0,form)] ags [ (2,0,0) | a <- ags ] [0])

Public announcements are S5 models:

DEMO> showM (public p [a,b,c])
==> [0]

(o]

(0,p)

(a, [[0]1)

(v, [[011)

(c, [[01)
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Computing the update for passing a group announcement to a list of agents: the other agents may or
may not be aware of what is going on. In the limit case where the message is passed to all agents, the
message is a public announcement.

groupM :: [Agent] -> Form -> FAM
groupM gr form agents =
if sort gr == sort agents
then public form agents
else
(Mo
[0,11]
[(0,form), (1,Top)]
agents
([ (2,0,0) | a <- agents ]
++ [ (a,0,1) | a <- agents \\ gr ]
++ [ (a,1,0) | a <- agents \\ gr ]
++ [ (a,1,1) | a <~ agents 1)
(01

Group announcements are S5 models:

Semantics> showM (groupM [a,b] p [a,b,c,d,el)
=> [0]

[0,1]

(0,p)(1,T)

(a,[[01,011)

(b, [[0],[111D

(c,[[0,11D)

(d,[[0,111)

(e, [[0,111)

Computing the update for an individual message to b that ¢:

message :: Agent -> Form -> FAM
message agent = groupM [agent]

Another special case of a group message is a test. Tests are updates that messages to the empty group:

test :: Form -> FAM
test = groupM []

Computing the update for passing a secret message to a list of agents: the other agents remain unaware
of the fact that something goes on. In the limit case where the secret is divulged to all agents, the secret
becomes a public update.
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secret :: [Agent] -> Form -> FAM
secret agents form all_agents =
if sort agents == sort all_agents
then public form agents
else
(Mo
[0,11]
[(0,form), (1,Top)]
all_agents
([ (2,0,0) | a <- agents ]
++ [ (a2,0,1) | a <- all_agents \\ agents ]
++ [ (a,1,1) | a <- all_agents 1D
(01

Secret messages are KD45 models:

DEMO> showM (secret [a,b] p [a,b,c])
==> [0]

[0,1]

0,p)(1,T)

(a, [C0],001),C00,01101D

(b, [C0D,0[01),C00,[11O1D

(c, [C[O],[11OD)

To Do 1 Add functions for messages with bcc.

Here is a multiple pointed action model for the communicative action of revealing one of a number of
alternatives to a list of agents, in such a way that it is common knowledge that one of the alternatives
gets revealed (in [3] this is called common knowledge of alternatives).

reveal :: [Agent] -> [Form] -> FAM
reveal ags forms all_agents =
(Mo
states
(zip states forms)
all_agents
([ (ag,s,s) | s <- states, ag <- ags ]
++
[ (ag,s,s’) | s <- states, s’ <- states, ag <- others 1)
states)
where states = map fst (zip [0..] forms)
others = all_agents \\ ags

Here is an action model for the communication that reveals to a one of p1,q1,71.

Semantics> showM (reveal [al [pl,ql,r1] [a,bl)
==> [0,1,2]

[0,1,2]

(0,p1) (1,q1) (2,11)

(a,[[01,[1]1,[211)

(b, [[0,1,2]11)
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A group of agents B gets (transparantly) informed about a formula ¢ if B get to know ¢ when ¢ is true,
and B get to know the negation of ¢ otherwise. Transparancy means that all other agents are aware of
the fact that B get informed about ¢, i.e., the other agents learn that (¢ — Cpyp) A (¢ — Cp—yp). This
action model can be defined in terms of reveal, as follows:

info :: [Agent] -> Form -> FAM
info agents form =
reveal agents [form, negation form]

An example application:

Semantics> showM (upd €0 (info [a,b] q))
==> [0,1,2,3]

[0,1,2,3]

0,[1)(1,[p1)(2,[q]1) (3, [p,ql)
(a,[[0,1],[2,31])

(v, [[0,1],[2,3]11)

(c,[[0,1,2,31])

Semantics> isTrue (upd e0 (info [a,b] q)) (CK [a,b] q)
False

Semantics> isTrue (upd e0 (groupM [a,b] q)) (CK [a,b] q)
True

Slightly different is informing a set of agents about what is actually the case with respect to formula :

infm :: EM -> [Agent] -> Form -> FAM
infm m ags f = if isTrue m £
then groupM ags f
else if isTrue m (Neg f)
then groupM ags (Neg f)
else one

And the corresponding thing for public announcement:

publ :: EM -> Form -> FAM
publ m f = if isTrue m f
then public f
else if isTrue m (Neg f)
then public (Neg f)
else one

21 Operations on Action Models

The trivial update action model is a special case of public announcement. Call this the one action model,
for it behaves as 1 for the operation ® of action model composition.
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one :: FAM
one = public Top

Composition ® of multiple pointed action models.

cmpP :: FAM -> FAM -> [Agent] -> Model (State,State) Form
cmpP faml fam2 ags =
(Mo nstates npre ags nsusp npoints)
where m@(Mo states pre _ susp ss) = faml ags
(Mo states’ pre’ _ susp’ ss’) = fam2 ags
npoints = [ (s,8’) | s <- ss, s’ <~ s’ ]

nstates = [ (s,s’) | s <- states, s’ <- states’ ]
npre = [ ((s,8”), g | (s,D) <- pre,
(s?,f%) <- pre’,
g <- [computePre m f £f’] ]
nsusp = [ (ag,(s1,s1’),(s2,s2’)) | (ag,sl,s2) <- susp,
(ag’,s1’,82’) <- susp’,
ag == ag’ ]

Utility function for this: compute the new precondition of a state pair. If the preconditions of the two
states are purely propositional, we know that the updates at the states commute and that their combined
precondition is the conjunction of the two preconditions, provided this conjunction is not a contradiction.
If one of the states has a precondition that is not purely propositional, we have to take the epistemic
effect of the update into account in the new precondition.

computePre :: AM -> Form -> Form -> Form
computePre m g g’ | pureProp conj = conj
| otherwise =Conj [ g, Neg (Up m (Neg g’)) ]
where conj = canonF (Conj [g,g’1)

To Do 2 Refine the precondition computation, by making more clever use of what is known about the
update effect of the first action model.

Compose pairs of multiple pointed action models, and reduce the result to its simplest possible form
under action emulation.

cmpFAM :: FAM -> FAM -> FAM
-- cmpFAM fam fam’ ags = aePmod (cmpP fam fam’ ags)
cmpFAM fam fam’ ags = conv (cmpP fam fam’ ags)

Use one as unit for composing lists of FAMs:

cmp :: [FAM] -> FAM
cmp = foldl cmpFAM one

Here is the result of composing two messages:
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Semantics> showM (cmp [groupM [a,b] p, groupM [b,c] q] [a,b,c])
==> [0]

[0,1,2,3]

0,&[p,ql) (1,p)(2,9)(3,T)

(a,[0,11,[2,311)

(b, [[0],[11,[21,(31D)

(c,[0,2],[1,31D)

This gives the resulting action model. Here is the result of composing the messages in the reverse order:

==> [0]

[0,1,2,3]

(0,&[p,ql) (1,90 (2,p) (3,T)
(a, [[0,2],[1,311)

(b, [[0],[1]1,[2],[311)
(c,[[0,1],[2,31])

These two action models are bisimilar under the renaming 1 +— 2,2 + 1.

Here is an illustration of an observation from [16].

m2
psi

initE [P 0,Q 0] [a,b,c]
Disj[Neg(K b p),q]

Semantics> showM (upds m2 [message a psi, message b pl)
==> [1,4]

[0,1,2,3,4,5]

0,1, [pD (2, [p]) (3, [q]) (4, [p,qD)

(5, p,ql)

(a,[[0,1,2,3,4,5]])

(v, [[0,2,3,5],[1,411)

(c,[[0,1,2,3,4,51])

Semantics> showM (upds m2 [message b p, message a psi])
==> [7]

[0,1,2,3,4,5,6,7,8,9,10]

0, , 2, p]) @3, [p]) 4, [p)
(5,[q1)(6,[q1)(7,[p,ql) (8,[p,q]) (9, [p,ql)

(10, [p,ql)

(a,([0,3,5,7,9],[1,2,4,6,8,10]11)
(v,[[0,1,3,4,5,6,9,101,[2,7,811)
(c,[[0,1,2,3,4,5,6,7,8,9,1011)

3Ty

Power of action models:

pow :: Int -> FAM -> FAM
pow n fam = cmp (take n (repeat fam))

Non-deterministic sum @ of multiple-pointed action models:
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ndSum’ :: FAM -> FAM -> FAM
ndSum’ faml fam2 ags = (Mo states val ags acc ss)
where

(Mo statesl vall _ accl ssl) = faml ags
(Mo states2 val2 _ acc2 ss2) = fam2 ags
f =\ x -> toInteger (length statesl) + x
states2’ map f states2
val2’ map (\ (x,y) > (f x, y)) val2
acc2’ = map (\ (x,y,z) -> (x, £y, f z)) acc2

ss = ssl ++ map f ss2
states = statesl ++ states2’
val = vall ++ val2’

acc = accl ++ acc2’

Example action models:

am0 = ndSum’ (test p) (test (Neg p)) [a,b,c]

aml

ndSum’ (test p) (ndSum’ (test q) (test r)) [a,b,c]

Examples of minimization for action emulation:

Semantics> showM amO
==> [0,2]

[0,1,2,3]

(0,p) (1, T (2,-p) (3,T)

(a, [([0],[11),([2],[3101)
(b, [CL0], [11), C[2],[31) D)
(c, [CL0],[11),C[2],[31)1)

Semantics> showM (aePmod amO)
==> [0]

(o]

(0,T)

(a, [[01D])

(b, [[01D)

(c,[[0ID)

Semantics> showM aml

==> [0,2,4]

[0,1,2,3,4,5]
0,p)(1,T)(2,9)(3,T) (4,r)

(5,T)

(a, [([0],[11),([2],(3]1),([41,[51>1)
(b, [([0],[11),([2],[3]),([4],[51>1)
(c, [CL0],[11),([2],[31),([4],[5101)

Semantics> showM (aePmod aml)

==> [0]
[0,1]
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(0,vip,&[-p,ql,&[-p,-q,r11) (1,T)
(a, [CL[O], (1O D)
(b, [CLOT, [1101)
(c, [CL0T, [110D)

Non-deterministic sum @ of multiple-pointed action models, reduced for action emulation:

ndSum :: FAM -> FAM -> FAM
ndSum faml fam2 ags = (ndSum’ faml fam2) ags

Notice the difference with the definition of alternative composition of Kripke models for processes given
in [25, Ch 4].

The zero action model is the 0 for the @ operation, so it can be used as the base case in the following
list version of the & operation:

ndS :: [FAM] -> FAM
ndS = foldl ndSum zero

Performing a test whether ¢ and announcing the result:

testAnnounce :: Form -> FAM
testAnnounce form = ndS [ cmp [ test form, public form ],
cmp [ test (negation form),
public (negation form)] ]

testAnnounce form is equivalent to info all_agents form:

Semantics> showM (testAnnounce p [a,b,c])
==> [0,1]

[0,1]

(0,p)(1,-p)

(a,[[0],[11DD

(b, [[0],[111)

(c,[[0],[11D)

Semantics> showM (info [a,b,c] p [a,b,cl)
==> [0,1]

[0,1]

(0,p) (1,-p)

(a,[[01,011D)

(b, [[0],[11])

(c,[[0],[11DD

The function testAnnounce gives the special case of revelations where the alternatives are a formula and
its negation, and where the result is publicly announced.

Note that DEMO correctly computes the result of the sequence and the sum of two contradictory
propositional tests:
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Semantics> showM (cmp [test p, test (Neg p)] [a,b,cl)
==> []
1

(a, [
(b, 1)
(c, [

Semantics> showM (ndS [test p, test (Neg p)] [a,b,cl)
==> [0]

[o]

(0,T)

(a, [[0]11)

(b, [[011)

(c,[[011)

Examples

22 The Riddle of the Caps

Picture a situation? of four people a, b, ¢, d standing in line, with a, b, ¢ looking to the left, and d looking
to the right. a can see no-one else; b can see a; ¢ can see a and b, and d can see no-one else. They are
all wearing caps, and they cannot see their own cap. If it is common knowledge that there are two white
and two black caps, then in the following situation ¢ knows what colour cap she is wearing.

0

If ¢ now announces that she knows the colour of her cap (without revealing the colour), b can infer from
this that he is wearing a white cap, for b can reason as follows: “c knows her colour, so she must see
two caps of the same colour. The cap I can see is white, so my own cap must be white as well.” In this
situation b draws a conclusion from the fact that ¢ knows her colour.

In the following situation b can draw a conclusion from the fact that ¢ does not know her colour.

o n

In this case ¢ announces that she does not know her colour, and b can infer from this that he is wearing a
black cap, for b can reason as follows: “c does not know her colour, so she must see two caps of different
colours in front of her. The cap I can see is white, so my own cap must be black.”

To account for this kind of reasoning, we use model checking for epistemic updating, as follows. Proposition
p; expresses the fact that the i-th cap, counting from the left, is white. Thus, the facts of our first example
situation are given by p; A p2 A —=p3 A —py, and those of our second example by p; A =pa A =p3 A py.

Here is the DEMO code for this example (details to be explained below):

3See [18].
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module Caps
where

import DEMO

capsInfo :: Form
capsInfo = Disj [Conj [f, g, Neg h, Neg jl |
f <- [p1l, p2, p3, p4l,
g <- [p1l, p2, p3, pal \\ [f],
h <- [p1l, p2, p3, p4] \\ [f,gl,
j <= [p1, p2, p3, p4l \\ [f,g,h],

f<g,h<j ]
awarenessFirstCap = info [b,c] pl
awarenessSecondCap = info [c] p2
cK = Disj [K ¢ p3, K ¢ (Neg p3)]

bK

Disj [K b p2, K b (Neg p2)]

mo0 = upd (initE [P 1, P 2, P 3, P 4] [a,b,c,d]) (test capsInfo)
mol = upd moO (public capsInfo)

mo2 = upds mol [awarenessFirstCap, awarenessSecondCap]

mo3a = upd mo2 (public cK)

mo3b = upd mo2 (public (Neg cK))

An initial situation with four agents a, b, ¢, d and four propositions p1, ps, p3, P4, with exactly two of these
true, where no-one knows anything about the truth of the propositions, and everyone is aware of the
ignorance of the others, is modelled like this:

Caps> showM moO

==> [5,6,7,8,9,10]

(0,1,2,3,4,5,6,7,8,9,10,11,12,13,14,15]

0, [1) (1, [p11) (2, [p2]) (3, [p3]1) (4, [p4])

(5, [p1,p21) (6, [p1,p3]) (7, [p1,p4]) (8, [p2,p3]) (9, [p2,p4])

(10, [p3,p4]) (11, [p1,p2,p3]) (12, [p1,p2,p4]) (13, [p1,p3,p4]1) (14, [p2,p3,p4l)
(15, [p1,p2,p3,p4l)
(a,[[0,1,2,3,4,5,
(b, [[0,1,2,3,
(c,[[0,1,2,3,
(d,[[0,1,2,3,

6,7,8,9,10,11,12,13,14,15]])
4,5,6,7,8,9,10,11,12,13,14,15]])
4,5,6,7,8,9,10,11,12,13,14,15]])
4,5,6,7,8,9,10,11,12,13,14,15]])

s 1 50O

2V Yy [ 5,0,

The first line indicates that worlds 5,6,7,8,9,10 are compatible with the facts of the matter (the facts
being that there are two white and two black caps). E.g., 5 is the world where a and b are wearing the
white caps. The second line lists all the possible worlds; there are 2% of them, since every world has
a different valuation. The third through sixth lines give the valuations of worlds. The last four lines
represent the accessibility relations for the agents. All accessibilities are total relations, and they are
represented here as the corresponding partitions on the set of worlds. Thus, the ignorance of the agents
is reflected in the fact that for all of them all worlds are equivalent: none of the agents can tell any of
them apart.
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The information that two of the caps are white and two are black is expressed by the formula

(p1 Ap2 A=p3 A =ps) V (p1 Ap3 A —pa A=ps) V (p1 Apa A —p2 A—p3)
Vo (p2 Aps A—p1 A=pa) V(P2 Apa A=p1 A—ps) V (ps A ps A —p1 A —p2).

A public announcement with this information has the following effect:

Caps> showM (upd moO (public capsInfo))

==> [0,1,2,3,4,5]

[0,1,2,3,4,5]

(0, [p1,p21) (1, [p1,p31) (2, [p1,p4]) (3, [p2,p3]) (4, [p2,p4])
(5, [p3,p4])

(a, [[0,1,2,3,4,5]])
(v,[[0,1,2,3,4,51]1)
(c,[[0,1,2,3,4,511)
(d,[[0,1,2,3,4,511)

Let this model be called mol. The representation above gives the partitions for all the agents, showing
that nobody knows anything. A perhaps more familiar representation for this multi-agent Kripke model
is given in Figure 2. In this picture, all worlds are connected for all agents, all worlds are compatible
with the facts of the matter (indicated by the double ovals).

abed

Figure 2: Caps situation where nobody knows anything about p1, p2, ps3, p4.

Next, we model the fact that (everyone is aware that) b can see the first cap and that ¢ can see the first
and the second cap, as follows:

Caps> showM (upds mol [info [b,c] pl, info [c] p2])
==> [0,1,2,3,4,5]
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[0,1,2,3,4,5]

(0, [p1,p2]1) (1, [p1,p3]1) (2, [p1,p4]1) (3, [p2,p3]) (4, [p2,p4])
(5, [p3,p4])

(a, [[0,1,2,3,4,5]1])

(b, [[0,1,2],[3,4,5]11)

(c,[[01,[1,2],[3,4],[51)

4,I[[0,1,2,3,4,511)

Notice that this model reveals that in case a, b wear caps of the same colour (situations 0 and 5), ¢ knows
the colour of all the caps, and in case a,b wear caps of different colours, she does not (she confuses the
cases 1,2 and the cases 3,4). Figure 3 gives a picture representation.

’
A |

a
4:[p2,p4]

ad

Figure 3: Caps situation after updating with awareness of what b and ¢ can see.

Let this model be called mo2. Knowledge of ¢ about her situation is expressed by the epistemic formula
K.p3 V K.—ps, ignorance of ¢ about her situation by the negation of this formula. Knowledge of b about
his situation is expresed by Kpps V Kp—po. Let bK, cK express that b, ¢ know about their situation. Then
updating with public announcement of cK and with public announcement of the negation of this have
different effects:

Caps> showM (upd mo2 (public cK))
==> [0,1]

(0,11

(0, [p1,p21) (1, [p3,p4])

(a, [[0,111)
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(b, [L0],[111)
(c, [[0], [111)
(d, [f0,111)

Caps> showM (upd mo2 (public (Neg cK)))

==> [0,1,2,3]

[0,1,2,3]

(0, [p1,p31) (1, [p1,p4]) (2, [p2,p31) (3, [p2,p4])
(a, [[0,1,2,3]1])

(b, [[0,1],[2,311)

(c,[[0,11,[2,311)

(4,[[0,1,2,3]11)

In both results, b knows about his situation, though:

Caps> isTrue (upd mo2 (public cK)) bK

True

Caps> isTrue (upd mo2 (public (Neg cK))) bK
True

23 Muddy Children

For this example we need four agents a, b, c,d. Four children a, b, c,d are sitting in a circle. They have
been playing outside, and they may or may not have mud on their foreheads. Their father announces:
“At least one child is muddy!” Suppose in the actual situation, both ¢ and d are muddy.

c d

o (0] ([ ] [

Then at first, nobody knows whether he is muddy or not. After public announcement of these facts, ¢(d)
can reason as follows. “Suppose I am clean. Then d(c) would have known in the first round that she was
dirty. But she didn’t. So I am muddy.” After ¢,d announce that they know their state, a(b) can reason
as follows: “Suppose I am dirty. Then ¢ and d would not have known in the second round that they were
dirty. But they knew. So I am clean.” Note that the reasoning involves awareness about perception.

In the actual situation where b, ¢, d are dirty, we get:

— 0 N 0 O
—_—— e v e T

—_— v e O
—_——— 0 Y e

Reasoning of b: “Suppose I am clean. Then ¢ and d would have known in the second round that they
are dirty. But they didn’t know. So I am dirty. Similarly for ¢ and d.” Reasoning of a: “Suppose I am
dirty. Then b, ¢ and d would not have known their situation in the third round. But they did know. So
I am clean.” And so on ...[20].
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Here is the DEMO implementation of the second case of this example, with b, ¢, d dirty.

ak
bK
cK
dK

mu0
mul
mu2
mu3
muéd
mub

module Muddy
where

import DEMO

bcd_dirty = Conj [Neg pl, p2, p3, p4l

awareness = [info [b,c,d] pi,
info [a,c,d] p2,
info [a,b,d] p3,
info [a,b,c] p4 ]

Disj [K a pi,
Disj [K b p2,
Disj [K ¢ p3,
Disj [K d p4,

upd (initE [P

upds muO awareness

upd mul (public (Disj [pl, p2, p3, p4l))

upd mu2 (public (Conj[Neg aK, Neg bK, Neg cK, Neg dK]))
upd mu3 (public (Conj[Neg aK, Neg bK, Neg cK, Neg dK]))
upds mu4 [public (Conj[bK, cK, dK])]

K a (Neg p1)]
K b (Neg p2)]
K ¢ (Neg p3)]
K d (Neg p4)]

1, P2, P 3, P 4] [a,b,c,d]) (test bcd_dirty)

The initial situation, where nobody knows anything, and they are all aware of the common ignorance
(say, all children have their eyes closed, and they all know this) looks like this:

Muddy> showM muO

==> [14]

[0,1,2,3,4,5,6,7,8,9,10,11,12,13,14,15]

(0,[1) (1, [p11) (2, [p21) (3, [p31) (4, [p41)

(5, [p1,p21) (6, [p1,p3]) (7, [p1,p4]) (8, [p2,p3]) (9, [p2,p4])

(10, [p3,p4]) (11, [p1,p2,p31) (12, [p1,p2,p4]) (13, [p1,p3,p4]) (14, [p2,p3,p4])
(15, [p1,p2,p3,p4l)

(a,[[0,1,2,3,4,5,
(b, [[0,1,2,3,
(c,[[0,1,2,3,
(d,[[0,1,2,3,

ERLIE]

2V YUyl

2V Vsl

>

>

6,7,8,9
4,5,6,7,8,9
4,5,6,7,8,9,10,11,12,13,14,15]])
4,5,6,7,8,9

>

,10,11,12,13,14,15]1)
,10,11,12,13,14,15]]1)

,10,11,12,13,14,15]])

The awareness of the children about the mud on the foreheads of the others is expressed in terms of
update models. Here is the update model that expresses that b, ¢, d can see whether a is muddy or not:

Muddy> showM (info [b,c,d] pl)
==> [0,1]

(0,11]

(0,p)(1,-p1)
(a, [[0,111)
(b, [L0], 011D
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(c, [L0], 11D
(d, [[o], [111)

Let awareness be the list of update models expressing what happens when they all open their eyes and
see the foreheads of the others. Then updating with this has the following result:

Muddy> showM (upds mu0 awareness)

==> [14]

(0,1,2,3,4,5,6,7,8,9,10,11,12,13,14,15]

(0,[1) (1, [p11) (2, [p2]1) (3, [p3]) (4, [p41)

(5, [p1,p2]1) (6, [p1,p3]) (7, [p1,p4]1) (8, [p2,p3]) (9, [p2,p4])
(10, [p3,p4]) (11, [p1,p2,p3]) (12, [p1,p2,p4]) (13, [p1,p3,p4]l) (14, [p2,p3,p4l)
(15, [p1,p2,p3,p4])
(a,[[0,1],[2,5],[3,6],[4,7]1,[8,11],[9,12],[10,13],[14,15]])
(b, [[0,2],[1,5],[3,8],[4,9],[6,11]1,[7,12]1,[10,14]1,[13,15]11)
(c,[[0,3],[1,6]1,[2,8],[4,10],[5,11],[7,13]1,[9,141,[12,15]11)
(4,[[0,41,[1,71,[2,9],([3,10],([5,12],([6,13],[8,14],[11,15]1)

Call the result mul. An update of mul with the public announcement that at least one child is muddy
gives:

Muddy> showM (upd mul (public (Disj [pl, p2, p3, p41)))

==> [13]

(0,1,2,3,4,5,6,7,8,9,10,11,12,13,14]

(0, [p11) (1, [p21) (2, [p31) (3, [p4]) (4, [p1,p2])

(5, [p1,p3]) (6, [p1l,p4]) (7, [p2,p3]1) (8, [p2,p4]) (9, [p3,p4])

(10, [p1,p2,p31) (11, [p1,p2,p4]) (12, [p1,p3,p4]1) (13, [p2,p3,p4]) (14, [p1,p2,p3,p4l)

(a,[[0],[1,41,[2,5],[3,6],[7,101,[8,11],[9,12],[13,14]1])
(b, [[0,4],[1],[2,7],[3,8],[5,10],(6,11],[9,13],[12,14]1])
(c,[l0,51,I1,71,[2]1,[3,9]1,[4,10],[6,12],[8,13],[11,1411)
(d,rlo,61,[1,81,[2,9],[3],[4,111,[5,12]1,[7,13],[10,1411)

Picture representation (the double oval indicates the actual world):

d

14:[p1,p2,p3,p4]
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Call this model mu2, and use aK, bK,cK, dK for the formulas expressing that a, b, ¢, d know whether they
are muddy (see the code above). Then we get:

Muddy> showM (upd mu2 (public (Conj[Neg aK, Neg bK, Neg cK, Neg dK])))
==> [9]

[0,1,2,3,4,5,6,7,8,9,10]

(0, [p1,p21) (1, [p1,p31) (2, [p1,p4]) (3, [p2,p3]) (4, [p2,p4])

(5, [p3,p4]) (6, [p1,p2,p31) (7, [p1,p2,p41) (8, [p1,p3,p4]) (9, [p2,p3,p4l)
(10, [p1,p2,p3,p4l)

(a,[[0],[1],[2],[3,61,[4,71,[5,8],[9,10]11)

(b, [[0],[1,6],[2,7],[3],[4]1,[5,9],[8,10]1)
(c,[[0,6],[1],[2,8],[3]1,[4,9],[5],[7,1011)
(d,(fo0,7],[1,8],[2],[3,9],[4],[5],[6,1011)

Picture representation:

10:[p1,p2,p3,p4]

Call this model mu3, and update again with the same public announcement of general ignorance:

Muddy> showM (upd mu3 (public (Conj[Neg aK, Neg bK, Neg cK, Neg dK])))
==> [3]

[0,1,2,3,4]

(0, [p1,p2,p31) (1, [p1,p2,p4]) (2, [p1,p3,p4]) (3, [p2,p3,p4]) (4, [pl,p2,p3,p4l)

(a, [[0],[1],[2], (3,41
(v, CL0],[1],[2,4],[31D)
(c,[l0],[1,4],[2]1,031D)
(d,[[0,4],[11,[21,[31D

Picture representation:

0:[p1,p2,p3] 3:[p2,p3.p4]

1:[pl,p2,p4] 2:[pl,p3.p4]
d C b F:
4:[p1,p2,p3.p4]

Call this model mu4. In this model, b, ¢, d know about their situation:
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Muddy> isTrue mué4 (Conj [bK, cK, dKl)
True

Updating with the public announcement of this information determines everything:

Muddy> showM (upd mu4 (public (Conj[bK, cK, dKI])))
==> [0]

(o]

0, [p2,p3,p4])

(a, [L01D)

(b, [[01D)

(c, [01D)

(d, [[o1D)

24 Conclusion and Further Work

DEMO was used for solving Hans Freudenthal’s Sum and Product puzzle by means of epistemic modelling

n [14]. There are many variations of this. See the DEMO documentation at http://www.cwi.nl/~jve/
demo/ for descriptions and for DEMO solutions. DEMO is also good at modelling the kind of card
problems described in [13], such as the Russian card problem. A DEMO solution to this was published
in [15]. DEMO was used for checking a version of the Dining Cryptographers protocol [8], in [18]. All of
these examples are part of the DEMO documentation.

The next step is to employ DEMO for more realistic examples, such as checking security properties of
communication protocols. To develop DEMO into a tool for blackbox cryptographic analysis — where
the cryptographic primitives such as one-way functions, nonces, public and private key encryption are
taken as given. For this, a propositional base language is not sufficient. We should be able to express
that an agent A generates a nonce n 4, and that no-one else knows the value of the nonce, without falling
victim to a combinatorial explosion. If nonces are 10-digit numbers then not knowing a particular nonce
means being confused between 10! different worlds. Clearly, it does not make sense to represent all
of these in an implementation. What could be done, however, is represent epistemic models as triples
(W, R, V), where V now assigns a non-contradictory proposition to each world. Then uncertainty about
the value of n4, where the actual value is N, can be represented by means of two worlds, one where
ng = N and one where n, # N. This could be done with basic propositions of the form e = M and
e # M, where e ranges over cryptographic expressions, and M ranges over ‘big numerals’. Implementing
these ideas, and putting DEMO to the test of analysing real-life examples is planned as future work.
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